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Welcome to CESCG 2013!

This book contains the proceedings of the 17th Central European Seminar on
Computer Graphics, short CESCG, which continues a history of very successful
seminars. Again this year, CESCG proceedings have an ISBN (978-3-9502533-5-1)
and will therefore remain retrievable as long as there are libraries!

The long history of CESCG has started in 1997 in a medium-sized lecture
room in Bratislava, bringing together students from Bratislava, Brno, Budapest,
Graz, Prague, and Vienna. The idea found wide appraisal and the seminar moved
to the beautiful castle of Budmerice, where it was held for 8 consecutive years,
constantly growing in size and attraction. It was just in the 10th anniversary year
2006 that CESCG had to take a detour to move to Častá-Papiernička Centre,
while it was back in Budmerice castle since 2007. Unfortunately, since 2011 the
Budmerice castle was not available for scientific activities. After spending the one
year in Viničné, in 2012 we moved to the beautiful castle in Smolenice.

Who are the CESCG heroes who made this year’s seminar happen? In no
particular order – because many people were involved equally – we would like to
thank the organizers from Vienna: Michael Wimmer, Anita Mayerhofer, Werner
Purgathofer, and especially Martin Ilč́ık for taking care of the complete reviewing
process and scientific program preparation. We are very thankful to the CESCG
organizers from Bratislava, mainly Andrej Ferko, always an inspiration to CESCG;
and Matej Novotný, Ján Lacko, Ela Šikudová, Janka Dadová, and David Běhal
for the excellent preparations and on-site organization.

The main idea of CESCG is to bring students of computer graphics together
across boundaries of universities and countries. Therefore we are proud to state
that we have achieved again a very high number of 20 participating institutions
and a very tight time schedule of 24 valuable student works and two invited
talks. We welcome groups from Bratislava (UK and STU), Slovakia; Brno (VUT
and MU) and Prague (CTU), Czech Republic; Budapest, Hungary; Bonn, Ger-
many; Graz and Vienna (TU and VRVis), Austria; Szczecin, Poland; Manchester,
United Kingdom; Bergen, Norway; Maribor, Slovenia; and Sarajevo (UnSa, IUS
and SSST), Bosnia and Herzegovina.

We assembled a large International Program Committee of 17 members, allow-
ing us to have each paper reviewed by three IPC members during the informal
reviewing process. We would like to thank the members of the IPC for their con-
tribution to the reviewing process. The IPC of CESCG 2013 consists of:

Jǐŕı Bittner Michael Schwärzler
Silvester Czanner Jǐŕı Sochor
Andrej Ferko Markus Steinberger
Jasminka Hasić Marc Streit
Helwig Hauser László Szirmay-Kalos
Ivana Kolingerová Ania Tomaszewska
Rados law Mantiuk Michael Wimmer
Selma Rizvić Borut Žalik
Pavel Zemč́ık



The first invited talk by Oliver Bimber from Institute of Computer Graphics
of Johannes Kepler University, Austria, will be about “Shedding Light on Light
Fields”. The second invited talk “Visibly Difficult Visibility” will be held by Jǐŕı
Bittner from Computer Graphics Group at the Department of Computer Science
and Engineering of Czech Technical University, Czech Republic.

The seminar is held under the auspices of the Austrian Ambassador to Slovakia,
His Excellency Dr. Josef Marcus Wuketich, and is co-organized with the Spring
Conference on Computer Graphics (SCCG), which takes place right after the
seminar.

The organization of a seminar where there are only low expenses for the stu-
dents requires funding. We are very thankful to the sponsors of CESCG 2013:

– Disney Research, innovations in entertainment technologies
– RTT, challenging reality
– VRVis, a research center for virtual reality and visualization in Vienna
– OCG, the Austrian Computer Association
– SISp, Slovak Society for Computer Science
– Sféra, graphical information systems
– Eurographics, the European Association for Computer Graphics
– PC Revue, a slovak computer magazine

Please note that the electronic version of these proceedings is also available at
http://www.cescg.org/CESCG-2013/.

April 2013, Michael Wimmer
Jǐŕı Hlad̊uvka

Martin Ilč́ık
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Shedding Light on Light Fields

Oliver Bimber

Johannes Kepler University
Austria

Abstract

Images play an essential role in our life. Photography and television are technologies that influenced
generations like not many other technologies did. Both would be unimaginable without images. Ad-
vanced imaging systems and image processing methods are today fundamental to many professions.
Medical imaging is certainly a good example. And if nothing else, images are also the final outcome
of every visualization algorithm. Digital images are two-dimensional matrixes of pixels. Cameras
are based on this notion: Even though 3D scene points emit varying light rays in different directions,
the lens and the sensor of cameras integrate them to a single pixel. By doing this for all imaged scene
points, we end up with nothing more than a 2D image – having lost most of the scene information.
Displays are based on this notion: Pixels of raster-displayed images emit (more or less) the same
amount of light in all directions – giving us nothing more than a 2D image. Visualization and image
processing algorithms are based on this notion: They map complex (possibly multidimensional) data
to 2D images and vice versa. What if the notion of images would change once and forever? What
if instead of capturing, storing, processing and displaying only a single color per pixel, each pixel
would consist of individual colors for each emitting direction? Images would no longer be two-
dimensional matrices but four-dimensional ones (storing spatial information in two dimensions, and
directional information in the other two dimensions). This is called a light field. Light fields have the
potential to radically change everything that we relate to images – from photography, over displays
to image processing and analysis, and possibly even visualization. While first light-fields display
prototypes have already been introduced in scientific communities and first light-field cameras are
already commercially available, many unsolved challenges remain in the processing of light fields.
While common digital images store mega-bytes of data, corresponding light fields might require
gigabytes. While spatial consistency is a requirement for regular image processing, directional con-
sistency has to be ensured in addition for light-field processing. In this talk, I will shed some light on
light fields and light-field processing basics with applications to imaging and visualization. I invite
the audience to think about what the impact for computer vision, image processing and analysis, or
visualization could be if images evolve to light fields, raster display evolve to light-field displays,
and digital cameras evolve to light-field cameras.

Bibliographical Details Oliver Bimber became head of the Institute of Computer Graphics at Jo-
hannes Kepler University Linz in October 2009. From 2003-2010 he served as a Junior Professor
of Augmented Reality at the Media System Science Department of Bauhaus-University Weimar.
He received a Ph.D. (2002) in Engineering from Darmstadt University of Technology, Germany,
and a Habilitation degree (2007) in Computer Science (Informatik) at Munich University of Tech-
nology. From 2001 to 2002 Bimber worked as a senior researcher at the Fraunhofer Center for
Research in Computer Graphics in Providence, RI/USA, and from 1998 to 2001 he was a scientist
at the Fraunhofer Institute for Computer Graphics in Rostock, Germany. Bimber co-authored the
book “Displays: Fundamentals and Applications” (2011) with Rolf R. Hainich and the book “Spa-
tial Augmented Reality” (2005) with Ramesh Raskar (MIT). Since 2005 he serves on the editorial
board of the IEEE Computer Magazine. The VIOSO GmbH was founded in his group in 2005. He
and his students received several awards for their research and inventions, and have won scientific
competitions, such as the ACM Siggraph Student Research Competition (1st place 2006 and 2008,
2nd place 2009 and 2011), and the ACM Student Research Competition Grand Final (2006) that was
presented together with the Turing award.
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Visibly Difficult Visibility

Jiřı́ Bittner

Czech Technical University
Czech Republic

Abstract

Solving visibility is important for many computer graphics algorithms and often visibility is actually
a bottleneck of the whole computation. I will discuss typical visibility problems and their selected
solutions targeting different application domains. This will include potentially visible sets, real-time
occlusion culling, shadow computation, and recent trends in ray casting based visibility computation.
Bibliographical Details

Bibliographical Details Jiřı́ Bittner is an assistant professor at the Faculty of Electrical Engineer-
ing of the Czech Technical University in Prague. He received his Ph.D. in 2003 at the same institute.
His research interests include visibility computations, real-time rendering, spatial data structures,
and global illumination. He has also participated in several commercial projects dealing with real-
time rendering of complex scenes.
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Efficient GPU-based Decompression of BTF Data Compressed
using Multi-Level Vector Quantization

Petr Egert∗

Supervised by: Vlastimil Havran†

Faculty of Electrical Engineering, DCGI
Czech Technical University

Prague / Czech republic

Abstract

One of the main drawbacks of Bidirectional Texture Func-
tion (BTF), as a method of capturing realistic and accurate
real-world material appearance, is the resulting size of the
measured data set. Several lossy methods to compress the
data were proposed over the years to cope with this prob-
lem. To efficiently use the compressed data an appropriate
decompression algorithms are also needed, allowing fast
random synthesis of BTF data without the need to recon-
struct the whole BTF back to its original representation.
One of such methods based on multi-level vector quan-
tization and providing both good compression ratio and
random access from the compressed data was proposed by
Havran et al. in 2010. In this paper, we would like to share
our experience with writing a GPU based implementation
of the decompression part of the aforementioned method.
Our goal was to evaluate the implementation difficulty, as
well as the resulting performance and suitability of the al-
gorithm for real-time use.

Keywords: BTF, bidirectional texture function, decom-
pression, GPU, OpenCL, Multi-level vector quantization

1 Introduction

Capturing and accurately representing real-world material
appearance remains one of the major challenges in com-
puter graphics nowadays. In real-time applications, such
as computer games, this challenge gets even harder, be-
cause of the limited resources available to store and ap-
ply the material to the resulting scene. The common ap-
proach is to sacrifice physical correctness for performance
and achieve visually pleasing results.

As new methods to represent the material appearance
have been discovered and the performance of the com-
puter hardware increases, some also suitable for the real-
time use. One such method is Bidirectional Texture Func-
tion (BTF). First introduced in [2], a monospectral BTF is
a six-dimensional function returning the amount of light

∗egertpet@fel.cvut.cz
†havran@fel.cvut.cz

reflected by an arbitrary point on the material surface,
when illuminated and viewed from arbitrary directions.
By extending the function to a given color-space, a seven-
dimensional, multispectral BTF is obtained. BTF can also
be imagined as a planar texture, where the amount of light
reflected from each individual texel also depends on the
view and illumination directions of the texel1.

One of the main advantages of BTF over simpler meth-
ods is the ability to preserve information about the material
structure, including properties such as anisotropy, mask-
ing or self-shadowing. The main drawback is the size of
the measured data set, which in raw form can take up to
several gigabytes of space for a single material sample.
This would render the method virtually useless for real-
time use. Therefore several compression schemes were
proposed, some of them allowing even for real-time use.

An in-depth survey of available BTF compression
schemes was provided by Filip et al. [3], including the
fitness of the BTF evaluation part of the studied algo-
rithms for fast GPU-based implementation. More recently,
a novel BTF compression scheme based on multi-level
vector quantization was proposed by Havran et al. [4]. In
the paper, the authors state fast random access data syn-
thesis and convenient GPU implementation as two of their
design goals. They also evaluate the performance of the
proposed algorithm by providing a GLSL [10] based GPU
implementation.

Our goal in this paper is to summarize the lessons
learned while writing our own implementation of the
data synthesis part of the scheme described in [4] using
OpenCL [6] as our framework of choice, instead of GLSL
used in the original paper. We describe the algorithm in
detail and evaluate the performance of our implementation
against both a CPU and the original GLSL variant using
our own OpenGL-based [1] sample application. Finally,
we discuss suitability of the algorithm for real-time use.

1It is worth noting, that while for a fixed spatial position the remain-
ing arguments of a BTF are the same as for Bidirectional Reflectance
Distribution Function (BRDF), Helmholz reciprocity does not apply in
this case due to structural properties of the material, which is the key
difference between BTF and Spatially Varying BRDF (SVBRDF).

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
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Figure 1: Multi-level vector quantization BTF compression model scheme (Image courtesy of [4]).

2 Compression algorithm overview

In this section, we recall the basic outline of the compres-
sion method proposed in [4]. For a more detailed descrip-
tion of the algorithm please refer to the original paper.

The basic concept of the compression method is shown
in Figure 1. The process starts by resampling the raw mea-
sured BTF data according to another parametrization. By
using the planar material position as index, the BTF can
be decomposed into a set of individual 4D texels (called
apparent BRDFs). Using a fixed number of steps to quan-
tize each of the four dimensions, each of the texels is re-
sampled into the ’onion-slices’ parametrization described
in [4]. Additionally a specific data arrangement is used, as
shown in the orange area of Figure 1. This arrangement
allows to treat differently sized slices of the data as condi-
tional probability density functions (PDFs), which are then
used as input vectors to the multi-level vector quantization
(MLVQ) scheme.

The MLVQ scheme extends the concept of a basic vec-
tor quantization (VQ) compression method, where the
whole set of input PDF vectors is represented by a smaller
representative subset, a codebook. In MLVQ, the VQ pro-
cess is applied to progressively smaller subsets at different
levels of the original data, thus forming a set of codebooks.
Each level corresponds to a single dimension of the resam-
pled BTF data. This is shown in Figure 1; the original
monospectral BTF has 6 dimensions. 4D PDF is specified
by the planar material position. By further specifying the
view azimuthal angle, a 3D PDF is obtained. Similarly,
3D PDF is decomposed into 2D PDFs etc.

An integral part of any VQ-based compression method

is a similarity measure. A similarity measure is a function
returning the level of similarity between two sets of data.
In VQ, this function is used to compare the currently pro-
cessed input vector with the entries already present in the
codebook. If a similar enough (depending on a predefined
threshold and possibly other conditions) entry is found in
the codebook, it is returned as a representative vector for
the given input vector. If no entry satisfying all the de-
fined conditions is found, the input vector is added as a
new entry into the codebook. Since the original and the
representative vector need only to be similar to each other
(not exactly the same), the VQ is considered a lossy com-
pression method. The similarity measure and its proper-
ties are therefore of critical importance, since they define
the relation between the quality of the compressed data
and the overall compression ratio. In [4], the authors de-
scribe structural similarity index measure (SSIM) [8] as
their method of choice.

The compression algorithm itself works by iterating
over all the available texels of the resampled BTF data and
performing MLVQ on each of them. For each such texel
a corresponding entry in the top level 6D-level table P6
needs to be created. As described earlier, each texel can
be treated as a 4D PDF. The MLVQ process starts by find-
ing a similar entry in the 4D level codebook P4. If such an
entry is found, its index is returned and stored in the proper
location (corresponding to the planar position of the texel)
of P6.

To achieve better hit-rate and therefore better compres-
sion ratios, the search for a similar entry in the P4 code-
book is performed ’up to scale’. Both the input and the
compared vectors are normalized to have the same overall

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
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luminance. If the normalized vectors are found to be sim-
ilar enough, the index of the entry and scaling coefficient
for the data are stored in the P6 table.

If an entry for the given input vector is not found in
the P4 codebook, a new entry needs to be created. Con-
trary to the basic VQ process, in MLVQ the higher-level
codebooks do not directly store the raw data. Instead, the
individual codebooks form a hierarchy, where each entry
in the codebook consists of a set of indices into a lower
level codebook. The raw data are then only stored in the
lowest levels and can be reconstructed back to the original
form by the means of chained indexing through the whole
hierarchy.

To create a new entry in the 4D-level P4 codebook, the
original 4D PDF is first split into a set of 3D PDF slices.
Each slice is specified by the planar position of the texel
and the the view azimuthal angle ϕv, thus forming a 3D
PDF. The process continues by iterating over all these
slices and finding their corresponding entries in the 3D-
level P3 codebook. As a result, a row of index/scale en-
tries is obtained, where each index points to a row in the P3
codebook. The number of entries in the row corresponds
to the number of steps in which the view azimuthal direc-
tion is quantized. This row is then stored as a new entry in
the P4 codebook.

The compression algorithm remains almost the same
on all levels - if a similar entry is not found in the cur-
rent level codebook, the current PDF is split into smaller
slices, which are then searched in a lower-level codebook.
Some exceptions however apply to this process. From 2D
level down, the BTF data are converted from the orig-
inal RGB to a more perceptually uniform color model
(YCbCr for LDR samples, LogLuv [9] for HDR sam-
ples). To achieve better compression ratios, the luminance
and chrominance channels start to be treated separately on
these levels. Therefore two different sets of codebooks
are used - P2, P1 for luminance information and I2, I1, C
for chrominance information. Additionally, scaling coeffi-
cients are only used for the luminance data. Entries in the
I2 and I1 codebooks therefore consist only of indices, not
index/scale pairs. To provide a relation between the two
separate channels, an additional codebook, marked M in
Figure 1, is used. By using this codebook, a matching pair
of luminance and chrominance data can be obtained and
converted back to the original RGB color model later on.

In the lowest-level codebooks (P1 and C), there are no
other codebooks to refer to. The representative vectors of
the resampled BTF data are stored in the 1D array. This
completes the codebook hierarchy and serves as the fi-
nal stage of the MLVQ process. As shown in Figure 1,
a minimum of nine codebooks, arranged in a tree-like hi-
erarchy, is used in total to store a single material. The
method also allows multiple materials to share the same
set of codebooks, each requiring only one additional 6D
level codebook. By means of chained indexing through
the hierarchy, the BTF can be evaluated directly from the
compressed data.

3 Decompression algorithm

The decompression part of the method is described only
briefly in sec. 4.6 of [4]. In this section we would like to
provide a more in-depth analysis of the problem.

The compressed BTF evaluation process is based on
chained indexing among the data codebooks. The algo-
rithm starts to look up the corresponding entry in the high-
est level codebook P6 by using the planar spatial coordi-
nates x and y. This entry consists of a row index in the
lower level P4 codebook and a scaling coefficient, which
is later used to multiply the obtained value.

The algorithm then descends to the lower level, P4 code-
book. Here the index obtained from the upper level entry
is used to find the corresponding row of data. Then the
view direction azimuthal angle ϕv is used to find the cor-
responding entry in the row. As in the previous case, the
entry consists of a row index in the lower level P3 code-
book and a scaling coefficient. After obtaining the entry,
the algorithm descends to P3 level. Here the same opera-
tion takes place, except that the polar angle θv of view di-
rection is used to find the corresponding entry in the row.
As before an index in the lower level M codebook and a
scaling coefficient is retrieved.

As described in Section 2, starting from 2D level a more
perceptually uniform color model is used and luminance
and chrominance data start to be treated separately. The M
codebook is used to merge the separate color model com-
ponents back to the original representation. Each entry in
the M codebook contains two indices - one used to index
the P2 codebook with luminance data and one to index the
I2 codebook with chrominance data. No scaling coeffi-
cients are stored at this level. A color conversion back to
RGB color space then needs to take place after obtaining
both the luminance and chrominance data from the lower
level codebooks.

On lower levels, the BTF evaluation remains essentially
the same as on the higher levels. The illumination direc-
tion, transformed into the ’onion-slices’ parametrization,
is used to index the lower level codebooks. To transform
ordinary spherical coordinates of the illumination direc-
tion into the new parametrization, the following equations
can be used [4]:

β = arcsin(sin θi · cos(ϕi−ϕv))

α = arccos
(

cos θi

cos β

)
(1)

Upon reaching the bottom-most level codebooks P1 and
C, the representative BTF values are directly taken from
the 1D array. Returning the codebook hierarchy back to
the top, all the scaling coefficients need to be applied to
the values. As stated before, a color conversion to the RGB
color space takes place after returning to the M codebook.
When the top-level P6 codebook is reached, the evaluation
process is complete and the resulting value is returned.

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
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3.1 BTF coordinate interpolation

To simplify the algorithm description, we mention that
only a single entry is used from each codebook. Although
this approach would work in theory, it would produce vis-
ible artifacts in the resulting image, as the number of dis-
crete steps used to quantize each dimension of BTF is rela-
tively small. To overcome this problem, at least two entries
closest to the specified coordinates need to be used at all
level codebooks. Interpolation then needs to be performed
on the values to minimize the quantization artifacts. A
simple linear interpolation proved to be good enough to
provide satisfactory results. On the 6D level, the inter-
polation is not necessary, but improves the overall quality
of the result (similar to use of filtering with ordinary tex-
tures).

4 OpenCL specifics

4.1 Memory layout

To successfully evaluate a BTF sample, the codebooks
containing the compressed data need to be accessible by
the GPU. Since the data size of the codebooks is rela-
tively small (tens of megabytes, depending on the mate-
rial used), it is best to store them directly in the avail-
able device based memory (further we use the terminol-
ogy used in OpenCL [6]). To reduce the number of mem-
ory regions and therefore the number of arguments in the
function calls, we decided not to store each codebook in
a separate memory region, but to pack all the codebooks
into one continuous address space. Since the individual
codebooks form a tightly connected database and should
never need to be updated separately, this approach should
not bring any major drawbacks.

Because two different types of information have to be
stored, two separate memory regions with distinct data
types are used. The first region uses a single precision
floating point data type and stores the scaling coefficients
of the higher-level codebooks (namely P6, P4, P3, P2), as
well as the representative BTF data vectors contained in
the bottom level P1 and C codebooks. The second region
is of 32-bit unsigned integer data type and is used to store
data indices for the P6, P4, P3, M, P2, I2 and I1 codebooks.

For both memory regions, we remember offsets to the
beginning of the individual codebooks. This allows us to
directly index throughout the original data by only adding
the corresponding offset. Another approach would be to
recompute the indices to incorporate the offset directly
into the codebooks, which would eliminate the need to
store the offsets. Since additional information about the
material (such as the number of quantization steps in in-
dividual dimensions) is still required to be known by the
implementation, we decided to keep the offsets separately.
This also reduces the amount of preprocessing required to
load the material. A third memory region is therefore used
to store all the additional information about the material,

Region Data type Size Address space
Scales float by material global
Indices uint by material global
Constants float/uint fixed constant/private

Table 1: OpenCL memory regions used by the evaluation
process

as well as the offsets of the individual codebooks. Since
this memory region is only a few tens of bytes in size, it is
created within the constant address space and later trans-
ferred into the private address space to achieve fast access.

These three memory regions contain all the information
required to successfully evaluate the BTF directly from the
compressed data. A quick summary is provided in Table 1.

4.2 BTF evaluation

The evaluation algorithm is based on chained indexing
through all the codebooks. Upon reaching the lowest lev-
els, a representative value is obtained, which is then mul-
tiplied by all the scaling coefficients acquired during the
descent through the codebooks. A recursive approach may
seem like a good solution to this problem, which however
is not directly supported by the OpenCL standard. There
are also several additional caveats with this approach. Lu-
minance and chrominance components are evaluated dif-
ferently in lower levels followed by color model conver-
sion. Furthermore, interpolation between the two dis-
crete values closest to the required coordinate must be per-
formed in order to obtain visually appealing results. This
proves even more difficult, as some of the variables need to
be treated as cyclic (such as the view azimuthal angle ϕv),
while other need not to (such as the view direction polar
angle θv). As a result, the evaluation process is slightly
different for each codebook.

For all these reasons, we have decided to implement ac-
cess to each individual codebook by the means of separate
functions. This also provides the resulting code a more
human-readable structure. The basic purpose of each of
these functions is to return the (partially) reconstructed
BTF data at the specified coordinates and level. This pro-
cess starts by indexing the codebooks at the given level
and calling the lower level evaluation functions to obtain
the two values closest to the required position. The values
are scaled using the appropriate scaling coefficients and
then a linear interpolation is performed to obtain a single
resulting value. To obtain the final BTF value, this process
needs to take place on all the codebook levels. Addition-
ally, a color conversion to the RGB color model happens
during access to the M codebook.

In our implementation, the BTF evaluation is computed
by a single function. By providing locations of the 3 ma-
terial memory regions and values for all the 6 BTF coor-
dinate arguments, the sampling function returns the result-
ing BTF value at the given planar location as a color triplet
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in the RGB color space. A conversion from the standard
spherical coordinates to the ’onion-slices’ notation is han-
dled directly inside the function. This allows easy inte-
gration of the MLVQ compressed BTF evaluation process
into a custom project. We support this statement by pro-
viding an OpenGL based demonstration application.

4.3 Memory bandwidth requirements

As two closest samples need to be interpolated on each
level of codebooks, the number of memory accesses in-
creases exponentially with the increasing codebook level.
To evaluate a single BTF query, a total of 47 integer and
63 float memory read operations is required [4], resulting
in 440 bytes read per evaluation, if stored using 4 byte
data types. If a bilinear interpolation is also performed on
the 6D-level, then four times more data are read per eval-
uation. Additionally, when not computed on the fly, the
input coordinates need to be read from a memory location
and a result written, resulting in an additional increase in
the required memory bandwidth.

5 Sample application

Figure 2: A geometric model covered by Wool BTF ma-
terial, lit by an environment map, rendered by our sample
application.

To verify the correctness and performance of our
OpenCL-based MLVQ-compressed BTF evaluation code,
we have designed and implemented a sample application.
As shown on figure 3, the basic functionality of the appli-
cation is to rasterize a scene containing a specified model,
perform BTF evaluation on the rasterized data and finally
to display the resulting image.

5.1 Rasterization process

To perform the BTF evaluation, all the input parameters
required by the BTF are required for all the pixels. These

parameters include the planar position on the material sur-
face, view direction and illumination direction. All these
six coordinates need to be specified in a local coordinate
system of the material surface at rendered pixel. Pro-
grammable shaders are used to compute all these coor-
dinates. In the vertex shader, the view and illumination
direction vectors are transformed into tangent space and
sent to the fragment shader. Projective transformation of
the basic geometry is also handled by the vertex shader.
In the fragment shader, the view and illumination vectors
are reparametrized over the hemisphere, as required by the
BTF evaluation function. A set of texture coordinates is
used to define the planar material position.

Figure 3: Basic workflow of the sample application.

5.2 Memory arrangement

To store the rasterized data, two floating point
(GL RGBA32F) render buffers are used. These buffers
are of the same size as the main render buffer of the
application window. In the first buffer, the planar position
and view direction information is stored. In the second
buffer, the illumination direction is stored. Since there
are only six variables required to evaluate the BTF, two
channels remain unused. We use multiple render targets
(MRT) technique to fill both the buffers in a single pass.

To store the resulting image, a texture of the same size
as the main render buffer is used. To correctly display the
appearance of HDR materials and to be able to use this tex-
ture as an accumulation buffer for environment-map based
lighting scheme, we use floating point data type for this
texture as well. To display the result, we apply this texture
to a full-screen quad and render it to the screen.

5.3 OpenGL-OpenCL communication

As the whole rasterization process is computed via
OpenGL and our BTF evaluation function is written in
OpenCL, a way to pass data between these two platforms
is required. As OpenCL provides functions operating
directly over OpenGL-owned data, this is the preferred
way, since no copy operations is required. The OpenCL-
OpenGL interoperability however is an optional feature,
without guarantee of being supported by all the available
OpenCL platforms. For this reason, an alternative data
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Resolution Total pixels BTF evaluations Coverage
800×600 480000 210848 43.9%
1280×720 921600 303636 32.9%
1920×1080 2073600 683088 32.9%

Table 2: Image resolution, count of BTF evaluations (i.e.
rendered pixels), and screen coverage.

Single frame rendering time [ms]
Implementation

Material CPU CLCPU CLGL RawCL GLSL
800×600 px resolution

Impalla 281.2 26.3 12.5 5.1 1.9
FtHDR 483.2 28.7 14.9 6.3 2.0
Wool 295.4 29.2 13.7 5.7 2.3

WwHDR 494.7 28.3 14.8 6.4 2.0
WoolX 698.0 97.5 41.2 32.8 40.8

WwHDRX 1009.9 100.0 41.1 31.4 27.3
1280×720 px resolution

Impalla 408.8 47.4 22.5 7.5 2.1
FtHDR 711.5 51.5 24.7 9.6 2.0
Wool 422.4 51.4 21.3 9.1 2.5

WwHDR 708.2 52.1 26.1 11.3 2.0
WoolX 1008.8 172 55.7 51.8 46.7

WwHDRX 1428.6 179.4 54.4 45.3 31.6
1920×1080 px resolution

Impalla 998.5 106.3 42.3 13.9 4.2
FtHDR 1739.3 115.6 49.5 19.7 3.8
Wool 1022.9 112.8 43.5 15.1 4.4

WwHDR 1835.8 117.1 49.6 20 4.3
WoolX 2048.9 369.4 125.3 120.2 68.4

WwHDRX 3472.2 620.4 120.6 117.8 43.6

Table 3: Single frame rendering times for different imple-
mentations and image resolutions.

path, routed through the system memory, also exists. Here
the prepared data first need to be downloaded from the
GPU (OpenGL) to the system memory and then uploaded
back to the GPU (OpenCL). After this, the same data trans-
fer needs to take place to return the processed results from
OpenCL back to the OpenGL display chain. We decided
to implement both of these variants to compare the perfor-
mance difference of both approaches. The system mem-
ory variant additionally demonstrates the use of the GPU-
based BTF evaluation code from a CPU-based environ-
ment.

6 Results

6.1 Testing environment

To measure the performance of our implementation, we
created a sample application, as described in Section 5.
All the results were measured directly inside the applica-
tion, using the built-in benchmark utility, with the excep-

tion of raw OpenCL kernel execution times, which were
measured externally, using the gDEBugger [7] utility. In
both cases, we measured the average time taken (out of
100 measurements) to fully render a single frame of a
scene, consisting of a 3D geometry with surface covered
by BTF. We used this approach mainly because it is the
only performance metric available in the reference GLSL
implementation.

We studied the performance of the following implemen-
tations of the BTF reconstruction algorithm:

• CPU - Original CPU-based implementation, pro-
vided by the authors of [4].

• CLCPU - Our OpenCL-based implementation, with
the OpenGL-OpenCL communication routed through
the system memory, simulating the use of the
OpenCL evaluation kernel from within a CPU-based
environment.

• CLGL - Our OpenCL-based implementation, with
direct OpenGL-OpenCL communication.

• RawCL - Raw execution time of the BTF evaluation
kernel of our OpenCL implementation (excluding the
rasterization time and OpenCL-OpenGL communi-
cation overhead).

• GLSL - The reference GLSL-based implementation,
obtained from the BTFBase project webpage [5].

The test scene we used consisted of a sphere model cov-
ered with a BTF sample, as shown in Figure 4. Both the
light and the camera were positioned at a fixed location,
which remained the same throughout all the tests. The
number of individual BTF evaluations per frame therefore
changed only when changing the resolution. The list of
measured resolutions and the total number of individual
BTF evaluations required per frame are shown in Table 2.

Figure 4: The test scene as rendered by our sample appli-
cation, using the WalkwayHDR material.

We used two different test setups to measure the perfor-
mance on different hardware. The primary test setup rep-
resented a mid-level class computer and consisted of the

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
14



Resolution Eval. time Eval. rate
[px] [ms] [MEval/s]

800×600 19.9 24.12
1280×720 37.1 24.84
1920×1080 70.0 29.62

Table 4: Peak compressed BTF evaluation rates of our im-
plementation for different batch sizes (resolutions).

following components: Intel Core i5 3570K @ 3,4GHZ,
nVidia GeForce GTX 560 Ti, 16GB DDR3 666 MHz
RAM. The secondary test setup represented a low-end
computer and consisted of the following components: In-
tel Pentium E2160 @ 3.0GHz, nVidia GeForce 8800 GTS
512, 4GB DDR2 333 MHz RAM.

The performance was evaluated on four different mate-
rial datasets - Wool (Wool), Impalla (Impalla), Walkway-
HDR (WwHDR), FloortileHDR (FtHDR). On the sec-
ondary test setup, only the Wool and WalkwayHDR mate-
rials were tested, marked WoolX and WwHDRX in tables
with results. The compressed datasets for these materials
are a part of the publicly available GLSL-based implemen-
tation [5].

6.2 Measured performance

In Table 3, the results for all the evaluated implementations
are shown, measured for the individual resolutions. We
show, that highly interactive framerates can be achieved
using our implementation even when working in high res-
olution. Further comparison with the CPU-based imple-
mentation shows an order of magnitude decrease of the
time required to render a single frame. Using our second
test setup, we also demonstrate, that interactive framer-
ates can be reached even on a low-end computer hardware
and that no special features available only on contempo-
rary hardware are required by our implementation.

As visible in Table 3, comparison of rendering times
for both LDR and HDR material data yields roughly the
same results. This is expected, as the code for each variant
differs only in the color-model conversion function used
when returning from the M codebook. A significant drop
of performance for HDR material data is only reported for
the CPU-based implementation.

Comparing the performance of CLCPU and CLGL
implementations on our primary test setup, we find the
CLGL variant to be approximately 2 times faster in all
cases. Highly interactive results were obtained even when
using the CLCPU variant, which indicates that our im-
plementation provides good performance even when sup-
plied data from a CPU-based environment. The bandwidth
of the system memory bus is of key importance in this
case, as visible on the result obtained from the secondary
test setup, where the performance difference between the
CLCPU and CLGL implementations is more visible.

To find out the peak BTF evaluation performance of
our implementation, we measured the execution time of

Single frame rendering time [ms]
Material / implementation

Mapped Impalla WwHDR
BTF resolution GLSL CL-GL GLSL CL-GL

512×512 1.9 11.2 2.0 13.7
1024×1024 1.9 12.5 2.0 13.9
2048×2048 2.9 14.1 2.9 14.8
4096×4096 4.7 15.3 5.2 16.3
8192×8192 6.0 16.3 7.4 17.7

Table 5: Comparison of single frame rendering times for
different mapped BTF resolutions.

the evaluation kernel operating on a full-screen quad
fully covered by the Wool BTF material. To minimize
the amount of under-the-hood caching of the GPU, the
mapped BTF resolution was increased to the level, were
a full BTF evaluation is required to be performed for each
separate pixel. To find out the level of additional process-
ing overhead, we performed the test using three different
resolutions. As shown in Table 4, we were able to achieve
peak performance of roughly 30 million compressed BTF
evaluations per second. To provide a fair result, we used
the same OpenCL kernel as in all the other tests, although
the condition whether or not to evaluate the BTF for the
given pixel could have been removed from the kernel for
this specific case (resulting in a small performance in-
crease).

6.3 Comparison of OpenCL and GLSL im-
plementation

As separate applications are used to evaluate the OpenCL
and GLSL implementations performance, we would like
to point out some key differences relevant to the measured
timings. First, our application executes the BTF evaluation
kernel over the whole rasterized image (similar to a post-
processing effect), even on the parts where no BTF evalu-
ation is required. The decision whether or not to evaluate
the BTF for a pixel can thus first be made at the begin-
ning of the evaluation kernel. In the GLSL implementa-
tion, the decision is made directly during the rasterization
stage, since shading is not performed on pixels not belong-
ing to the object. This brings additional overhead for our
application and gives the GLSL application some perfor-
mance advantage.

The GLSL application can also perform the BTF evalua-
tion directly in the fragment shader. Since it is not possible
to invoke OpenCL code directly from within a shader, our
application needs to store the rasterized data into an inter-
mediate buffer, perform BTF evaluation over the data and
then use another buffer to copy the computed data back to
the visualization chain. This additional overhead can be
seen by comparing the raw execution time of the kernel
(RawCL) and the time required to render the whole frame
(CLGL). Consequently this also decreases the measured
performance of our application.
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When comparing the performance of both applications,
we have also noticed the GLSL application to have a
strong dependence on the image resolution, in which the
BTF material is mapped onto the object. As shown in Ta-
ble 5, by increasing the BTF mapped resolution, the per-
formance of the application decreases rapidly. This be-
havior can also be observed in our application, where the
performance drop however is not so steep.

For these reasons, we would like to point out that our
results cannot be interpreted as a direct comparison of
OpenCL and GLSL, since the differences between both
sample applications are significant. As the GLSL applica-
tion does not provide any way to accurately measure the
raw BTF evaluation performance (excluding the rasteri-
zation and display overhead), we believe that the direct
performance-wise comparison would be unfair. We how-
ever decided to present the results we obtained for the two
sample applications, as they show the fitness of either ap-
proach for the specific task of integrating the BTF evalua-
tion stage into a standard OpenGL rendering pipeline.

Below we would like to comment on the results. While
still maintaining interactive framerates, our sample ap-
plication with OpenCL is much slower than the refer-
ence GLSL one. This is expected, as there is much
additional processing required to successfully use the
OpenGL-generated data within the OpenCL context and
vice-versa. As a result, we find our OpenCL-based imple-
mentation not well suited for the integration as a stage into
the common OpenGL rendering pipeline and recommend
using the GLSL variant. We however believe our imple-
mentation is more general than the GLSL one, hopefully
showing its full potential as a part of a different pipeline.

7 Conclusions

After studying the evaluation process of BTF compressed
using the multi-level vector quantization method, we were
able to successfully implement this method in a GPU-
based environment, choosing OpenCL as a platform of our
choice. Using our sample application as a test platform,
we were able to achieve interactive framerates even on a
low-end computer setup, thus proving the method to be
well suited for GPU environment and real-time use. With
our implementation, we were able to achieve a peak per-
formance of 30 million individual BTF evaluations per
second, with no preprocessing of the compressed data
codebooks required. In our sample application, we also in-
vestigated the topic of OpenGL-OpenCL communication
and resource sharing, finding this feature to provide sig-
nificant performance benefits. Our implementation also
proved to be an order of magnitude faster than a basic
CPU-based variant. This holds even when feeding data
to the OpenCL implementation from within a CPU con-
text. By direct comparison, our sample application was
shown to be slower than the reference GLSL-based appli-
cation. We however state several points as to why a direct

comparison is not appropriate. As a result of our work, we
provide our implementation and all its source code to be
freely used. In our codebase, the whole BTF evaluation
process is covered by a single function call, which makes
it very easy to integrate into an application code.
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Abstract

Due to recent advances in consumer grade graphics hard-
ware the field of global illumination techniques are not
limited to offline rendering anymore. Current real-time
techniques to approximate global illumination are mostly
based on rendering large amounts of virtual point lights
(VPLs), however without considering indirect shadows.
One of the popular examples that includes indirect shad-
ows are the imperfect shadow maps (ISMs) which are
based on VPLs and point-based shadow maps. In our pa-
per, we reduce the number of required light sources and
imperfect shadow maps by using virtual area lights (VALs)
instead of VPLs. A PCSS based filtering of the visibility
information allows to maintain the quality of the indirect
shadows in spite of the much smaller number of ISMs.
This way, the computational effort is heavily reduced, re-
sulting in rendering speedups of up to 50%.

Keywords: global illumination, imperfect shadow maps,
real time, instant radiosity, virtual area lights

1 Introduction

Global illumination (GI) describes the process of lighting
in computer graphics in a precise and complete manner,
in which not only the light coming from an emitter (direct
illumination) is considered, but also the numerous reflec-
tions of the light rays between objects within the scene (in-
direct illumination). The problem of global illumination
was first formalized by Kajiya [10]. His rendering equa-
tion (RE) solves the entire image synthesis process in a re-
cursive way. Since both sides of the equation are coupled,
the RE is analytically unsolvable. It is however possible to
approximate the RE by several approaches (Ray-tracing-
[21] or Radiosity-based [7]) from which some even allow
rendering GI scenes in real-time.

One efficient group of algorithms are based on instant ra-
diosity [11] which employs virtual point lights (VPLs) to
approximate indirect illumination. To account for fast in-
direct visibility calculation, Ritschel et al. [19] proposed to

∗c.weinzierl-heigl@live.com
†rp@cg.tuwien.ac.at

use point-based shadow maps, so called imperfect shadow
maps (ISMs).

The problems with the usage of VPLs and ISMs are:

a) The usage of VPLs can lead to point singularities due
to the fact that the lights need to be positioned close
to scene geometry. This is often tackled by clamping
the geometry term which in fact reduces singularity-
artifacts but also leads to energy loss (see Figure 1).

b) In order to achieve soft indirect shadows, the number
of VPLs and corresponding ISMs usually needs to
be high, which increases the rendering cost for the
indirect illumination considerably.

Prutkin et al. [16] eliminates the lighting artifacts in a) by
using virtual area lights (VALs) for illumination. These
area lights are computed by clustering the pixels of a re-
flective shadow map (RSM), wich also reduces the amount
of virtual light sources. However for these clustered area
light sources, they do not account for indirect visibility at
all, which still poses an open problem. Dong et al. [5] pro-
poses clustered visibility by using convolution soft shadow
maps (CSSMs), which provide soft indirect shadows of
much higher quality than ISMs. However for indirect illu-
mination, they still use ordinary VPLs, not taking advan-
tage of the clustering at hand.

We propose an integrated real-time global illumination ap-
proach, that

a) performs VAL-based indirect illumination, using
RSM clustering similar to Prutkin et al. [16], and

b) uses easy-to-compute ISMs for the indirect visibil-
ity of these VALs, while still providing smooth soft

Figure 1: Lighting artifacts when shading with VPLs
(left), compared to geometry-clamped VPLs (right). Im-
age courtesy of Hasan et al. [9].
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shadows of considerably higher quality by employing
a percentage closer soft shadow (PCSS) sampling [6]
based on the VAL area.

Reducing the number of indirect light sources and circum-
venting the need for a large amount of shadow maps by
instead using ISMs coupled with a sophisticated sampling
method, we can achieve similarly looking soft shadows
while reducing the computational cost for indirect illumi-
nation considerably.

The remaining paper is structured as follows: Section 2
gives an overview of related work done in the field of real-
time global illumination. In Sections 3 - 6 we describe our
method in detail. Results and performance measurements
are presented in Section 7. We will conclude our paper and
also give outlooks into possible future work in Section 8.

2 Related Work

The original reflective shadow maps (RSMs) [4] method
describes a way of indirect illumination where every pixel
of the RSM is considered to act as a one-bounce indirect
light source. The RSM was invented as an extension to
simple shadow mapping which, besides the depth, also
stores surface normals and the radiant flux per pixel from
the point of view of the light source. We use the term
reflective shadow map in our paper as just the means of
storing extended information for the direct light emitter
that is later used for indirect illumination calculation. Al-
though included in the original paper, we do not use their
suggested indirect illumination procedure.

Instead, we build our method on the instant radiosity
[11] algorithm. In instant radiosity, VPLs are positioned
throughout the scene at intersections of light rays emit-
ting from the primary light source and the rendered scene
geometry. To apply fast indirect illumination for these
VPLs we use interleaved sampling [12], which assigns
each VPL to a subset of the scene’s pixels and only shades
those pixels in order to save shading cost. This method is
also used in incremental instant radiosity [14] who apply a
geometry-aware box-filter to merge the interleaved shaded
pixels and gain a smooth indirect illumination.

In order to account for fast indirect visibility computation,
our approach relies on imperfect shadow maps [19]. In-
stead of using multiple render passes to create shadow
maps for each VPL, ISMs allow to use a point-based scene
representation which can be rendered into a single large
texture atlas containing every ISM using just one render
pass.

Another approach to further speed up rendering, is to clus-
ter a bunch of VPLs together and then treat the cluster as
just a single area light source. Dong et al. [5] suggest to
cluster the VPLs to VALs for indirect shadowing, however

still use all VPLs for illumination of the scene. To com-
pute indirect shadows they use a soft shadowing algorithm
based on convolution shadow maps which is only calcu-
lated for the actual VALs. The work by Prutkin et al. [16]
uses a point-to-disk formfactor to approximate a virtual
area light but ignores indirect visibility.

3 Algorithm Overview

Figure 2 shows an overview of the main stages of a real
time GI pipeline. In each frame, we generate our reflective
shadow map (RSM) [4] which stores all the relevant infor-
mation per pixel from the point of view of the light source.
We use a spotlight for direct illumination, but the algo-
rithm could easily be extended to work with every other
type of illuminant. We perform a similar G-Buffer pass
from the eye-point from which we generate a split/tiled G-
Buffer [14, 13] where each tile only represents a subset of
the pixels of the entire G-Buffer.

After these G-Buffer passes, our algorithm initializes seed
points for the VALs within the RSM by using a Halton-
sequence [8]. In the same step we employ importance
warping [3] to those initial seeds based on the importance-

Fill G-Buffers
Camera + Split

Light/RSM

Distribute

Importance Warp

Clustering

Map

Average

ISM Generation

Indirect Illumination

Pull/Push

VAL Lighting

Indirect Soft Shadows

Direct Illumination

Composition
Merge + Filter Indirect

Add Direct

Tonemap

Figure 2: The shading pipeline of our algorithm.
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(b) Clusters are then rendered as point splats with a custom point
size. µ is calculated for each fragment. Overlapping cluster frag-
ments are assigned to the cluster that has the lowest µ-value.

Figure 3: Initialization (a) and mapping (b) behavior of the clustering pipeline.

information stored in the RSM, concentrating the VALs on
specular materials. For each seeded VAL/cluster we store
its position, normal, flux as well as a count of pixels as-
signed to it and the cluster’s area. The clustering itself
is inspired by k-means clustering [15] which we adapted
to run in a frame-by-frame iterative manner. This way,
the clustering algorithm will converge to the final solution
over the course of a few frames.

Given the position and direction (normal) of each VAL
we generate the imperfect shadow maps [19, 18] for them.
Since the ISM is a point-based shadow map, we are able to
render every single shadow map in just one pass by storing
all ISMs within one large texture atlas.

During the final stage of the algorithm the direct and in-
direct lighting is gathered and composited. Direct light-
ing for the spotlight happens straight-forward with simple
shadow mapping applied. The indirect lighting is calcu-
lated using an areal light approximation. During this step
we also query the ISMs for indirect visibility information
and perform soft shadow mapping [6]. The final image is
composited by applying tone-mapping [17].

4 Clustering

The clustering of RSM pixels is inspired by k-Means clus-
tering [15] which in our case performs an iterative nearest-
pixel averaging. After the clustering, each VAL has to
store all the information necessary for indirect illumina-
tion. For a given number of N clusters, we therefore store
the relevant cluster data in six 1D-textures of size N× 1:
world-space position, normal, flux, position as texture co-
ordinate, number of RSM-pixels assigned to that cluster
as well as the cluster area in world-space. The first three

attributes are necessary to generate the light source infor-
mation (eg. position, direction and color). We also store
the position of the cluster as an RSM texture coordinate in
order to allow immediate sampling of the cluster’s RSM
center pixel. This is necessary since a cluster’s flux is not
averaged by the k-Means method but instead updated from
the RSM after the cluster’s position and normal has been
averaged. The number of RSM-pixels that are assigned to
a cluster is required to compute the average during the k-
Means step, while the cluster’s area is used to perform in-
direct illumination using a VAL approximation. The clus-
tering itself is actually a three-step algorithm:

Initialization: Here we initialize the cluster’s seed posi-
tion (i.e. its initial position in the RSM) by using a
Halton-sequence [8] to get a pseudo-random distri-
bution of clusters within the reflective shadow map.
Based on an importance value stored in the RSM,
we perform importance-warping [3] to redistribute
the clusters such that they are concentrated at materi-
als with higher specular terms. Once we have those
importance-warped seed positions in texture-space,
we can sample the RSM at those coordinates and
store the first part of the relevant information for each
cluster (world-space position, texture-coordinate po-
sition, normal and flux). Please note that this step is
only required for clusters that need to be initialized,
which always happens in the very first frame and can
occur in consecutive frames whenever there are no
RSM-pixels assigned to a cluster (see Figure 3a).

Mapping: During this step, the algorithm maps RSM-
pixels to clusters within its vicinity. To achieve
this, we render point-splats at the previously seeded
cluster positions with a user-defined point size that
can range between 32− 128 pixels. In the frag-
ment shader we compute a distance µ based on
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world-space distance, normal- and flux-difference
(see Equation 1) from the currently shaded pixel to
the cluster’s center. We use a metric inspired by
Prutkin et al. [16], which is given by a convex sum of
different distances

µ = dp ·wp +dn ·wn +d f ·w f (1)

between a RSM pixel and the cluster. dp denotes
the world-space distance in euclidean space, dn the
distance in normal-space defined by the magnitude
of the dot-product of their normals and d f is their
distance in RGB color-space. The convex weights
wp,wn and w f ensure a proper weighting of the partial
distances in this metric. The resulting µ is then used
as a custom-output to the depth-buffer. This way, the
depth-buffer automatically assigns the RSM pixel to
its nearest cluster with respect to the metric in Equa-
tion 1 (see Figure 3b), yielding a so called cluster
map.

Averaging: In order to perform averaging in the last step
of the k-Means clustering algorithm [15], we need to
compute the total number of pixels assigned to each
cluster beforehand. To that end we check each pixel
of the cluster map for its assigned cluster’s index and
increment the pixel-count for the respective cluster by
utilizing the hardware’s additive blend capabilities.
From the generated per-cluster pixel-count, we com-
pute the new, averaged cluster positions and normals.
Since we do not average the cluster fluxes, these are
updated in a separate step in which we simply sample
the RSM at the new cluster texture coordinates.

5 Imperfect Shadow Maps

The huge amount of visibility information required for
the correct illumination from all virtual light sources is
approximated by using imperfect shadow maps (ISMs)
[19]. The generation of ISMs requires a pre-processing
step that generates a point-sampled representation of the
scene geometry. Therefore, the algorithm generates ran-
dom barycentric points within the mesh triangles, which
are then used for splatting during ISM generation. The
points are stored in the object space of the meshes they
were created from to be able to correctly transform this
representative points along with their meshes. This al-
lows us to translate/scale/rotate the scene’s objects dynam-
ically at runtime but does however not permit deformable
meshes.

The ISMs are generated per cluster/VAL and are stored
within one large texture atlas. A resolution of 4096×4096
was chosen for the texture atlas and 128×128 for the ISMs
contained in it, which allows up to 1024 clusters at once.
During the ISM rendering, the point-sampled scene geom-
etry is drawn to the texture atlas and each point is assigned

Figure 4: Example of an ISM with holes (left). The same
ISM after 2 iterations of the pull-push algorithm fills small
holes (right).

to a different ISM in a round-robin fashion: The current
vertex’s id vid and the number of clusters N are used to
compute mod(vid ,N) to assign the point to the respective
ISM. Points closer to the cluster position should be ren-
dered larger, while points farther away should be smaller.
To this end, the point-size is calculated in the vertex shader
based on the distance from the current cluster. Unlike the
shadow map for a directional- or spot-light the ISM should
actually cover the entire hemisphere of the direction it is
looking at. Hence, a parabolic mapping [1] is applied to
project the points onto the paraboloid that represents the
hemisphere around the cluster.

The resulting texture atlas contains all ISMs required to
shade the scene. Due to the nature of point sampled ge-
ometry, it is likely that the point-based ISMs contain holes
simply because the sampling density was too low or the al-
gorithm to produce the points in the first place did not pro-
vide evenly distributed samples. This can manifest itself
during the indirect shading stage as jagged shadow arti-
facts and irritating shadow leaks. To alleviate this problem
a pull-push algorithm is employed, as suggested by [19],
to fill small holes inside the ISMs (see Figure 4).

6 Indirect Lighting & ISM Sampling

Although we have now greatly reduced the number of in-
direct light sources, the cost of shading every pixel of the
G-Buffer with every VAL would still be too expensive.
We follow an approach derived from interleaved sampling
[12], where each pixel is only shaded by a subset of all
available VALs. To this end, we generate a split G-Buffer
[14] from the initial G-Buffer, with n×m tiles. Each tile
represents an interleaved set of pixels of the initial G-
Buffer: Consider the pixel (x,y) in the tile (i, j), where
0≤ i < n and 0≤ j < m. The content of this pixel is read
from the initial G-Buffer pixel at position (xn+ i,ym+ j).

In order to shade the resulting tiles, we build up a tiled
mesh geometry [13]. This is basically a representation of
screen-space positioned quads aligning with the tiles of the
split G-Buffer. Each tile of this tiled mesh geometry is as-
signed either a number of VALs or just one VAL, depend-
ing on whether the shading should be done in a single-pass
or in a blended multi-pass setting. The allocation of VALs
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Figure 5: Overview of the complete lighting composition chain including involved buffers.

to tiles is again done in a round-robin fashion: A VAL v
is assigned to a tile T by Tv = mod(v,n×m), where n,m
follow the declaration from above. We can then render
the tiled mesh geometry and shade each pixel with the as-
signed VALs.

The actual illumination of a point from a VAL is based on
a point-to-disk formfactor, similar to Prutkin et al. [16],
to approximate a VAL from a disk-shaped region which
acts as the area light. Remember that we calculated an
approximate area Ac for each cluster in the clustering step,
which is used to calculate the formfactor [20]

∫

Ac

≈ cosΘx · cosΘc

π · ‖x− c‖2 +Ac
(2)

where Θx is the angle between the surface normal at x and
the incoming light vector and Θc is the angle between the
surface normal at c and the outgoing light vector (see Fig-
ure 6).

Using this formfactor, we can perform soft indirect illu-
mination without the downsides of regular VPL shading.
However, until now we have not considered indirect visi-
bility at all. Soft indirect shadows would normally result
automatically by blending a sufficient amount of contribu-
tions from multiple ISMs together. As we have however
dramatically reduced the number of indirect light sources
and corresponding ISMs, the shadow term would suffer
from severe artifacts (see Section 7 for comparison screen-
shots) stemming from the low resolution nature of the
ISMs, as well as from the naive shadow lookup involved.

To minimize the artifacts and in order to get similar soft
shadows as when using much more indirect light sources,
we apply the percentage closer soft shadows technique [6]
during shadow lookup. Instead of taking just a single sam-
ple from the shadow map and applying the result to the
lighting term, multiple samples are taken at once in order
to calculate a soft shadow term. Three steps are involved
in this process:

Blocker search: Searches a finite region of space be-
tween the light source and the receiver for occluding
geometry whose depth values are closer to the light
source than the receiver’s depth zreceiver. The size of
the search region depends on the light size (which we
calculate from the VALs area) and the receiver’s dis-
tance from the light source. If the search finds any
occluder points we average their depths zblocker and
continue to the next step. Otherwise, we can abort
the calculation and return full visibility.

Penumbra estimation: The size of the penumbra (soft
shadow region) is estimated using similar triangle
calculations. We simply assume that the light source,
blocker and receiver are arranged on parallel planes.
This way we can calculate the penumbra ratio as

rpenumbra = (zreceiver− zblocker)/zblocker. (3)

Filtering: Finally, a simple PCF computation is applied
on the shadow map using Poisson-disk-sampled off-
sets [2] scaled by the estimated penumbra ratio.

Since the indirect illumination shading is done on the tiled
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mesh geometry, the tiles need to be merged back to a sin-
gle fullscreen texture. This involves inversing the calcula-
tion done when building the split G-Buffer from the initial
G-Buffer, as described at the beginning of this Section.
The resulting merged picture needs to be filtered using
a geometry-aware filter [14] of size n×m to get the fi-
nal, smooth indirect illumination. Geometry-awareness is
achieved by checking the similarities between the kernel’s
center pixel and the pixel at the current offset. We use two
thresholds α,β to vary the allowed similarity differences.
α is used as the threshold for maximum world-space dif-
ference between two sample points, while β is used as
a threshold for surface normal differences. The filtering
only occurs for samples that lie below both thresholds.

The last step is to combine direct and indirect lighting con-
tribution and perform tonemapping [17]. Figure 5 depicts
an overview of the entire lighting process.

7 Results

This chapter gives a visual and numerical overview of our
results. The entire program was written in C++ using
OpenGL 3.3. We measure the performance of our new
approach and compare the frame timings in different se-
tups. Measurements were achieved on an Intel Core 2 Duo
E6600 processor with 2.4 GHz using an AMD Radeon HD
6850 with a frame buffer resolution of 1280×720 pixels.

As we have already outlined in the introduction, our goal
was to improve the rendering performance of an instant
radiosity-based GI algorithm to gain even higher perfor-
mance as when using a traditional VPL-based approach.
To achieve this, we chose the following two subjects to
improve upon:

a) Use VALs instead of VPLs for indirect illumination
in order to remove artifacts (mainly singularities) and
gain performance (see Section 7.1).

b) Reduce the overall number of indirect light sources
without degrading indirect shadow quality (see Sec-
tion 7.2).

7.1 Indirect Illumination

The usage of a point-to-disk formfactor (refer to Equation
2) allows us to reduce typical artifacts that occur when
shading with VPLs. It further allows us to reduce the num-
ber of indirect lights used for shading without degrading
the quality of the indirect illumination. Simultaneously,
this also reduces the shading cost of the indirect illumina-
tion since less indirect light contributions need to be com-
puted. On the other hand our VAL-based approach needs
to perform a per-frame clustering step which is not neces-
sary for VPL-based illumination.

Hence, we compare achievable indirect illumination re-
sults for VPL-shading with our VAL-shading approach. In
this arrangement the frame timings for the complete indi-
rect illumination process are kept constant to perform a fair
comparison: For VPL-shading we only count the indirect
illumination timings, while for our VAL-based approach
we also need to consider the time it takes to perform the
clustering. Using 256 VPLs and only considering the indi-
rect illumination timings of 13 ms is therefore comparable
to our VAL-based approach using 128 VALs considering
both, indirect illumination (8 ms) and clustering (5 ms)
timings yielding a total of 13 ms. Figure 7 shows that our
method produces much less artefacts at the same perfor-
mance than a VPL-based approach.

256 VPLs 128 VALs

13 ms 13 ms

13.5 ms 13.5 ms

Figure 7: VPL-shading results on the left, VALs on the
right. The top row shows VPL positions on one side and
VAL clusters on the other side. Second row shows indirect
illumination only, while the third row shows combined di-
rect and indirect lighting contributions. VPL singularities
are clearly visibile on the left, diminsh on the right.
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7.2 Indirect Shadows

Since the reduced number of indirect light sources also re-
sults in a reduced number of indirect visibility information
stored in less ISMs, we perform a soft shadow lookup that
is similar to PCSS in order to achieve similarly looking
and visually pleasing indirect shadows as when compared
to using much higher amounts of indirect light sources and
ISMs using only a simple shadow lookup.

Our tests not only show that we are able to gain per-
ceptually equivalent results with our PCSS-based method
(see Figure 8), but also, that it is possible to simultane-
ously achieve rendering speedups of up to 50%. Table 1
shows timings for the important algorithm stages, compar-
ing 64 PCSS-sampled VALs versus 512 simple-sampled
VALs. All measurements were taken in our Cornell Box
test scene. Complete frame timings for different VAL
amounts, comparing single- vs PCSS-sampled timings are
shown in Figure 9.

64 PCSS VALs 512 simple VALs
Clustering 5 ms 5 ms

Indirect Illum. 11 ms 30 ms
ISM Generation 10 ms 17 ms

Complete 26 ms 52 ms

Table 1: Comparison of 64 PCSS-sampled VALs with 512
simple-sampled VALs. Rendering time is clearly domi-
nated by the generation of the ISMs (incl. 2 iterations
of Pull/Push) and the indirect illumination stage. The
speedup of 50% considering the complete timings is still
significant.

512 VALs 64 VALs

256 VALs 32 VALs

Figure 8: Comparison of indirect shadows using simple
shadow lookups (left) and PCSS lookup (right).

Figure 9: Statistics of complete frame timings for our
approach using different VAL counts comparing single-
sampled versus PCSS-sampled shadow lookups.

8 Conclusion and Future Work

In this paper we present an efficient, high quality global il-
lumination method based on instant radiosity that is capa-
ble of producing real-time frame rates. Our work is com-
prised of various methods to reduce the required number
of indirect light sources, while at the same time producing
plausible indirect soft shadows. To that end we integrate
a clustering algorithm that groups RSM pixels together in
order to form area lights. By computing the cluster areas
we can further apply a point-to-disk formfactor to perform
indirect illumination using the approximated VALs. A big
advantage of clustering the light sources is the reduction
of shading costs due to less overdraw and blending.

On the other hand, the reduction of the number of indi-
rect light sources and corresponding shadow maps results
in shadowing artifacts that manifest themselves due to the
low resultion nature of the ISMs and because too less
shadow contributions might be accumulated. Therefore,
we propose to use percentage closer soft shadows during
shadow map sampling, taking multiple samples per shaded
pixel to smooth out the indirect shadow term. Although
taking multiple ISM lookups comes with a higher com-
putation cost per indirect light source, this is easily out-
weighed by the overall reduced number of visibility com-
putations necessary by using VALs.

As our algorithm is currently only capable of producing
first-bounce indirect lighting, it would be interesting to ex-
pand the approach to incorporate multiple bounces in fu-
ture work. This could be done by further producing RSMs
for the indirect lights and performing a similar illumina-
tion for these higher-bounce indirect light sources. Fur-
thermore our method is currently also limited to diffuse
indirect bounces. The behavior when performing specular
indirect bounces (for instance to produce caustics) would
be an interesting topic of future work.
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Abstract

When a ray of light enters a translucent material, it starts
to move through an optically non-uniform environment,
resulting in scattering of the light under the surface of the
object. After traversing the material, the light eventually
leaves the object. This happens not at the point where
it entered though, but in slightly different. Visual effect
called the sub-surface scattering is often visible on materi-
als like marble or wax. Human skin is formed of multiple
layers of different skin tissues. That is why effects, usu-
ally seen on other translucent materials also occur on the
skin. If we want to render highly realistic skins, we need
to include this knowledge into our lighting model. For
this we have developed a real-time method using various
techniques used in existing papers. We use an offscreen
buffer, into which we render the entire object in texture-
space and perform the diffusion to simulate the effect of
sub-surface scattering on human skin. Our aim is to extend
this method even further. We are going to make a model
capable of rendering also non-human skins, often used on
sci-fi or fantasy characters. Their skins have qualities that
human skin does not and thus we need special approach to
their realistic rendering.

Keywords: Real-time rendering, Skin rendering, Sub-
surface scattering, Texture-space Diffusion, Deferred
Shading, Screen-space Ambient Occlusion

1 Introduction

We present here our approach to highly realistic real-time
skin rendering. We describe the methods used in our
pipeline as well as both their advantages and disadvan-
tages. Our rendering system uses the concept of the de-
ferred shading, supports high dynamic range rendering
and takes advantage of the methods like texture-space light
diffusion, screen-space ambient occlusion or environment
mapping technique.

Our aim here is to design and implement a working ren-
dering system, that, apart from rendering human skin, is
capable of rendering also various non-human characters.

∗stanislav.fecko@gmail.com
†martin.madaras@gmail.com

These can be often seen in games or movies and to ren-
der them appropriately, we need to use special methods.
We present techniques we have used and show the results
these allowed us to achieve.

2 Related work

We are using the concept of the deferred shading in our
program. It is widely used in various real-time applica-
tions to avoid a loss of performance on shading hidden
pixels. The approach also allows the using of many local
lights and directly supports numerous image-based post-
processing effects. The idea of the deferred shading is
rather old already, first time presented (although not yet us-
ing the ’deferred shading’ name) by Michael Deering [3].
Implementation in the Killzone 2 computer game, as well
as many interesting details are described in [13]. The con-
cept and its limitations are explained in a presentation by
Hargreaves and Harris [12]. Koonce in his chapter in GPU
Gems [9] describes different extensions and effects avail-
able when using deferred shading.

An important part of the project is the simulation of
the sub-surface scattering effect. There are different ap-
proaches to rendering translucent objects. An offline
method described in an article by Donner and Jensen [5]
is based on the photon mapping technique, which takes
about 15 minutes (on an Intel Core 2 Duo 2.4GHz) to gen-
erate the resulting image, but it is capable of producing
such advanced effects as volumetric caustics, translucent
inter-scattering between surfaces and volumetric shadows.
A rapid hierarchical integration of irradiance computed at
selected points on the surface is used in [7]. Depending
on the model, it can deliver results in under one minute.
The technique presented by D’Eon et al. [4] uses texture-
space diffusion to compute the scattered lighting in real
time. Shah, Konttinen, and Pattanaik [11] use dual light-
camera space technique, computing the area integral via a
splatting approach in image-space. Also GPU Gems have
a chapter on rendering of this phenomenon [6]. The fast
methods do not produce result of the same quality as the
previously mentioned techniques, but their huge advantage
is the speed making the methods suitable for real-time ren-
dering applications.

There are also various methods used for estimation of
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ambient occlusion. For static scenes this factor can be pre-
computed for fast later use. Every decent modeling soft-
ware is capable of baking the ambient occlusion maps and
the process usually takes seconds to minutes. For dynamic
objects, however, these maps can not be used and the oc-
clusion has to be computed every frame. In offline render-
ing this factor can be obtained by ray-tracing, which gives
good results, but the more complex the scene is, the longer
it takes to estimate the occlusion. Mittring describes in his
article [10] a real-time method they used when develop-
ing the computer game Crysis. This calculation is done
in screen-space, needs no preprocessing and is indepen-
dent from the geometric complexity of the rendered scene.
Other screen-space implementations are described in an
article by Bavoil and Sainz [1], where the authors face
the precision issues of existing real-time ambient occlu-
sion methods. Bavoil, Sainz and Dimitrov [2] introduce
another similar technique for the estimation of the ambi-
ent occlusion based on image-space information.

3 Sub-surface scattering

Sub-surface scattering (SSS) is a natural phenomenon ob-
served on the translucent materials. Light entering the vol-
ume of the object interacts with the material, scatters, and
exits the volume at a different point and a different direc-
tion. This causes even the areas that are not directly lit, to
receive some amount of lighting. The effect is most no-
table in the scenes where an translucent object is lit by a
back light. Despite the fact that a perfectly opaque ob-
ject would be black from our point of view, the translucent
object will have a bright silhouette due to the light that tra-
versed through the material and left on the other side. The
effect is very well visible on materials like wax or milk.

A human skin is a much more complex material than it
may look. It consists of many thin layers with different
optical properties. This is why the light penetrating the
skin is scattered under the surface, resulting in the very
same effect described earlier.

Figure 1: Sub-surface scattering on translucent materials.
The first image is from [5], the second is from [6].

3.1 Sub-surface scattering via texture-space
diffusion

The method proposed in [4] approximates the effect of the
sub-surface scattering using techniques affordable in real-
time rendering. The idea is to render the entire scene into a
off-screen buffer, process this data and then, in the second
pass, use it to render the final image.

First phase of the algorithm is rendering of the object
into the texture space. To perform this task, a special ver-
tex shader is used. It projects each vertex (x,y,z) from
the world space to its texture coordinates (u,v), therefore
into the texture space. The result of this pass is a shaded
texture, or rather a lightmap, of the entire object. It con-
tains light information for every point on the surface of the
model, including the areas that are not in a viewing volume
of the camera, nor the light volume of the light source. Im-
portant note is that only the ambient and the diffuse com-
ponents of the Phong’s lighting model are used in this light
calculation.

The second phase is where the the data is processed, as
mentioned earlier. This is actually the part where the sim-
ulation of the sub-surface diffusion takes place. We blur
the light intensity values captured on the surface of the ob-
ject, making the bright spots to bleed into the darker areas.
Therefore, also the points with little direct light can be lit,
provided that they are close to some bright ones. In reality,
the metric for this ’closeness’ is a three-dimensional dis-
tance of two points. Our approach uses a two-dimensional
distance in the texture space. This difference leads to dif-
ferent results, but the fact that we can compute this value
very quickly outscores the precision drawback.

The second phase consists of a few blurring shader
passes applied on the lightmap. What is important here
is the fact that all this blurring is done in the texture space.
Therefore the result is also, as in the first stage, a lightmap.
After the blurring, these are blended together forming one
resulting lightmap carrying all the information about the
ambient and the diffuse light.

Figure 2: Image from [4] describing the phases of the sub-
surface scattering rendering process. From left to right:
Albedo; Diffuse light component; Blurred versions with
different kernel size used; specular highlights and the final
composition.

The third phase requires another geometric pass. Here
we render the whole scene again, but instead of comput-
ing every pixel’s brightness, we use the blurred lightmap.
The diffuse and the ambient components of the pixel’s il-
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lumination are read from the lightmap, and the specular
component is added for the pixel separately.

We compute specular highlights separately due to the
fact that the specular component of the Phong’s illumina-
tion model represents the light reflected from the surface.
That is why this light does not interact with the deeper ma-
terial structure and is not scattered, merely mirrored off the
topmost layer. The fact that we treat this component apart
from the other two results in a soft translucent look of the
rendered objects while the fine details on their surface are
visually preserved thanks to the specular highlights.

4 Our approach

Our implementation of the skin-rendering pipeline is done
in C++ and OpenGL. Because of the features we use to
achieve our results we require OpenGL 3+ capable hard-
ware. We are making use of the framebuffer objects, which
allow us to easily take advantage of the deferred shading
concept in all stages that require the lighting, HDR render-
ing and high-presicion image manipulation, as well as the
screen space ambient occlusion effect.

Default OpenGL pipeline outputs its results into the
backbuffer, which is a memory segment used for collect-
ing the pixel values of the final image. However, OpenGL
3 gives the programmer the opportunity to change this de-
fault behavior of the pipeline and exchange the backbuffer
with a special target called framebuffer object. This fea-
ture allows us to redirect the output of our rendering into
textures. The same textures that we can later read from
as from any other textures. This functionality has a wide
range of applications, amongst others also the HDR ren-
dering, the deferred shading or the texture-space diffusion
effect.

4.1 Our extension for non-human skins

Our aim in this paper has been to extend the concept also
for the non-human skins. The texture-space diffusion tech-
nique gives the nice results for human skin, because it
gives it the look of a translucent material. However, there
are situations when we need to render also the non-human
characters like aliens, undead, dragons and others, with
highly realistic features. This is where we may need to
extend the method to fit the particular type of skin.

The model used for the testing of our rendering tech-
niques is the head of Davy Jones, a character from a well
known movie. The mesh and the texture were created and
are the property of Luis Manuel Morillo 1. This character
model suits our needs because of its rather specific skin,
which is pretty much like the skin of an octopus - there-
fore wet, slimy and oily. Since human skin rarely has such
attributes, we had to slightly extend the method for human
skin rendering to achieve the satisfactory results with our
Davy Jones.

1http://luima.com

We added the environment mapping feature, which is
a rather quick method used to approximate the reflections
on the object. It does not give the actual mirrored image,
rather relies on the fact that the user is not focused on par-
ticular details of the reflected light. It uses a texture, which
it maps onto the surface of the scene objects. We will de-
scribe the feature in detail in section 4.2.3.

4.2 Implementation details

4.2.1 Texture-space diffusion

In the first phase we are going to map triangles from the
world space into the texture space. Therefore our out-
put framebuffer ought to be resized to the dimensions of
the texture. Due to the performance load of working with
resolutions over 4096x4096 pixels, we decided to use the
framebuffer sized up to 2500x2500 pixels. This reduces
the quality only slightly while significantly improving the
speed of the rendering.

Figure 4: Bumpiness parameter of the skin. The left col-
umn has the value 0, middle column 0.75 and the right one
is rendered with the parameter set to 3. Top row is with-
out color and environment mapping, the bottom row are
complete renders.

Since we are using the deferred shading approach, we
do not render the intensity values into the buffer straight
away. First we transform each vertex to its texture coor-
dinates and into the buffer write only its world-space po-
sition and normal. Note that in this pass we do not need
to capture per-pixel depth information. Since we are us-
ing the bump-mapping effect on the surface of our model,
we are performing this normal vector transformation in
this phase. Our calculation uses a greyscale texture as a
heightmap in the tangent-space, from which the world-
space normal is determined every frame. This process is
controlled by a bumpiness parameter describing how much
the heightmap affects the final normal vector. The lowest
valid parameter value of 0 corresponds to unchanged nor-
mal, therefore a smooth surface. The higher the value is,
the more featured the bumps become. In all figures in this
paper, except for the Figure 4, the value 1 was used.

Only after the entire scene is rendered, we proceed to
the shading. For every light source one pass is required
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Figure 3: Content of the framebuffer textures. From left to right: world-space normal, world-space position, computed
lighting (ambient and diffuse) and the last is the blurred version of the previous.

and the additive blending is used for merging the separate
passes. The result of this pass is a texture containing the
light intensity values for every texel of the original texture.

Figure 5: Amount of blurring and it’s impact on the look
of the surface. From left to right used kernel size: 3x3tx,
8x8tx and 13x13tx. Top row contains only ambient and
diffuse light components, the bottom one is also with spec-
ular highlights and SSAO.

The second phase uses the separable gaussian blur to
simulate the diffusion process. The amount of blurring de-
pends on the skin parameters. The more translucent look
we desire, the wider kernel has to be used. Currently the
skin is parameterized by one real number describing the
radius of the blurring effect. After the two shader passes
we have the resulting blurry lightmap in one of the frame-
buffer’s textures (see Figure 3). This texture can be, at
the beginning of the phase three, bound to the texture unit
and, the same way as any other texture, used as a source.
Finally, in the last part of the algorithm we use the light
intensity information contained in the processed texture to
determine the ambient and the diffuse components of the
pixel’s illumination. After adding the specular highlights
in a separate pass, the diffusion method is at an end (see
Figure 14).

4.2.2 Screen-space ambient occlusion

Screen-space ambient occlusion (SSAO) is a technique
used in real-time rendering to achieve more realistic look-
ing scenes by darkening the areas where only limited
amount of light can get due to the geometric obstacles in
the point’s neighborhood. The proper ambient occlusion
factor is viewer-independent, therefore it can be precom-
puted and stored with the model in a separate texture. This

approach allows for the very high quality results, but if the
scene changes, the occlusion factors change as well, and
therefore the precomputed data cannot be used.

Figure 6: Left: static set of sample positions. Right: Posi-
tions applied on the examined pixel’s surroundings.

A screen-space approach trades accuracy for speed. The
results produced by this technique are no longer viewer-
independent, tend to be noisy and suffer from various
aliasing-related artifacts. The advantages of the method
are the speed and the versatility. Occlusion can now be
produced in real-time, for any dynamic scene, regardless
its geometric complexity. With a few optimizations, the re-
sults are produced quickly and with rather sufficient qual-
ity.

Figure 7: Sampling pixel’s neighborhood and comparing
the depths of the samples against the scene geometry. The
dark circles contribute to the examined pixel’s occlusion,
while the bright circles decrease the amount of the occlu-
sion. The green circles correspond to the values in the
depth map.

The main idea of the method is sampling every screen
pixel’s neighborhood and by comparing the depth values
of these samples we determine the amount of the occlu-
sion the sampled points cause onto the examined pixel.
Every sample that falls behind the geometry of the scene
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(its depth value is greater than the value in the depth map)
contributes to the examined pixel’s occlusion (pixel will
be darker) and every sample closer than the depth map re-
duces the occlusion (brightness increases).

Figure 8: Screen-space ambient occlusion using only
depth information (left) compared to the method using per-
pixel screen-space normals (right). In both cases the num-
ber of taken samples was the same. Note the difference
caused by the bump-map.

A technique taking advantage of the screen-space nor-
mals is often used to both speed up the ambient occlusion
computation and make it more accurate. Provided that
we have a normal vector in the examined pixel, we can
choose to sample only the points inside the hemisphere
in the normal’s direction. This way we need merely half
of the samples we would have to use otherwise. More-
over, due to the fact that the normal vectors are pro-
jected into the screen-space after the normal/bump map-
ping takes place, the method generates the ambient oc-
clusion also on flat surfaces enhanced by bump-mapping.
Since the bump-mapping is computationally pretty cheap
effect, this improvement of the ambient occlusion estima-
tion algorithm is particularly useful for applications re-
quiring a high framerate. Also scenes containing rather
low-polygon models are efficiently rendered with satisfac-
torily good results.

Figure 9: High (left) and low-frequency (right) ambient
occlusion factors.

SSAO = a+b
√

(High)a · (Low)b (1)

We use a static set of sample positions, but to avoid ar-
tifacts, we rotate this set by different angle for each pixel.
This way we trade artifacts and visible patterns over the

image for a rather uniform noise. Afterwards we reduce
the noise by blurring the occlusion map a little. To achieve
the occlusion on both small details and larger areas, we
use one sampling pattern for high-frequency features and a
different one for low frequency. When combined together,
these give a satisfactory quality of the occlusion, while the
cost of the effect is affordable.

In our implementation of ambient occlusion we used
different parameters for high and low-frequency maps.
Figure 9 shows the intermediate results. In the first case,
16 samples were taken and then the texture was blurred by
3x3 pixels gaussian blur. In the low-frequency case, the
number of samples was 28 and the size of the blur was
15x15 pixels. The mixing formula we use for blending
these two maps is in Equation 1. We achieved best results
with parameters a = 1 and b = 2,42.

Figure 10: Final screen-space ambient occlusion map de-
termining the amount of the ambient light at the pixel.

4.2.3 Environment mapping

To achieve wet or slimy look of the rendered surfaces, we
added the effect called environment mapping. It approxi-
mates mirror reflections on the objects in the scene. The
method requires a environment texture, which is usually
a panoramatic photograph and describes the surroundings
of the object or the entire scene. The technique uses every
scene point’s normal vector, reflects the viewer-to-pixel
vector from the surface and computes the reflected direc-
tion vector. This direction determines which texel from the
environment texture is to be used. This value is then added
to the pixel. The method is in a combination with the
deferred shading very fast, requires only one full-screen
shader pass that reads only one filtered texel value for ev-
ery screen pixel.

This mechanism is described in the Figure 11. The en-
vironment texture, which encircles the scene objects, is

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
29



Figure 11: Concept of environment mapping.

drawn here as a thick black circle. Ray reflects from the
object’s surface and from the point where it hits the back-
ground we sample the texture. This color is then multi-
plied by a reflectance of the skin and added to the current
pixel’s value. We use the reflectance parameter to con-
trol how much environment illuminance is reflected by the
skin, therefore to determine how much (on scale 0 to 1)
the surrounding scene affects the object’s look. In Figure
12, this value is 0.75, while in Figure 13 the used value of
the parameter is 0.1.

Note the thick red ray, which after the reflection crosses
the volume of the object on its way to the background.
Properly calculated ray would reflect a few more times
before reaching the environment texture. However these
bounces are ignored in order to receive a fast rendering
method.

Since this approach does not take self-reflections into
consideration, it may produce unconvincing results when
used on complex objects. And as our testing model could
be considered somewhat complex due to the numerous
tentacles, we had to deal with this problem. Our easy and
fast solution uses the result of the SSAO procedure and
modifies the amount of the reflection based on the amount
of the occlusion. The idea is that the more occluded the
pixel is, the more reflections the ray has to undergo to
reach it. Therefore, its energy is strongly reduced and that
is why we decided to reduce its contribution.

5 Performance and results

In Equation 2 is described how the effects are combined
into the final image composition. First, the line 1 takes
place in the framebuffer (in texture-space; all the other
lines are in the screen-space). During the second geom-
etry pass, lines 2 and 3 are evaluated (in that order). Last
two lines describe the application of the environment map-
ping and the final fusion of all the effects. Meaning of the
High and Low, as well as a and b is shown in the Figure 9.
Parameter Skin describes the properties of the particular
type of skin. Ambient, Diffuse and Specular are the com-

Figure 12: Environment mapping enhanced by the SSAO
term. Left is untreated, right is with the improvement. The
reflection intensity is intentionally very high to make the
difference more visible.

ponents of the widely used Phong’s shading model. Values
EnvMap and Albedo are color vectors read from textures.

AmbDif = (Ambient ·Skinamb +Diffuse ·Skindif)blur

SSAO = a+b
√

Higha ·Lowb

SSS = AmbDif ·SSAO+Specular ·Skinspec
Reflection = EnvMap ·Skinrefl ·SSAO

Final = SSS ·Albedo+Reflection

(2)

Figure 13: The final image output of our rendering system.

Our skin rendering pipeline has been tested on Win-
dows 7 Home Premium system with GeForce GTX560
graphics card, Intel Core i7-950 processor and 12GB of
physical memory. When all effects are switched on and
the application runs in 1920x1080 resolution with no mul-
tisampling, we achieve average pace of the rendering
above 20fps. As we use many screen-space and texture-
space techniques, the time required to process one frame
strongly depends on the screen and the texture resolutions.
But since this is still a work in progress, we expect to intro-
duce certain optimizations and to improve the frame rate.

Table 1 presents the performance of the application
based on two parameters: the geometric complexity of the
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Figure 14: Sub-surface scattering process on our model. From left to right with additional effects: ambient and diffuse
lighting; blurred lighting; with screen-space ambient occlusion; with specular highlights.

Figure 15: Composition of the effects. From left to right: Sub-surface scattering alone; SSS with environment mapping;
SSS with screen-space ambient occlusion; SSS with both environment mapping and ambient occlusion.

Mesh complexity Screen resolution Framerate
65 K 640 x 480 63
65 K 800 x 600 63
65 K 1280 x 720 47
65 K 1920 x 1080 31
259 K 640 x 480 46
259 K 800 x 600 35
259 K 1280 x 720 31
259 K 1920 x 1080 21

Table 1: Performance of our solution.

scene and the screen resolution. Since the pipeline consists
of two geometric passes, we have to draw over half a mil-
lion polygons per frame (with the more complex mesh),
what also reflects on a lower framerate in scenes with the
higher complexity of the geometry.

As is also clear from both the table and the descrip-
tion of the used methods, time needed to render one frame
strongly depends on the used resolution. This is why cases
with lower screen dimensions scored double the framerate
of the scenes with higher resolution. However, in all used
scenarios we still reach real-time rates, therefore satisfying
results. Even in the most complex scenes and the highest
resolutions we rarely dropped below 20fps. Here the aver-
age was slightly over 21 frames per second.

6 Conclusion

The result of our project is a C++ class dedicated to real-
time skin rendering. It bases on the deferred shading con-
cept utilizing the benefit of the HDR rendering. It imple-
ments the sub-surface scattering effect via texture-space
diffusion technique, estimates the ambient occlusion using
a fast, screen-space approach and simulates the surface re-
flections by the environment mapping method. At its cur-
rent state it delivers real-time results even for the complex
model we are using.

There are also effects we have not implemented yet and
features we would like to add to the project as a future
work. Our plan is to create a procedural skin generator for
an automatic production of various non-human skins. We
are also searching for and experimenting with the imple-
mentation of other real-time methods that would improve
the translucent and slimy look of the rendered character
while retaining the high framerate.

The area we are now mainly focusing on is building a
texture generator capable of producing different types of
skin textures as well as bump or reflection maps. Our idea
is to use various pre-made images and by blending these
to create new ones. The prototype uses the framebuffer
objects and OpenGL shaders to process the source images
and output the final textures based on a given description.
We aim to generate these skins in real-time. This way the
application could be used for both designing and rendering
of the characters.
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Abstract

The quality and aesthetic values of computer graphics,
to the greatest extent, are determined by the used light-
ing model. The basic elements of such model are the
light sources. Complex lights are rarely used in real-
time systems, restricting their differentiation to the ideal
diffuse point sources, directional sources and spot lights.
In this paper we present a technique which simulates the
light sources of any directional characteristics. This type
of lights, called goniometric light sources, can represent
physical luminaries with the linear or spatial characteris-
tics. The photometric correctness of the luminaire model
is provided through the use of HDR images. We present
the usage of the goniometric light sources in the real time
rendering systems with dynamically changing intensity,
colour, and characteristic of the light. We evaluate the pos-
sibilities of using this system in the lighting design, taking
into consideration limitations of the local lighting model.

1 Introduction

Lighting design is a rapidly growing area of industry
which is mainly used in branches such as architecture or
entertainment. It involves designing the scene in such a
way that the lighting is capable of providing an additional
value. Such values may be mood creation, maintenance of
efficiently illuminated work environment, exposure of rep-
resentative areas and concealment of areas which are not
representative at all.

For generating realistic images accurate lighting simu-
lation is necessary. However many rendering systems still
use simple light models, especially for real-time graphics
synthesis. This approach greatly limits the quality of pro-
duced images. Simple light sources like point, directional
or area lights are idealised simplifications and can not be
found in real world. On the other hand, global illumination
systems offer much more capabilities. Systems like Ra-
diance support goniometric light sources nowadays. Go-
niometric light sources could also be found in full-scale
modelling software, like Autodesk 3ds Max or Maya.

∗rkrochmal@wi.ps.pl
†rmantiuk@wi.zut.edu.pl

Lighting simulation systems used in light design are
based on global illumination models. Examples include
the use of radiosity method in the Relux system [1]. How-
ever, it is still difficult to find a real-time software which
would support the lighting design. The main problem is
local lighting model used in such systems, which makes it
impossible to calculate the correct lighting. On the other
hand, real-time based systems can offer interactive render-
ing. And the ability to dynamically change the lighting is
an essential aspect of efficient and easy lighting designing.
Substitute of such solution is the VIVALDI model [2] of a
plug-in distributed together with Relux Suite. In this solu-
tion images of light sources, previously generated with the
help of a global illumination technique, are saved to HDR
(High Dynamic Range) files for further manipulation with
image processing and blending methods.

In this paper, we propose the use of a real-time graphics
system extended with goniometric light sources support
for lighting design purposes. This type of a light source
bases upon the description of a specific physical lamp’s
light emission characteristics. Therefore this lighting sys-
tem improves the local lighting model, which originally
uses only idealised light sources, by adding the complex
light sources which are close to the actual emitters. These
real-life emitters are called luminaire. The solution cer-
tainly does not provide photometric correctness of global
illumination renderings, but in many applications the ren-
dering quality will be sufficient.

In our solution the light source characteristics data
is read from industrial standard files IES-LM63-95 (see
Sect. 3). The data from the files are converted to Light
Distribution Textures [13]. And finally the values from
these textures are applied to object fragments by shader
programs. We also provide the ability to change the inten-
sity and colour temperature of subsequent luminaires.

In Sect. 2 we describe the basic concepts associated
with light models used in real-time computer graphics,
extended by goniometric models. We also describe the
principal ideas of lighting design. In Sect. 3 the rendering
process using physical light source characteristics derived
from Light Distribution Textures is presented. The 4 sec-
tion contains various LDT use case renderings and perfor-
mance considerations.
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2 Background and related work

Light source characteristics have a decisive influence on
the photometric and perceptual correctness of a rendered
scene. The use of lighting models which are close to the
actual physical lighting improves the quality of the render-
ing and allows the use of synthesis methods for physical
stage lighting simulation [12].

2.1 Light sources used in real-time com-
puter graphics

In computer graphics four types of light sources are com-
monly used. These are point lights, directional lights, area
lights and spotlights. Point lights emit light uniformly in
all directions. It is the simplest light source to be used, and
could be compared to an ideal light bulb. A point light is
represented by an infinitely small light source, which has
a certain position in space. Point lights are mainly used
to simulate light sources such as lamps, ceiling lights or
street lights. A spotlight simulates light radiating from an
infinitely small point, like point light. The difference be-
tween these light sources is direction, in which the light
is emitted. In spotlights, light direction is limited by a
spotlight cone of illumination, and has a defined focus di-
rection. Spotlights can also be controlled by a drop-off
angle determining softness of the cone’s edge. These light
sources are mainly used in computer graphics, because of
large control and adjustments abilities. Spot light could
be used for simulating light sources as desk lamps, torches
and scene lamps. Point lights and spot lights are local light
sources and are usually placed close to the observer. These
light sources are also affected by attenuation. A direc-
tional light is sometimes called an infinite light, because
this light source is assumed to be at an infinite distance
from the scene. According to this assumption, objects
are illuminated by parallel rays, approaching each frag-
ment of the scene at the same angle. This direction vec-
tor can be precomputed for each light source. This leads
to the improvement in rendering performance by decreas-
ing the amount of computations at a single vertex. Direc-
tional lights are mainly used to simulate very distant light
sources such as the Sun. An area light source is described
by a two-dimensional shape, such as a rectangle or disc,
simulating the luminaire’s spatial characteristics. One of
the main advantages of this approach is the ability to scale
light source area, which leads to the decrease or increase
of its illumination. Larger areas also improve the quality
of generated soft shadows. Area light sources are usually
simulated by large amount of point light sources, or by us-
ing rough approximations such as PCSS [7]. The usage of
area lights leads to large computational overhead, but turns
out to provide a very good quality of rendered images.

Simple light sources used in scan line methods are not
sufficient to provide realistic results, therefore we are pro-
viding a sufficient method of generating goniometric light
sources.

2.2 Goniometric light sources

Photometric distribution of luminaire might be expressed
as goniometric data - quantised light intensity function of
the vertical angle [4]. The three-dimensional diagram ex-
tension, called the photometric solid, expands function de-
pendency to a second parameter - horizontal angle [14]. A
typical photometric file contains intensity values in many
different directions, which means it is perfect to provide
data to simulate realistic light sources.

There are a few standards of photometric data storage,
like ELUMDAT or IESNA. The format which we are using
in this paper is IES-LM63-95, proposed by the Illuminat-
ing Engineering Society of North America (IESNA) [6].
IES-LM63-95 file provides data as candela values for ver-
tical and horizontal angles, ballast and multiplying factors
or input watts. The IES file is de facto an industry stan-
dard in North America, and it is also widely used in Eu-
rope. Photometric file data is used in many industry ar-
eas as lighting designing for architectural purposes. It al-
lows calculations to be made on how many luminaries are
needed to achieve the desired illumination in a specific in-
stallation.

2.3 Lighting design

Real world scenes are illuminated by lamps. There are
many types of lamps, e.g. incandescent-filament, gaseous
discharge, and mercury blended light lamps. The physical
equipment which contains the lamp is called a luminaire.
It controls the light emitted by a light source, protects the
source from mechanical damage, and provides a fixture of
appearance. The light distribution from a luminaire can be
presented in polar coordinates.

In architecture lighting, the design phase takes place at
the stage of room designing [11]. Through this process
the investor can get a room which is illuminated exactly in
the correct and expected way. Light fixtures are selected
driven by lighting project before room realisation work
starts. Total light amount which reaches specific place
is well known, not random, and therefore can be suited
to specific norms and expectations. Entertainment indus-
try is another very popular branch which uses lighting de-
sign. Effect of light designers work can be seen on theatre
stages, music concerts and art or corporative presentations.

The lighting design is driven mostly by two forces:
lighting quality and energy efficiency [5]. To provide ad-
vanced, high quality projects three aspects have to be con-
sidered: what to illuminate, how to illuminate and what to
illuminate it with. Deciding what to illuminate can be con-
sidered in the context of task, accent and ambient lighting.
Key elements of the second aspect are where to place the
luminaires, and how many luminaries have to be used in
the specific application. The third aspect covers determin-
ing specific light sources which are best for each aspect of
the project. At this step desired light distribution, colour
appearance and rendering, as well as maintenance costs,
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are considered.
To provide realistic projects, simulation has to be done.

In non-real time issues, global illumination methods such
as Radiosity are commonly used [3, 8]. These methods
generally have high rendering times and are hard to use in
the real time applications.

3 Goniometric light sources for real-
time lighting design

In this section we describe the use of physical light source
models in real-time based rendering systems.

3.1 Light distribution textures

Light distribution texture (LDT) [13] is a high dynamic
range texture which stores the light distribution of a lu-
minaire. It stores pixels in RGBE image format [9] - as
one byte each for red, green, and blue values with a one
byte shared exponent - so that the pixel values have the
extended range and precision of floating point values. The
intensity of light is read from a photometric file (from IES-
LM63-95 files in our case) and mapped onto such a texture
using two-dimensional polar coordinates.

In IES-LM63-95 the photometric data are given as se-
ries of candela measurements in polar coordinate system.
LDT stores normalised candela values as pixel intensity to
provide control of intensity outside the image. The verti-
cal angles are defined along the radius from 0 - centre of
texture, to 180 - the border. The horizontal angle is repre-
sented by azimuthal angle. Candela values are normalised
to provide control of the intensity. A different approach to
LDT parametrisation is also described in [13].

In Fig. 1 the LDT and goniometric diagram correspond-
ing to the same data stored in a photometric file are pre-
sented. Content of this file is included in Appendix. The
data stored in the IES-LM63-95 files depict only the inten-
sity of light, so it could be converted to a single channel
texture. However, it is possible to create colourful LDT,
which may represent luminaires generating light with spe-
cific patterns. In this case, all texture channels will be
used.

3.2 Light temperature

The colour temperature of a light source is the temperature
of an ideal black body radiator that emits light of a compa-
rable hue to that of the light source. Cooler light is used to
improve concentration at the corporative buildings, while
warmer is often used to provide homely mood in flats and
apartments.

Our solution allows the ability to change the colour tem-
perature of the light source by multiplying light intensity
derived from LDT by the values corresponding to individ-
ual white points.

Figure 1: IES-LM63-95 based Light Distribution Tex-
ture and photometric diagram (250W frost downlight Kurt
Versen T-4 FR MC).

3.3 Rendering

In Fig. 2 the processing pipeline in our real-time renderer
with the goniometric light sources is presented.

First of all, the Light Distribution Texture must be cre-
ated. Through the HDR image storage, this process can
be done programmatically by mapping photometric values
onto the image, or by simply painting the luminaire shape
and intensity in graphics editing software such as Adobe
Photoshop. This is a great advantage for prototyping light-
ing design. Secondly LDT must be loaded into an OpenGL
texture object and passed to the fragment shader. While
evaluating the lighting equation, the constant light inten-
sity is multiplied by sampled light intensity read from the
LDT. For dynamic colour temperature control each com-
ponent must be additionally multiplied by a colour tem-
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Figure 2: The rendering pipeline.

perature coefficient.
To orientate the light source in the three-dimensional

space we provide an additional vector Om (see Fig. 3) be-
sides standard spot light direction vector Sm. This vector
Om combined with spot direction Sm defines the plane onto
which the horizontal angle γ is mapped. The vertical angle
is defined as angle δ between the plane and spot direction
vector Sm reduced by a 45 degree angle.

Data from the LDT are used as an extension of Phong
shading:

Ip =
kaia +∑m ∈ lights(itkd(Dm ·N)im,d + itks(Rm ·V)α im,s)

d2 .

(1)
Each light source intensity is defined as diffuse id and

specular is component. The ambient lighting is defined as
single ambient ia component. Materials are defined using
ambient ka, diffuse kd and specular ks reflection constant.
Each material has also the shininess α constant. Dm is the
direction vector from point being calculated to the light

N V RD

O

S

P

Figure 3: Texture mapping.

source position. Rm is reflected direction vector at the cal-
culated surface point. V is the view vector from calculated
point to the viewer. Finally N is the normal at this point.

We extend this model by adding the light distribution
multiplier it(sm, tm) obtained from LDT by sampling this
texture using texture coordinates:

sm =
(Pm ·Om)

arccos(−Dm·Sm)
π +1

2
, (2)

tm =
‖ Pm×Om ‖ arccos(−Dm·Sm)

π +1
2

.

To access the light intensity from LDT one has to cal-
culate the coordinates for a given direction vector Dm. To
calculate the coordinates it is necessary to retrieve vertical
and horizontal angle first. The vertical angle is the angle
between spot direction Sm and direction vector Dm. The
horizontal angle is the angle between additional light ori-
entation vector Om and the direction vector mapped onto
luminaire plane Pm.

The last step in the rendering pipeline is multiplication
by inverse square of distance d between light source po-
sition and current shading point position, according to the
Inverse Square Law. The resulting image is rendered to the
floating point frame buffer to provide high dynamic range
quality.

4 Results

In this section the images rendered using our method are
presented. We compare the results to the images obtained
using standard lighting used in real-time computer graph-
ics. Example 3D scenes of a room and a car are used to
simulate typical tasks of the lighting design. We show ren-
derings for different physical light sources, the capabilities
of dynamic modification of luminaire parameters and the
light temperature. Finally we discuss the impact of the
goniometric light sources on the rendering performance.
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Point vs. goniometric light sources

The typical Phong shading for a point light describes the
light reflection as a combination of the diffusion factor of
rough surfaces and the specular reflection factor of shiny
surfaces. In this model we can change the scene appear-
ance by providing different light and material parameters
such as ambient, diffuse and specular components. Final
result varies on these parameters, vertex normal and lo-
cation relative to the light source and the observer’s eye.
Through the use of LDT we can enhance the control of de-
pendency between a light source and the material parame-
ters by introducing an additional variable - the light inten-
sity. As a result, generated image becomes more close to
the real scene. In this approach the use of a large amount
of light sources is not necessary. In Fig. 4 the results for
eight light sources are presented.

Figure 4: Typical point light model (top) and rendering
based on goniometric light sources (bottom).

Colour temperature

Figure 5 presents images of the same scene, rendered with
the same LDT but with different colour temperatures. The
system allows changing the colour temperature interac-
tively and individually for each luminaire.

LDT for physical light sources

Figure 6 presents images of the same scene, rendered with
different light characteristics.

Figure 5: The same LDT with various colour temperatures
(respectively from top to bottom image: 2850 K, 6000 K,
7000 K).

Dynamic lighting

Through the fast scan line real-time rendering process the
designer gains the ability to move, rotate, turn on and
off specific light sources, change their colour temperature,
or even replace whole light sources intensity distribution
function by simply replacing the LDT. In Fig. 7, the top
image presents the reference rendering. Fig. 7 presents the
ability to turn on and off individual lights.

Performance

Performance of this model is very close to the point lights
rendered with Phong shading. The only additional over-
heads are the computation of texture coordinates and the
LDT texture lookup. For the sample scene containing
103379 triangles the frame rate is 56 frames per second
for point lights and 50 frames per second for our approach.
The test was conducted with ATI Mobility Radeon HD
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Figure 7: Each light source can be switched on or off dynamically. In the upper left image all light sources are switched
on. In the upper right image all lights above the sofa are switched off. In the bottom left image all lights above the table
are switched off. In the bottom right image the rightmost light above the sofa is switched off.

4670 graphics card, Intel Core2 Duo T6600 2.20 GHz pro-
cessor and Hyundai DDR3-1066 4096 MB RAM memory.

One of the factors influencing the rendering quality is
the chosen filtering function. Through the use of texture
filtering, missing photometric values can be interpolated.
In this work we are using bilinear filtering, which is ap-
propriate for most practical applications. Small number
of samples, as well as the irregularity of the distribution
may cause too large generalisations and distortions in the
results (see Fig. 8).

5 Conclusions and future work

We presented a method which allows the use of a real-time
based system for lighting design purposes. We introduced
the goniometric light sources represented by LDT textures
for extending standard lighting model. These light sources
allowed us to generate visual results which are closer to
the reality.

While designing the texture sampling formula we took
into consideration the ease of creating new Light Distri-
bution Textures. Through this approach, fast light distri-
bution prototyping is possible and could be made by gen-
erating textures containing photometric values in a simple
and easy way with the help of common graphics process-
ing software. Colour temperature can be derived from the
LDT, as well as can be provided directly to the fragment
shader. The only computational overhead comparing to
traditional lighting models, is the calculation of texture co-
ordinates and the actual LDT texture lookup. Therefore,

this method can be successfully used in real-time systems.
Future applications can include interactive real-time ren-
derers with luminaire selection decision support system
based on the search for the most similar image to the user-
prepared LDT in a luminaire database.

Due to the use of a local illumination model, the pro-
posed solution does not generate correct results in the
terms of photometric correctness. It would be an inter-
esting project of developing a system for lighting design
based on a real-time global illumination renderer, for ex-
ample using the OptiX library [10].
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Appendix

Radiometry and photometry of the light sources

Visible light is an electromagnetic wave which wavelength
is in a very narrow band of the whole spectrum. The wave-
length for visible light spans from about 380 nanometers
to about 740 nm, which is between the invisible infrared
and invisible ultraviolet. These wavelengths are visible to
human eye and are responsible for the sense of sight.
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Figure 6: Renderings for different LDTs (shown in bottom
right corner).

Light sources with shorter wavelengths and higher fre-
quencies have a higher energy than those with longer
wavelengths. Although it is possible to limit the band to
a specific range by the usage of special sources or filters.
Lights with short band have a single colour and are called
monochromatic.

The science of measuring light is called photometry.
Light can be measured in many ways. The rate at which
the light energy flows from the source is called the lumi-
nous flux. It is measured in lumens which represent the
energy per second. While it has the same dimension as
watt unit, it is incorrect to convert photometric values to
energy quantities, because radiant energy depends on its
wavelength.

The brightness of a source is measured in candelas, the
unit of luminous intensity. Candela is the light energy dis-
tributed in one steradian.

For measuring the result of illumination on the illumi-
nated surface, the illuminance term was introduced. It is

Figure 8: Images rendered with 2048x2048 pixels (top)
and 128x128 pixels (bottom) LDTs.

luminous flux falling on a unit area of the surface.
The luminance of an illuminated surface in a given di-

rection is defined as luminous intensity per unit area com-
ing from the surface in the particular direction.

The relation between luminous intensity and illumina-
tion is known as the Inverse Square Law of illumina-
tion. The light illuminance is inversely proportional to the
square of the distance between the light source and the
measured point. This law can be extended to the Lambert
Cosine Rule - the illumination of the surface also depends
on the cosine between the light source and the point.

IES-LM63-95 file format

The file format specification for the IES-LM-63-1995 pho-
tometric file format variant:

Id Description
00 IESNA:LM-63-1995
01 {Keyword 1}
02 {Keyword 2}
03 ...
04 {Keyword n}
05 TILT={file-spec} or {INCLUDE} or ...
05 {NONE}
06 {lamp-to-luminaire geometry}
07 {# of pairs of angles ...
07 and multiplying factors}
08 {angles}
09 {multiplying factors}
10 {# of lamps} {lumens per lamp} ...
10 {candela multiplier} ...
10 {# of vertical angles} ...
10 {# of horizontal angles} ...
10 {photometric type} {units type} ...
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10 {width} {length} {height}
11 {ballast factor} {future use} {input watts}
12 {vertical angles}
13 {horizontal angles}
14 {candela values for all vertical ...
14 angles at first horizontal angle}
15 {candela values for all vertical ...
15 angles at second horizontal angle}
16 ..
17 {candela values for all vertical ...
17 angles at nth horizontal angle}

Example IES-LM-63-1995 file:

IESNA:LM-63-1995
[TEST]2863-B
[MANUFAC]KURT VERSEN
[LUMCAT]C7394
[LUMINAIRE]DOWNLIGHT
[LAMPCAT]T-4 FR MC
[LAMP] 250W FROST
TILT=NONE
1 4850 1 19 1 1 1 -.6 0.00 0
1 1 250
0 5 10 15 20 25 30 35 40 45 ...
50 55 60 65 70 75 80 85 90
0
8100 6998 5999 4995 3938 2574 ...
1328 698 306 189 54 5 0 0 0 0 0 0 0
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Abstract

Due to the recent technological developments and ad-
vancements in the field of computer graphics, and by fol-
lowing the great leap of the web-based technologies such
as the greatest iteration and upgrade yet of the HTML to
its new variant HTML5, we are experiencing a burst on
the scene of the new architectural representation methods
that aid in the visualization process. New technologies,
both web-based and methodological-based, have not been
fully understood and implemented so far, leaving a great
unexplored space for the developers and the people in-
volved with the process of the digitalization and 3D vi-
sualization to grasp in order to use the full potential of
the today’s technological advances. This paper is dedi-
cated towards introducing the new technologies available
for the 3D visualization and investigates their implemen-
tation on the web, with a focus on the comparative analy-
sis of the emerging web technologies for the 3D rendering
and visualization, as oppose to the current methods of 3D
graphics implementation (Flash).Additionaly, the purpose
of this paper is to empower the usage of the new HTML5
supported tool called WebGL and to use its full potential
while delivering the 3D visualization to the web. The user
study was carried out and the results revealed that HTML5
had a significantly higher impact as opposed to Flash. This
indicates that Flash is no longer meeting the purpose of
rendering demanding 3D graphics content and providing
quality user interactivity, whilst HTML5/WebGL should
be highly utilized in the future as the primary technologies
for delivering 3D graphics to the web.

Keywords: HTML5, WebGL, 3D Visualization, Flash-
HTML5, WebGL, 3D Visualization, Flash

1 Introduction

Up until recently, it has been noted that the interac-
tive 3D graphics had a poor availability on the World
Wide Web. Even though nowadays almost all PC’s,
mobile and embedded devices have high processor based
computational power and high-performance 3D graphic
hardware, which is necessary for processing 3D content,

∗senad.bahor@ssst.edu.ba
†belma.ramic@ssst.edu.ba

they have not been utilized for an effective web-based 3D
interaction. The part of the problem also lies in the fact
that most of the popular web browsers, such as Mozilla
Firefox, Microsoft Internet Explorer or Google Chrome,
were not utilized for a full 3D graphics presentation
and interaction. There were and still are some partial
approaches towards presenting the 3D content on the
web and the identified major flaw was that none of the
web browsers had built-in 3D graphics logic for presenta-
tion that will not require a plug-in or add-in to the browser.

While currently experiencing a higher demand for ap-
plications that can be used and accessed with a broad
specter of smartphones and tablets types and models, the
developers are starting to narrow the gap between the
PC/Desktop/Notebook 3D graphics quality (which nowa-
days mostly use separate graphic card for demanding 3D
graphic representation and with exceptional processing
capabilities) and the mobile version of it. Consequently,
the Internet medium has to be affected with this change, in
order to develop and present high-detailed 3D graphics by
using the web browser on both desktop-based and mobile-
based devices. Besides just developing and rendering
3D content, developers are starting to address a great
user demand for the easiest but also visually appealing
3D design and navigation application, 3D visualization
animations and 3D games that can be accessed from any
mobile device.

The development of improved 3D graphics in Web-based
applications took a step forward recently, when program-
mers began building WebGL into the Mozilla Firefox
nightly builds, and into WebKit, which is used in Google
Chrome and Apple’s Safari browser [3]. WebGL is one of
the most developed libraries which are supported by the
HTML5.

HTML introduces new features such as animation, offline
capabilities, audio, advanced graphics, typography,
transitions, and more, which yields a new class of web
standards and replaces the need for proprietary technolo-
gies, like Flash and native mobiles platforms [2]. As the
new HTML5 mark-up language emerged, the need to
re-evaluate the best approach for delivering 3D content
to the web had to be conducted and be compared to the
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current trends and best practices utilized up until now in
order to present the 3D content on the web. The most
used tool nowadays, amongst others, for delivering the
3D and multimedia content to the web, is the Adobe Flash.

In this paper, we investigate which of the two currently
best available tools for presenting 3D content on the web
is also considered as such by the viewers. A user study
was carried out in which participants were shown a com-
puter generated environment of the cultural heritage site,
presented in HTML5 and in Flash. Accurate and real-
time 3D presentation of complex digital content has many
application possibilities, especially in archeology, online
games and education. So far, the content of such type was
scarce on the web, due to the several constraints. Now, as
the technology evolved and HTML iterated to a brand new
version that empowers the usage of 3D content directly on
the web, it is important to compare the best-practice stan-
dards against this new and emerging web technology.

2 Background

Flash was always focused on delivering interactive 2d
graphics on the web. Objects within the Flash IDE had
two properties, x and y axis for animating and positioning
object on a 2d development plane. With the release of
Flash Player 10, the developers introduced the third, z
axis, for every Flash object, thus enabling the object to be
moved or transformed in some way in the third dimen-
sion. However, this support for third dimension object
interaction was delivered in a limited fashion. Although
the objects could be transformed, moved and altered in
some way by using third dimension, they still appeared
somewhat flat. Some of the features for third dimension
altering included rotation, movement, placement and
other similar 3D model based adjustments. The need to
extend the 3D object rendering and interactivity was then
widened with the introduction of the third party engines
that could be combined with Flash in order to deliver full
3D control of the object, such as Papervision 3D. Paper-
vision3D was made into a public beta version, thus being
available for the user to use freely all of the features that
this open source 3D engine could deliver to Flash-based
animations. Currently, there coexist two versions of the
engine, with the first version building up on the Adobe
ActionScript 2 and, therefore, requiring the Flash Player
8 or higher for efficient web browser presentation, while
the second version brings some advances while building
on the newer version of ActionScript (ActionScript 3) and
requires the client machine to use the Flash Player 9 as
the minimal requirement [9].

As opposed to the Flash, in terms of who controls the
technology and how it is distributed to the end users, the

HTML5 is guided by the members of the W3C, whose
members are web developers, browser developers, various
academic level parties and anyone who want to participate
in developing and thus evolving the HTML5 [2, 8]. Mean-
ing, anyone can participate and use the markup language
to develop and deploy various web-based content and thus
enable the web content evolution, from the static-based
textual content to the full 3D dynamic web presentation.
HTML5 represents a collection of great number of new
APIs and semantics for the web developers that enhance
the web content presentation, flexibility, correctness and
portability. One of the greatest features presented in the
HTML5 is the canvas tag element, which enables the easy
integration of multimedia content without using any of the
third party software, plugins of widgets. Through the can-
vas tag, a vast number of 2d and 3D graphics content can
be embedded within the web page, thus making it not the
part of the web page, but the actual web page. Some of the
other new features and APIs presented within the HTML5
semantics include:

• Web Workers a collection of methods used to run
a web-based scripts in the background as the back-
ground tasks, thus enabling the multi-threading of the
post and response functions;

• Web Sockets which provide the bi-directional com-
munication from the client-server machines;

• CSS3 an evolved version of CSS2 with a number of
new layout approaches, gradients and content anima-
tion possibilities;

• Faster JavaScript engine with the extension to handle
the OpenGL engine.

WebGL is one of the most developed libraries which
is supported by the HTML5 specification and is imple-
mented through the canvas element [2, 3]. The library
contains a set of classes and methods which are extend-
ing the known JavaScript programming language in order
to support the 3D content creation and rendering on the
web. The specifications for the WebGL were created and
published by the Khronos Group in March 2011, since the
Khronos Group is in charge for the OpenGL and OpenCL
standards. WebGL library is used as an interface, and thus
extends the web based language, between the JavaScript
language and OpenGL architecture (or even with OpenGL
ES for embedded systems). The JavaScript code in this
way allows the OpenGL code to be executed by access-
ing the graphics card architecture. The direct access to the
hardware, that is, to the computer graphics card leads to
a greater performance in rendering the 3D content, as op-
posite to leaving the software to render the graphics by us-
ing the computer CPU (where software-based applications
are doing the graphics calculations). Since every modern
PC comes with a powerful graphics card (even the inte-
grated graphics card are now capable of doing great num-
ber of calculations on their own GPUs), the operating sys-
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tem handles the WebGL requests through a set of OpenGL
libraries which are installed on the system.

3 Implementation

For the purpose of the comparative analysis between the
HTML5 and WebGL, a 3D visualization model of the al-
leged Bosnian Valley of the Pyramids historical site was
created using the Maya 2010 software. The model consists
of the digitalized real-world 3D terrain, captured through
the process of satellite image tessellation and conceptual
3D objects that mimic the presence of the pyramids on the
site. The process of recreating the 3D scenes (one scene
that shows the past and one scene that shows the current
state of the real-world terrain) was then created in a series
of steps based on [6, 7, 10, 11]:

• The z-map image (see Figure 1), with the resolution
of 5340x8442px was imported into the project and
attached to displacement map on the lambert shader.
However, due to the fact that the image was too big
in order for the displacement to take place (since
the number of polygonal triangles would be too high
for Maya to process and due to the 32 bit nature
of the image), the z-map image was scaled down to
768x1214px, as shown in Figure 1.

• The polygonal plane (with U and V vertices count
values set to 11) was placed into the viewport and at-
tached to the lambert material with the displacement
map and alpha gain property set to a value of 2.5,
with subdivision width and height set to 25, as shown
in Figure 2.

• The model was then rendered by using the Mental
Ray rendered in order to evaluate the initial terrain
quality, with the two directional lights illuminating
the 3D scene (see Figure 3).

• Since the polygonal plane is not yet transformed to
the tessellated polygonal object (and since the We-
bGL would not render the tessellation based on only
the displacement property of the plane), the displace-
ment had to be converted to the polygonal object in
order to get the full 3D object for further manipula-
tion. Maya contains certain tessellation properties,
such as setting the maximum triangle count on the
newly created tessellated object, which can enhance
the tessellation displacement process in order to get
the final polygonal object as close to the rendered ob-
ject quality.

• 3D objects were imported on the 3D terrain in order
to enhance the visualization of the scene in focus.

Both models were then prepared for the final export to
the web in order to enable the interactivity with the 3D
scenes and to enable the full 3D visualization of the site as

Figure 1: Z-map image

it evolved over the time. The visualization part (the time
slider that switches the scene from the current state to
the past state of the rendered 3D scene) can be added via
the HTML controls (such as animated button than can be
moved from left to right in order for user to slide between
the scenes). For the purpose of creating the animation for
the user study, the camera movement around the scene
was created in Maya as well and exported via the Maya
HTML5 plugin for the WebGL interpretation. Due to
the complexity of the scene (taking into account a great
number of poly surfaces out of which the accurate 3D
model of the terrain is made of), the 3D scene had to
be optimized in order to ensure that the final WebGL
application can meet most of the hardware specification
on the client machines, with a focus on mobile devices
and portable PCs.

As previously described, the Flash based 3D content can
be implemented within the web page through the Flash
Player plugin, which allows the .swf object to be rendered
on the web page through the manipulation of the player
parameters. Usually, the developers create the .swf object
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Figure 2: Result of the tessellation procedure - Accurate
3D model of the archeological site

Figure 3: Exported HTML5 model on web browser

with a set of predefined parameters in order to enable the
Flash object to be correctly rendered on the client machine.

With WebGL, there is no need to prompt the users to install
any of the plugins in order to view and experience the 3D
content on the site. The only prerequisite is that the web
browser supports the HTML5 canvas element, through
which the WebGL renders the content to the user. Fur-
thermore, all Android OS based devices have a number of
available web browsers (such as Mozilla Firefox, Google
Chrome, Dolphin HD) that are able to read and render the
WebGL, thus making it accessible to the wider audience
as compared to the Flash Player problems with the smart-
phone and tablet devices(adding the fact that Adobe ter-
minated the development and future enhancements for the
mobile version of Flash plugin). In essence, WebGL can
run on any platform and on any major systems that have
the OpenGL capable graphic card and a browser that sup-
ports WebGL.

4 User study

The main purpose of the user study is to evaluate the two
essential elements of experiencing 3D graphics, with a fo-
cus on web implementation: the technical element and the

perception element. The technical element is comprised
out of two evaluation parts: the performance and the us-
ability part. The technical element is theoretically dis-
cussed, by highlighting key differences between two tech-
nologies, with survey results supporting certain benefits
and drawbacks of both implementation approaches. On
the other hand, the perception element and the evaluation
of a user experience focusses on users themselves.

4.1 Technical elements

4.1.1 Performance

The performance aspect of both animations is evaluated
through the process of how each technology is utilizing
the processing power of the device on which the animation
is running. Prior to the user study, the performance of
both technologies was evaluated by going through the
process of rendering the content for each technology in
focus.

When it comes to Flash, the ability to reproduce the
highly detailed 3D model and have it implemented on
the web while maintaining smooth animation and higher
FPS (everything above 20 FPS is considered fluent to the
human eye), requires a deeper understanding of how Flash
handles the 3D graphic content on deliverance.

Flash-based rendering relies heavy on software mode
rendering (even with included third-party 3D engines,
there is some overload on the software part of the system).
Software rendering process depends heavily on the CPU
capabilities to handle a great amount of 3D object render-
ing requests, process them and output them to the further
ActionScript altering. Now, a 3D scene is defined as a
group of 3D geometries called meshes, with each mesh
being specified as a group of triangles. Each triangle is
then made out of a group of vertices which really make up
the 3D scene and add some additional information such as
the color of the vertex points or texture information. Now,
once the Flash viewport receives a stream of vertices that
make the 3D scene, the internal engine would calculate
the positions on the screen (render area) for the triangles
and request the Flash Player to internally render triangles
by processing them one by one. These renderings are
conducted through a series of, so called, “fill” draw
operations. No matter how the process of fill draw was
optimized in the engine with a series of algorithms,
the process is very slow and results in not particularly
accurate rendering of initial 3D scene that was sent to
the filling operations. The process is slow because the
3D scene is calculated, filled and rendered per triangle,
instead of calculating it on the pixel basis. Rendering
the content on the triangle basis often results in errors
with the depth sorting, which would generate misplaced
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triangles due to their wrong depth calculation.

In Flash, a suitable polygon count to aim when designing
a scene can be set at around 4.000 triangles [9]. This
number represents the upper limit in order to get smooth
frame rate in rendering content; as a result, the Flash
Player (v.10) would be capable of rendering 3D scene
with approximately 4000 triangles in order to enable the
fluid and acceptable performance and visual correctness
from the viewers perspective. Considering that there are
number of third-party plugins and engines that enhance
the Flash web-based 3D rendering in order to overcome
these polygon count restrictions, I will focus on one in
particular Stage3D.

Although Stage3D engine enables the Flash 3D content to
be represented on the web site by using similar rendering
logic as WebGL (processing the 3D scene on a GPU and
correlated graphic driver basis), its major drawback is
that it is not a standard API. Meaning, it is hard for the
developers starting from scratch to go along the learning
curve in order to comprehend the programming part
(which is also the case with Direct3D and OpenGL) in
order to get good results with 3D web-based rendering.
It takes a lot of time and since Stage3D seems to be
fairly poorly documented (the documentation is very
sparse), it takes even more time to get the 3D graphics
finally rendered within the web browser. One of the
most problematic processes in Stage3D is the shader
format, which is actually a programming assembler that
uses a limited number of shader registers available when
using a shading language such as AGAL. You can use a
maximum of 8 temporary registers, instead of the 4096
available when coding registers in GLSL, with Shader
Model 4.0, which WebGL can target. WebGL allows you
to program in a convenient high level C like language. In
other words, Shaders in Stage3D are designed to be very
simple programs, as opposed to coding for more advanced
hardware and Shader Models.

One of the most up-to-date performance tests between
the Flash and WebGL canvas-based 3D content clearly
shows that HTML5 canvas is starting to perform and
generate higher frame rates while rendering 3D content
on the web [5]. The results of the test show that WebGL
is performing much faster in rendering 3D content and
delivers higher frame rates for the 3D animations on
the web, while comparing it with Flash. With WebGL,
the process of rendering the 3D scene is switched from
relying on the software and large CPU overloads to more
OpenGL and GPU powered processing. This usually
includes multiple subsequent draw jobs or “calls”, each
of which is carried out in the GPU through a process
called the rendering pipeline [2]. In WebGL, as it is a
case with most of the 3D graphics that are being rendered

in real/time, the lowest rendering unit is the triangle that
makes up the 3D models. Further on, the drawing process
is using the JavaScript in order to collect the information
about where the specific triangle will be created and
how it will be created. Additionally, every information
set carries additional information, such as the types of
shades that are out to be created on a specific triangle, the
texturing model, color values associated to the triangle
mesh etc. After the information is being collected by
the JavaScript, the dataset is then being forwarded to the
Graphics Processing Unit which will process the dataset
and, by using the OpenGL algorithms and methods,
render the 3D scene. As opposite to the Flash rendering
procedure (or in case that Flash third-party engines fail to
target the specific graphics driver), the rendering process
is conducted mostly on the GPU, thus releasing the
overload on the CPU.

Now, although the process of buffering and rendering the
3D scene on the GPU load looks complicated and with a
heavy load, it actual performs much faster than the soft-
ware based calculations, such as those that are relying on
the CPU, which is the case for Flash Player 3D graphics
rendering without any third-party engines attached to the
process of rendering. Also, since the Flash Player poly tri-
angle rendering limitation is set to around 4.000, it would
be impossible to render anything that has higher triangle
count than that. For instance, if the 3D model has a U
and V vertices count set to 11 (the value which was used
for this model) the tessellation procedure of the polygon
model (based on the z-map texture) would render the poly-
gon surface with approximately 32.000 triangles, a num-
ber that would be impossible to render in Flash Player.

4.1.2 Usability

On the usability part, the main focus was on how well
each technology is rendering the content across multiple
platforms and devices. In addition to that, it has been
noted through the research which of the two can be
combined and affected by other HTML elements in order
to improve the user interactivity. This usability criteria is
one of the most important criteria’s for the study, since the
3D virtual content is nowadays spanned across multiple
devices, such as smartphones and tablets.

The Flash Player based content is wrapped inside the .swf
object and is predetermined while developing the model.
The 3D model inside the .swf model in encapsulated and
is under the ActionScript determined behavior, meaning
that no further alterations to the model can be done
afterwards. Once the .swf model is deployed to the
web site, it is wrapped with the Flash Player in order
to integrate the Flash based content within the HTML
markup language. However, neither on the web page can
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the HTML content penetrate the .swf object in order to
do some alteration to the model or animation sequence.
Also, Flash Player is known to cause instability issues
when combined with JavaScript, due to the similarity of
two programming languages and is often causing a web
browser crash once the Flash Player content is present on
the site with loads of JavaScript based content. Also, the
Flash Player remains rather distant from the HTML ele-
ments and prohibits the interactivity between the HTML
elements and the inner Flash 3D objects. Once stepping
out of the box of the initial constraints that the native
Flash engine opposes and taking into account third-party
engines such as Stage3D, new problems arise. Stage3D
is developed and implemented in such a manner that it
targets specific hardware/ graphic driver specifications. In
the end, with Stage3D, you do not really target specific
hardware in order to take advantage of the specific power
available in each platform. You just code generically for
the virtual Stage3D platform; Stage3D acts as a layer
between your code and the actual hardware. Therefore,
the main drawbacks are based on the ability to develop
one application for multiple platforms. By targeting all
platforms at the same time with a single unified API,
Stage3D cannot take advantage of the advanced features
that are only present in the most powerful 3D graphics. To
ensure that one app fits all, Stage3D has to abstract a 3D
hardware device that is a common denominator, in terms
of graphics capabilities, among all the platforms that are
targeted.

With HTML5 WebGL, the canvas element that supports
the 3D graphics rendering and presentation is actually a
HTML element. This leads to a number of opportunities
in a sense of combining two or more HTML elements in
order to enhance the web interactivity. For instance, a user
can render a set of geometrical figures within the canvas el-
ements and create an ordinary HTML form with the labels
and textboxes, rulers and button and connect the canvas
elements functionality to the functionality of those form
elements. As a result, the user could input a certain value
in the form, press the button and experience the canvas
3D object being altered by that value entered. Then, the
value would have to be forwarded to the JavaScript in or-
der for the WebGL engine to do the calculations based on
the value entered and apply that information to the 3D ob-
ject that is sitting in the canvas element. In that way, a user
can alter the model and enhance the interactivity by ob-
serving the model behavior. And, actually, that is what the
3D graphics is all about, about altering the 3D model and
see it change on the time basis. This is something that can
currently be achieved only with the usage of the HTML5
and WebGL engines on the web, since HTML5 provides
interoperability between various elements (both traditional
and HTML5 based) while inducing the JavaScript to han-
dle the rendering procedure through the WebGL process.

4.2 Participants

16 participants, ages ranging from 22 to 27, mixed sexes
(9 females and 7 male) from the postgraduate student pop-
ulation volunteered to participate in this study. All partici-
pants reported normal, or corrected to normal vision. The
majority of them had taken a course in computer graphics
and was familiar with concepts such as image quality and
aliasing.

4.3 Design

HTML5 animation was prepared by exporting the Maya
animation using the third-party HTML5 exporter named
Inka3D. Inka3D is an Autodesk Maya to WebGL ex-
porter, developed by Jochen Wilhelmy [1], which inte-
grates within the Maya plugins and offers a set of ex-
port properties which can be controlled during the export-
ing procedure. Due to the complex and scarce documen-
tation on Stage3D, that would enable the full 3D Flash
integration, and due to the potential problems in target-
ing specific hardware and graphic specification with the
Stage3D approach (which would lead to animation being
rendered on CPU, shaders not rendering correctly or an-
imation not showing up at all) Flash animation was cre-
ated out of animation stills, with each animation frame ex-
ported from Maya in .tiff format and then reassembled into
a .swf animation by using the Adobe Premiere software.
The purpose of this approach, which was then evaluated
through the perceptive-based questions in survey, was to
see whether the precompiled .swf animation can match the
full WebGL 3D integration in a sense of quality of the an-
imation. In other words, the purpose is to test whether the
user can see the difference between the precompiled video
animation and fully integrated 3D animation.

4.4 Equipment and materials

The test environment comprised of an empty room, so that
the subjects would not be distracted by surrounding ob-
jects, with a focus only on the device used by the partic-
ipant for the testing purposes. The subjects that used PC
watched animations on a full screen on 17 monitor (reso-
lution: 1280*1024 pixels). They were seated at a normal
viewing distance from the monitor ( 60cm). The constant
Internet bandwidth was ensured throughout the whole test-
ing time-frame, peaking at 5,96 MBps download speed.

4.5 Procedure

Each participant individually was shown two animations,
with first animation being rendered by using Flash and an-
other animation that utilizes WebGL. Before seeing both
animations, viewers were asked to sign a consent form
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and only later, to answer the questionnaire and therefore
anonymously supply some demographic information in-
cluding details about their age, gender, eyesight, and their
knowledge of computer graphics. Most importantly, they
were asked to answer questions regarding the quality and
smoothness of shown animations.

5 Results

The summary of the results is given in Figure 4. The re-
sults clearly show that Flash-based 3D graphics is close to
impossible to present on the iOS-based devices, since the
Adobe never supported iOS with its Flash plugin. There
are some iOS based web browsers that are able to ren-
der the Flash content, but for most of the users (31.25%
of participants) the native iOS web browser proved to be
obsolete in rendering Flash-based content. Regarding the
Android-based devices, the participants could see the of-
ficial Adobe message across the Flash animation window
stating that they are obliged to download the Flash plu-
gin in order to see the content and that the Adobe will
no longer support the Flash for Android devices in future.
This was actually the greatest concern, because partici-
pants using Android devices did not actually know that
Flash development for Android devices is about to be ter-
minated, thus leading them to ask “What will replace the
Flash content?”. HTML5 was one of the answers, as
they experienced on the animation that followed the Flash-
based one.

On the user perception evaluation side, which is directly
addressed with the questions “In your opinion, which
animation is running smoother, where by this we mean
that the animation is running without any stuttering,
sudden stops or with a constant rate of 25 FPS?” and “In
your opinion, which animation is of better quality?”, most
of the user answers went in favor of HTML5 animation.
One of the reasons is that the rendered 3D scene was of
better quality with the WebGL engine, due to the way that
it handles shaders much faster and in greater quality and
is capable of rendering the exact number of polygons that
originated from the Maya based animation. Also, once the
HTML5/WebGL animation is cached in the web browser,
it starts up much quicker; almost instantly upon opening
the web page where the animation is located. On a side
note, users discussed how slow loading screens can affect
the user focus and can result in user opening another page
while waiting for the animation to show up on the first
page (which is usually the case with the pre-compiled
Flash content that cannot be cached in the web browser).

One of the key findings marked after the survey com-
pletion was that 85% users find that both animations are
really high in quality and perform fast. Taking into ac-
count that one animation is a precompiled Flash anima-

Figure 4: The summary of the results

tion loaded as a movie object, and another animation is
the fully integrated 3D animation by using the HTML5
and web browser interpretation logic and JavaScript al-
gorithms, it is remarkable that the WebGL animation has
matched the movie-like Flash animation in every percep-
tive aspect. One of the most important results of the sur-
vey was the ones regarding the interoperability between
the animation and other web elements. Only 4 participants
(25%) knew that the HTML5 animation rendered through-
out the canvas web elements and can be altered by other
web elements, such as buttons of form elements. For fu-
ture web development and integrating 3D visualization or
any kind of 3D graphics, this needs to be addressed and
researched.

6 Conclusions and Future work

By using the new and emerging web standards and tech-
nology, combining the new HTML5 standard elements
alongside with the WegGL in order to render high complex
scenes, such as high polygon terrain scenes and objects
that contain detailed textures that are necessary to preserve
digitally correctly, the researchers and developers will find
a lot of potential for displaying the 3D models and pro-
vide greater interactivity than by using other standards and
tools. The interactivity of the exported WebGL model with
other web elements can be easily and effectively achieved
with the HTML5 and JavaScript that support the whole
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WebGL logic, something that cannot be achieved with any
other tools, e.g. Adobe Flash. Furthermore, due to the
limitations of the currently available tools in a sense of the
maximum triangle count on the 3D scene and the fact that
they process the 3D scenes on the software side, thus con-
gesting the CPU (also problem with the Flash-based third
party engines not targeting correct graphic card drivers),
the WebGL proved to be the most efficient tool to render
the great number of polygon triangles by employing the
GPU to do the heavy job of processing the vertex render-
ing requests. Also, the web page, due to the HTML5 mo-
bility and accessibility, can be rendered on a great range
of devices, including the iOS and Android devices, with-
out users worrying about the presence of the plugins and
player versioning.
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Abstract

OpenGL is an API(Application Programming Interface)
used for rendering 2D and 3D computer graphics. It can
interact with the GPU and allows shader programming
with the OpenGL Shading Language (GLSL). This pa-
per serves as a summary of a student’s experiences while
studying an introductory computer graphics course. The
paper will cover the contents of the course, starting with
the basics of computer graphics and eventually moving to
shader programming, describe the challenges and issues
that appeared and how they were overcome. Examples,
codes and outputs related to the lessons will also be in-
cluded.

Keywords: OpenGL, shaders, programming, glsl

1 Introduction

The introduction of computer graphics courses to com-
puter science degree programs was greatly helped by the
development and spread of available graphics hardware.
When mainstream machines were able to process graphics,
it allowed computer graphics to become more widely ac-
cepted. Availability of graphics APIs, like OpenGL, meant
that almost everyone could use it and program graphics in
a higher level language. These advances and developments
led to the introduction of computer graphics courses into
the degree program for computer science majors.

Today most of universities offer an introductory course
to computer graphics that all the computer science ma-
jors can take, as well as some advanced courses for those
whishing to specialize further in the graphics field. This
paper is about the undergraduaduate Computer Graphics
course taught at IUS in Spring 2011/2012. Two main ap-
proaches to teaching this type of courses are top-down and
the more traditional bottom up. The top-down approach
which was used for this course starts teaching an overview
of the system and then moves to each subsystem for de-
tailed analysis.

Purpose of this paper is to describe the experiences of
computer science students taking an introductory course in

∗irva.stevic@gmail.com
†jhasic@ius.edu.ba

computer graphics. The paper could be used by professors
so they can see how the teaching methods used reflected
by the students, which were the biggest challenges and the
best ways for students to master OpenGL and shader pro-
gramming. It could also benefit other students taking a
similar course, so they can see an approach that might be
different than theirs.

2 Related work

First introduction of Computer Graphics (CG) topics
within Computer Science (CS) undergraduate programs
came in late 1980s [7].

The basis for creating contemporary Computer Sci-
ence curricula is defined in [8]. Within the undergrad-
uate curriculum, 14 knowledge focus groups are identi-
fied. The one that encompasses Computer Graphics ed-
ucation is named Graphics and Visual Computing (GV).
CG was clearly outlined in this report as the new field
whose topics need to be expanded within the undergradu-
ate curriculum (through topics such as Graphics and Mul-
timedia, and Human-computer interaction). Furthermore,
the following topics are identified as relevant with GV:
fundamental techniques in graphics (core), graphic sys-
tems (core), graphic communication (elective), geometric
modeling (elective), basic rendering (elective), advanced
rendering (elective), advanced techniques (elective), com-
puter animation (elective), visualization (elective), virtual
reality (elective), computer vision (elective), Computa-
tional Geometry (elective) and Game Engine Program-
ming (elective) [8]. From the four major directions of
Computer Science undergraduate program, CG undergrad-
uate course was identified as required for the two of them
(1. A system-based approach and 2. A web-based ap-
proach). In addition, the following advanced CG courses
are identified: Advanced CG, Computer Animation, Visu-
alization, Virtual Reality, Genetic Algorithms. It was sug-
gested that CG courses are taken in the second year (out of
three that require CS classes). Also, the need to introduce
GPU and its ability to accelerate performance in computer
graphics was outlined as a topic in required Computer Ar-
chitecture course.

In 2008 an update for CS program was given in [9].
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One of the reasons that initiated this update was the intro-
duction on three major new focuses in undergraduate CS
education, one of them being on games and entertainment
software. This gave CG greater relevance within the CS
program.

At International University of Sarajevo there are three
elective courses from GV knowledge focus group: CS405
Computer Graphics, CS414 Computer Vision, CS445 Hu-
man Computer Interaction [6]. Each of these courses is
worth six European Credit Transfer System (ECTS) cred-
its out of 240 ECTS needed to graduate with the under-
graduate degree in computer science. The CS405 CG
course has the following prerequisites: Discrete Mathe-
matics, Linear Algebra, Algorithms and Data Structures,
Advanced Programming and Introduction to Programming
[6]. Out of the CG undergraduate course topics proposed
in [8], the course aimed at covering the following ones:

• Graphic systems: Raster and vector graphics sys-
tems; video display devices; physical and logical in-
put devices; issues facing the developer of graphical
systems

• Fundamental techniques in graphics: Hierarchy of
graphics software; using a graphics API; simple color
models; homogeneous coordinates; affine transfor-
mations; viewing transformation; clipping

• Graphical algorithms: Line generation algorithms;
structure and use of fonts; parametric polynomial
curves and surfaces; polygonal representation of 3D
objects; parametric polynomial curves and surfaces;
introduction to ray tracing; image synthesis, sam-
pling techniques, and anti-aliasing; image enhance-
ment

The rest of the CG topics proposed in [8] are covered in
other CS courses within the program.

Introducing shaders programming in CG education is
described in [5, 2, 4] and more recently in [1] at introduc-
tory level and in [3] on intermediate level.

3 Contents of the course

The course was given in the Spring 2011/2012 semester at
the International University of Sarajevo, and the textbook
used for the course was [1]. The grading was done based
on assignments, two exams and student participation in the
classes.

Programming assignments were made of two parts, one
part which was done in labs with the help of the instructor,
and the second part was done as homework individually by
the students. The assignments were related to the lectures
and the chapters covered that week. Some of the assign-
ments were programming a random maze generator and
making a 3D object that responded to various user inputs.
For the final assignment, we used a camera and did a brief

project related to HDR (High Dynamic Range) photogra-
phy.

The course was started with some basic definitions and
introduction to computer graphics. Applications, history,
the basics of how imaging systems and display devices
work were covered, as well as hardware architecture of
graphic processors and the graphics pipeline. All of these
basics helped us comprehend and understand what was
following in the course.

Figure 1: The Sierpinski Gasked generated with 5000 ran-
dom points

After the introduction, we moved to OpenGL program-
ming. We used Microsoft Visual C++ IDE, with the GLUT
(OpenGL Utility Toolkit) which enabled easy writing of
OpenGL programs. Both the Visual Studio(Express ver-
sion) and GLUT were freely available for download on the
internet, so there was no need for us to spend any money
on software. Since the course was based on a top-down
approach, we started with a premade code that drew a Sier-
pinski gasket, which can be seen in Figure 1. At first the
code was overwhelming but after going through it a few
times with the help of the instructor, it all started to make
sense. Using this code we learned about the coordinate
system used in OpenGL, polygons, triangulation, approx-
imating curved objects and simple coloring functions.

After the Sierpinski gasket, we moved on to simple 3D
primitives and objects and used a sample code for a col-
ored cube. Using this code we learned about the 3D coor-
dinate system, modeling the faces of the cube and coloring
the faces differently. After we finished with a simple pro-
gram that just diplayed the cube, we added some function-
ality to the program, so the user could interact with it and
also perform transformations on it. The program allowed
the cube to be moved, rotated and scaled. Using this new
program we learned the basics of transformations.

Although the translation, rotation and scaling can be
done using C++ coding and OpenGL functions, shader
programming and GLSL were introduced at this point. We
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learned how to pass information to the shader and GPU, as
well as how to process them using GLSL. In the end, the fi-
nal results, computed using the GPU, were displayed. For
exercise and as an assignment, we wrote programs that
implemented rotating, scaling and translating using both
OpenGL functions as well as GLSL. Although the end re-
sult looked the same, we were able to see the difference
between programming the shaders and just passing already
computed data to the shaders.

From this point, the course focused on viewing and
ways of displaying the scene. Differences between differ-
ent types of viewing were covered, as well as their repre-
sentation in OpenGL. Camera position as well as different
projections were explained and covered. Near the end of
the course, we learned about the lighting techniques, light
sources, reflection models and shading.

Finally, we covered the field of HDR photography. Al-
though brief, this section introduced the basics of HDR
photography and some of its applications. We also used a
camera and created some of our own HDR photos by using
Adobe Photoshop in the computer labs.

4 Assignments

Perhaps the most important part of the course were the as-
signments. Most of the assignments involved and were
focused on programming and the final one was oriented
toward photography. The assignments gave us the oppor-
tunity to apply what we learned and see how it all comes
together. Programming was done in C++ with GLUT, and
in total, there were five major assignments.

Figure 2: Random maze drawn using simple outputs

4.1 Random maze generator

The first assignment that we were given was programming
a random maze generator using C++. The program was to
randomly generate a maze of user selected size that would
then be drawn using simple line characters such as under-
score and vertical line. Although the program was writ-
ten using only C++ functions, it would later be used for
a more complex 3D assignment. This program served as
a good starting point and a good way to get familiar with
C++ and Microsoft Visual Studio, especially for students
that didn’t have a chance to work with it before. The result
can be seen in Figure 2. Also, this assignment was a good

test of student knowledge from prerequisite classes (Data
Structures and Algorithms and Advanced Programming).

4.2 Turtle graphics

The second assignment involved making an API of graph-
ics functions, which would use an object to draw various
shapes using API functions. The program required imple-
mentation of functions that imitated the movements of a
turtle with a pen attached. The turtle would turn in place
and then move forward, the process would be repeated un-
til the desired shape was finished. The functions imple-
mented were turning left and right by a certain degree and
moving forward a certain length. The program also al-
lowed the pen to be lifted up in order to move the turtle
to a new position without a line trail. This assignment al-
lowed us to get familiar with the coordinate system and
basic of drawing primitives.

Figure 3: Modeled 3D cube using shader programming for
rotation, translation and scaling

4.3 Cube transformations

After the turtle graphics assignment, we were given the
task of modeling a 3D cube that responded to user input,
so that it could be rotated, zoomed in or out and moved.
This task was to be accomplished in two ways, the first one
using OpenGL functions for rotation, scaling and translat-
ing, and also by implementing those functions in GLSL
and programming the shaders directly. The user could in-
teract with the cube using combinations of mouse move-
ments and button clicks. Directions and length of mouse
movement determined the direction and degree of trans-
formation while mouse buttons determined what type of
transformation was being performed(e.g. left-click for ro-
tation). The final output of this assignment is shown in
Figure 3. This assignment was the first encounter with
shader programming, and although the language was rela-
tively easy to get used to, the biggest challenge was send-
ing of data to the GPU for processing. The functions used
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to accomplish this looked messy and complex, and it took
some time to get comfortable with using them.

Figure 4: Interactive 3D maze with different colored walls
for easier differentiation

4.4 Interactive 3D maze

The next programming assignment was to use the random
maze generator from the first assignment to generate a 3D
maze using OpenGL. First part of the assignment was to
display the 2D maze using primitives and then modify it to
3D and upgrade it to so it could be navigated and explored.
This task helped us understand the basics of viewing and
camera positioning, since the maze needed to be interac-
tive. The result of this assignment is shown in Figure 4.
This assignment was probably the hardest of all since the
viewing functions were challenging and hard to use in the
code.

4.5 HDR photography

The final assignment was related to HDR photography. We
needed to write a short essay on the topic and include pho-
tos that we took, as well as the produced HDR photo that
we made using Adobe Photoshop. This assignment was
a nice change of routine of programming and allowed us
to explore this interesting field more on our own, as there
was not much time for it during the classes. The process
of finding good scenes and taking the pictures proved to
be the most interesting since we spent some time with the
instructor outdoors in a more relaxed atmosphere. Our end
results looked great and this proved to be a great experi-
ence. One of the results is shown in Figure 5.

5 Course Evaluation

The course was a good addition to the Computer Sci-
ence degree and gave us the opportunity to learn about the

Figure 5: A HDR photo created from multiple LDR photos

graphics and the basics of how the stunning graphics we
see in video games are created. Although most of the stu-
dents were not interested in exploring this topic in depth
and specializing in computer graphics, it still proved to be
beneficial for all.

The best part of the course was its diversity, and cov-
ering different aspect of CG including software as well as
hardware principles and HDR photography. This way, the
course remained interesting and kept our attention. A lot
of exercises and practical examples helped us understand
the theoretical concepts we studied and make sense of it
all. The tutorials gave us the opportunity to work on the
exercises with the instructor, discuss different ideas and
compare them with our peers.

Unfortunately, when the course was offered, it did not
get much attention from students since the majority con-
sidered it to be too difficult. As a result we ended up with
a small group of students, but all of us that took the final
exam, passed the course. The pre-requisites for this course
were Linear Algebra and Algorithms and Data Structures
courses [6]. Linear Algebra course prepared us for the ma-
trix operations used in transformations as well as usage of
homogenous coordinates, and after a short review all of us
were comfortable with matrix operations. Unfortunately,
not many of the previous courses used C++ for program-
ming(but Java) and some of the students were not familiar
with it. However with some help from the instructor, soon
all of us were able to start programming in it. The pre-
vious courses involving math and programming courses,
were of great help in learning computer graphics and all
of its aspects.

The computer graphics course itself was very interesting
and well adjusted for everyone able to take it. It was very
well organized and was not extremely difficult, but still
managed to cover all the main areas and give us a good
basis of computer graphics knowledge to build upon. Top-
down approach was well suited for our needs and allowed
us to start writing some programs and experimenting as
soon as possible, which was much better, since most of
the students were more programming oriented.
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6 Conclusions

This paper summarized an introductory computer graph-
ics course, and told the story of learning computer graph-
ics basics from a student’s perspective. The course used
already written codes and entire programs to teach us how
to use OpenGL and how to apply the theory we studied.
Although different approaches probably work better or
worse depending on the students, the approach used in this
course helped us easily master computer graphics basics
and prepared us for advanced computer graphics courses.
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Abstract

With current GPUs being more powerful than the CPU in
certain domains, shader programming has become more
important than ever. Although the tool-chain and language
features of shader languages have recently improved, they
are still not as sophisticated as those of common general-
purpose languages like C++, C# or Java. In order to ben-
efit from these existing features in shader programming,
a seamless integration into an application language would
be favorable.

In this paper, an integration of shader development into
C# is presented. An internal domain specific language was
created that uses the tool-chain of C# and makes shader
development part of the application language. Some of
the benefits are shader type checks at C# compile time,
use of the IDEs auto-completion feature for shaders and a
flexible backend that can support the creation of different
shader languages.

Keywords: domain-specific languages, shading lan-
guages, procedural shading, code generation, C#

1 Introduction

Shader development for programming the graphics
pipeline is a key element in the creation process of a mod-
ern 3d application. Although the flexibility of shader lan-
guages and the available feature sets have increased drasti-
cally over the last few years, the handling of a large num-
ber of shaders is still a challenge. An application might
have thousands of different effects for all the materials
used in its different scenes, but only accesses a few at a
time. This gives the challenges of both management and
optimizations.

The traditional approach is to use highly specialised
shaders, where each material is implemented by a shader
with just the effects that are needed. This approach is
optimized for runtime performance, but leads to a lot of
code duplication. A different approach is the use of a so-
called Über-shader – a big single shader that implements

∗may@vrvis.at
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‡schwaerzler@vrvis.at

all needed effects and creates permutations either at com-
pile (see Supershader [9]) or run-time. This omits code
duplication, but might have lower run-time performance
than the manually optimized code of the highly specialised
shaders.

Both solutions become hard to maintain and to extend
with a growing number of supported effects and permuta-
tions. This paper tries to tackle this challenges by present-
ing a design and implementation of a shader development
infrastructure in C#. With the help of well-established
software architecture patterns (see Section 3), code re-
usability, modularity and expandability is achieved. While
the semantic model describing the operations of a shader
in our framework is highly influenced by the shade tree
concept (see Section 4), an internal domain-specific lan-
guage (see Section 5) is used as an abstraction layer for the
shader development, making the use of IDE features like
auto-completion and type checks possible. A HLSL code
generator produces legacy shader code from the iDSL (see
Section 6). An example (see Section 7) demonstrates the
capabilities of the presented framework.

2 Background

This work is based on the concepts of shade trees and
domain-specific languages. Those roots and related work
are presented in this section.

2.1 Shade Trees

Robert L. Cook proposed a flexible shading model, he
called Shade Trees [2]. It describes a directed acyclic
rooted graph, where nodes represent operations like a dot
product and produce the final color in the root of the tree.
For different parts of the shading process shade trees can
be specified, e.g. for surfaces and light sources. A simple
language was created to define a shade tree. This made
shading more flexible, but it was still lacking higher con-
trol flow, like loops or conditional branching.

Pixel Stream Editor A more powerful language was in-
troduced by Perlin for his Pixel Stream Editor called a
Pixel Stream Editing Language [10]. It processes each
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pixel of an image and has functionality similar to the pro-
gramming language C.

Shading Language Hanrahan and Lawson combined
the ideas of Cooks modular shading and Perlins higher
level shading language to create a language for Pixar’s R©

RenderMan R© and called it a Shading Language [5].

Shader Languages When hardware developers intro-
duced programmable graphics cards, they called their
languages Shader Languages. Three main hardware
shader languages exist: HLSL for Microsoft’s R© DirectX,
GLSL for OpenGL R© and Cg from NVidia R© .

In this paper we are talking about Shader Trees, giving
credit to the roots in Cooks shade trees, but emphasizing
its connection to modern shader languages.

2.2 Domain-Specific Languages

A Domain-Specific Language (DSL) is a programming
language of limited expressiveness focused on a particular
domain [4]. Shader languages are such a languages with
graphics processing as their domain. Two types of DSL
can be distinguished:

External Domain-Specific Languages (eDSL) are inde-
pendent languages with their own tool-chain. They
can be specially tailored to their needs, but can only
rely on tools created for them. Examples of an eDSL
are shader languages like HLSL, SQL and XML.

Internal Domain-Specific Languages (iDSL) are em-
bedded into a general-purpose language. An iDSL
is valid code in its host language and can therefore
use the existing development tool-chain. This means
that the iDSL can use the debugger or type system
of its host, but also that it has to operate inside its
limitations. Functional languages like LISP have a
long history of using iDSLs, but also modern main
stream languages seem to rediscover their benefits,
like C# with LINQ.

2.3 Extending Shader Languages

Different projects extended shader languages with func-
tional or object-oriented designs by means of external or
internal DSLs.

Functional Programming It has been argued that
shaders map well on functional languages, with side-
effect-free shader stages working parallelly over a stream
of data, reminding of pure functions over lists. Renais-
sance is a functional approach for a shader language in
terms of an eDSL [1]. Vertigo [3] on the other side embeds
shader into the pure functional programming language
Haskell and facilitates partial evaluation and symbolic

optimization. An example for the good optimization is
the automatic avoidance of multiple normalizations of a
vector, facilitating expression rewriting.

Although functional programming has a lot of ad-
vantages and a long history of high level language
features, it is not considered as a popular main stream
application model. With shader languages feeling like
a procedural language, there might be a problem with
alienating shader programmers.

Object-Oriented Programming Kuck and Wesche in-
troduced object-oriented design into existing shader lan-
guages [6, 7] relying on the shader compiler to optimize
the added complexities. The introduction of shader in-
terfaces introduced object-oriented programming for dy-
namic linking natively.

McCool, Qin and Popa developed a system that inte-
grates shader into C++ and called it Sh [8]. The shader is
programmed as a sequence of function calls, where the
variables are smart reference-counting pointers that create
a parse tree. Preprocessor macros are used to make the
syntax cleaner.

Although shaders in Sh benefit from the C++ inte-
gration, C# offers additional features in the language and
tool-chain (e.g. Reflection and IntelliSense) that might
benefit shader development.

3 Concept

The design concept of the proposed framework is based
on the Model-View-Controller pattern (MVC), that uses a
shader tree as an internal presentation (see Section 4).

The MVC is a software architecture pattern that sepa-
rates user input (the controller), data storage (the model)
and representation of data (the view) as shown in Fig-
ure 1. By supplying an individual structure for shader def-
inition (iDSL/controller) and one for processing (semantic
model), they can each be optimized for their specific task.

Figure 1: Concept based on the MVC pattern. A shader is
defined in the iDSL, which generates a semantic model for
further processing, that is mostly shader code in the end.
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The conceptual layout in regard of MVC is:

Controller The iDSL is C# code, that gives the feeling of
coding in a shader language. The defined shader code
is put in special classes for structuring and defining
shader stages. Connecting the shader to the applica-
tion is straight forward by assigning the right vari-
ables (see Section 5).

Model While the domain-specific language has defining
shaders and convenience for the programmer in mind,
the semantic model is meant for processing. It is a
shader tree, that represents the functionality of the
shader that was defined in the controller (see Sec-
tion 4).

View The semantic model is translated into a concrete
shading language, that is than compiled by a shader
compiler and sent to the graphics processor (see Sec-
tion 7).

4 Semantic Model

The semantic model is a shader tree implementation and
is the model in the MVC design. Its main functionality is
to represent the defined shader for further processing (see
Section 6).

Shader Tree A shader tree is a rooted directed tree with
the nodes being shader operations (see Figure 2a) and the
edges being the mappings between inputs and outputs (see
Figure 2b).

(a) Shader tree (b) Mapping

Figure 2: A Shader tree consists of operations or shader
fragments as nodes (see (a)) and the edges are input/output
mappings between those fragments (see (b)).

There are four types of shader nodes (also called shader
fragments, see Figure 3). Atom and group fragments are
the basic building stones for a shader, while expression
and function fragments are used to introduce legacy shader
code for prototyping.

• Atom This node is used for all basic operations that
a shader supports. This can be dot product, matrix
multiplication or even swizzle operators. In Figure 2a
the + and - are atom fragments.

• Group This node can group together other fragments,
even other group nodes, to structure code and facili-
tate code reuse. In Figure 2a the Calc Light frag-
ment might be a group node.

• Expression This is a node to embed legacy shader
code for prototyping (see Section 5.3). It consists of
a short piece of code with only one return value.

• Function This is a node to embed legacy shader code
for prototyping (see Section 5.3). It can be several
lines of code long and can have multiple outputs.
In Figure 2a the Calc Light fragment could be a
function node.

5 Internal DSL

The iDSL is the interface to the programmer to define a
shader and represents the controller in the MVC design,
so usability is the prime directive. Based on this definition
the semantic model is created.

To define the later semantic model in the iDSL, the
iDSL has to have the same information stored as the
model, so it is by itself a shader tree. There are differ-
ent nodes for different purposes (see Figure 3 and Sec-
tion 5.1, Section 5.3 and ShGroup in Section 5.2), but
they are all based on ShFragment. The edges or con-
nection information between the nodes are handled by
ShAttribute. The class ShEffect binds together
code for different shader stages to one complete shader
(see Section 5.2).

ShAttribute All inputs and outputs of fragments are
ShAttributes. They are used to connect those frag-
ments with each other and later create mappings of the
semantic model (see Figure 2b). As outputs they hold a
reference to their parent fragment and are then used as in-
puts to connect nodes.

Additionally they are used to set default values or new
values during the runtime of the shader from the main ap-
plication. Therefore special variations for different types
exist of the ShAttribute.

interface IShAttribute;
abstract class ShAttribute:IShAttribute;
abstract class ShAttribute<T>:ShAttribute;
class ShTexture2D:ShAttribute<Texture>;
class ShTexture3D:ShAttribute<Texture>;
class ShTextureCube:ShAttribute<Texture>;
class ShArray<T> : ShAttribute

where T : IShAttribute, new();
class ShSampler : ShAttribute;
class ShBool : ShAttribute<bool>;
class ShInt : ShAttribute<int>;
class ShFloat3 : ShAttribute<V3f>;
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Figure 3: The most basic fragments are the Atom for all basic operations and the Group for modularization. To introduce
legacy shader code for prototyping there is also an Expression and a Function node.

class ShFloat4x4 : ShAttribute<M44f>;
...

5.1 Programming

Writing a shader program in the iDSL looks like program-
ming in any other programming language. Variables are
of the type ShAttribute and connecting two nodes is
done by calling the target like a function with the outputs
of the sources as inputs. Every such call generates a frag-
ment instance as node of the shader tree.

ShAtom The following code shows some examples of
shader code in the iDSL. These are all functions imple-
mented in one of the subclasses of ShAttribute which
create ShAtom nodes.

var bumpTexTS =
texture.Sample(sampler,inPosOS.XY/50);

var normWS =
new ShFloat3(bumpTexTS.XY,inNormOS.Z)
.Mul((ShFloat3x3)inMTrafoTI)
.Normalize();

var reflVec=vecVer2Cam.Reflect(normWS);

var transparency =
1.5f - normWS.Dot(vecVer2Cam).Abs();

5.2 Structuring

A ShEffect represents a complete shader with all
needed shader stages. Each shader stage is a ShGroup,

which holds further iDSL shader code.

ShGroup To reduce code duplication the ShGroup can
encapsulate several lines of iDSL code to be called like
one fragment. An instance of the ShGroup is created in-
side iDSL code by invoking its Call method with the in-
puts as parameters. Outputs are defined as class fields.
The encapsulated iDSL shader code is defined inside the
Call method. The code sets output values by assigning
to the appropriate output fields of the created ShGroup
instance. The registration of input values at the end is also
important to be able to build the semantic model.

class TestShaderStage : ShGroup
{
public ShFloat4 ReturnValue;

public static TestShaderStage Call (
ShFloat4 inPosWS,
ShFloat3 inNormWS,
)

{
var group = new TestShaderStage();

group.ReturnValue =
inPosWS * inNormWS;

return group.InitInputs(
inPosWS, inNormWS);

}
}

ShEffect ShEffect binds all the code together for a
complete shader. The base class has defaults defined for

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
60



Globals and inputs/outputs from different shader stages,
but each new effect can define their own values. The Link
method creates instances of the shader stages, which are
ShGroups and declares connections between the stages
and to/from the pipeline.

class SimpleNormalShader : ShEffect {
public Globals Global;
public VertexInputs VertexInput;
public VertexOutputs VertexOutput;
public PixelOutputs PixelOutput;

public override void Link()
{

var vShader = vertexShader.Call(
VertexInput.Positions,
VertexInput.Normals,
Global.ModelViewProjTrafo);

var fShader = pixelShader.Call(
vShader.outNormOS);

VertexOutput.Position =
vShader.ReturnValue;

PixelOutput.ImageOutput =
fShader.ReturnValue;

Init(vShader, fShader);
}
public class vertexShader : ShGroup;
public class pixelShader : ShGroup;

}

5.3 Prototyping

These nodes are meant for prototyping and not for fi-
nal production code, because they introduce legacy shader
code into the system and therefore limit its usability to one
shader language. They still can be useful to test existing
shader code, that is finally rewritten with ShAtom nodes
for the final production code.

ShExpression An expression is used to ’inline’ a short
piece of shader code. It is not defined in which shader lan-
guage this code is written. The return type must be speci-
fied, but the input types are determined by the given inputs.
The legacy shader code is defined in a string, where the
output is the return value of the expression and the inputs
are represented by using an underscore and the position of
the input as identifier.

var randomTex =
ShExpression<ShFloat>.Call(
"clamp(cos(_0.x * 2 + _1.x),0,1)"
, noise.ReturnValue, inPosOS);

ShFunction To test shader code that has multiple out-
puts or more than one line, a ShFunction is used. Out-
puts are defined as fields and inputs as parameters of the
Call method. In this method, a new node instance has to
be created, and the legacy code and inputs have to be reg-
istered. Also, the type of shader language is specified to
make early compatibility checks. To use the defined func-
tion, only the Call method has to be called in the shader
definition.

class NoiseFromStatic3D : ShFunction {
public ShFloat ReturnValue;

public static NoiseFromStatic3D Call(
ShTexture3D tex,ShSampler sampler,
ShFloat3 texCoord,ShInt numOfSamples)

{
return CreateInstance

<NoiseFromStatic3D>
(Tokens.HLSL, HLSLFuncCode, tex,
sampler, texCoord, numOfSamples);

}

private static readonly string
HLSLFuncCode =

@"{
float perl = 0;
for(int i=0; i<(numOfSamples-1); i++)
...
return perl;

}";
}

6 Processing

The Visitor pattern is used for processing the semantic
model (see Figure 4). This is a software design pattern that
separates an algorithm from the object it operates on. It
keeps the model simple and extending can easily achieved
by adding new visitors. Such processing tasks can be e.g.
optimizations, error checking and code generation.

HLSL Code Generation Each ShFragment and
ShEffect can generate its corresponding semantic
model. The ShAttributes are analysed for the con-
nection information and namings are gathered with reflec-
tion and passed through to the model. The iDSL is parsed
depth-first in pre-order.

The visitor creates HLSL code based on the semantic
model (See example in Figure 5). Effect model cre-
ates an HLSL effect, Atom models are converted based on
a translation table and Expression models get inlined.
Group and Function models become HLSL functions,
but their use gets logged, so that only one HLSL function
per model and per instance is created.

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
61



Figure 4: Processing on the semantic model is based on the Visitor Pattern, to keep the model simple, but also extendible.

In the iDSL a programmer can name fragment instances
and this will be used to name its output variables in the
HLSL code. All other variables become a default name
with a sequential number as identifier. The Example Fig-
ure 5 shows named and unnamed instances.

7 Results

To demonstrate the capabilities of the proposed frame-
work, four examples have been implemented and compile
times have been taken to test the performance.

7.1 Example

To test the implementation four shaders have been im-
plemented (see Test-Fountain.cs as well as the generated
.fx HLSL files in the accompanying additional material)
to demonstrate procedural textures, animated vertex dis-
placement, animated particle system with instancing and
multi texturing. The test scene is a water fountain on a
grass hill (see Figure 6).

Sprinkle Shader This shader generates drops of water
coming out of the top of the fountain by using a particle
system with instancing. The simulation of the water drops
is done on the CPU and produces one transformation per
drop. One model of a water drop is sent to the GPU, where
it is duplicated(instanced) and transformed by the numbers
of transformation from the simulation.

Water shader The water shader implements several fea-
tures in the vertex and pixel shader. All of this code is
independent of any concrete shader language and demon-
strates the power of the iDSL and ShAtom. A normal map
with wave patterns is read from a texture which is shifted
on the CPU to create a simple animation. Vertex displace-
ment is done in the vertex shader by adjusting the position
by the normal map. In the pixel shader reflections of an

Figure 6: Implemented example to demonstrate procedu-
ral textures, animated vertex displacement, animated par-
ticle system with instancing and multi texturing.

environment map and transparency is computed based on
the normal adjusted by the normal map.

Marble and grass shader The last two shader examples
have their main functionality in a ShFunction and a
ShExpression. They demonstrate how existing shader
code can easily be integrated. The marble shader gener-
ates a procedural texture with perlin noise based on a ran-
dom texture. In the grass shader a texture is sampled with
low pass filters in the ShFunction LowPassFilter
and then used as a black and white layer added to the orig-
inal texture in a different resolution, i.e. the filtered b/w
texture covers more space than the original texture. This
multi texturing hides artefacts created by patterns.
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(a) iDSL (b) HLSL

Figure 5: An iDSL converted to HLSL shader code. HLSL code pieces are generated from the iDSL with the same colour.

Overview Following table shows an overview of the
used shadertree fragments in the examples. Typically
two groups are used at least for the vertex- and fragment
shader, but they might as well be any other type of
fragment.

Shader Group Atom Func Expr
Sprinkle 2 15 0 0
Water 3 83 2 0
Marble 2 13 2 2
Grass 2 21 2 1

7.2 Code Analysis

To evaluate the presented framework the effects from the
examples where also implemented directly in HLSL to
compare with the generated versions from the iDSL.

Complexity The following table compares the shader
examples written in the iDSL with manual optimized
HLSL code. The first comparison takes a look at the
lines of code that define the algorithm and the second one
compares the necessary overhead like class and function
definitions. Comments and empty lines were removed and
the same formatting style was used for iDSL and HSL
code.

lines code lines overhead
Shader iDSL Man fac iDSL Man fac
Marble 28 29 0,97 67 46 1,46
Grass 42 43 0,98 69 46 1,50
Water 29 39 0,74 68 47 1,45
Sprinkle 9 9 1,00 43 38 1,13

The comparison shows that algorithms can be de-
fined as compact in the iDSL as in legacy shader code and
involves less than one and a half as much overhead.

The smaller the fragment the more overhead it has with
the smallest function fragment having four times the over-
head in the iDSL compared to the HLSL code. These
smaller fragments are meant for heavy reuse, therefore the

overhead has lesser significance as seen in the comparison
table, where the mentioned function fragment is used in
all, but the sprinkle shader.

Compile Time Measurements were performed on an
Intel Core i7 3,4 GHz with 16 GB main memory. Times
were taken for the translation of the iDSL to the semantic
model (SM), from the model to HLSL shader code and
finaly the HLSL shader compiler (GPU).

Shader SM HLSL GPU factor
Sprinkle 2ms 1ms 11ms 1.22
Water 11ms 5ms 40ms 1.40
Marble 8ms 1ms 28ms 1,33
Grass 7ms 1ms 85ms 1,09

Although we provide a much more convenient pro-
gramming model, the overall compile time impact is
moderate: The additional overhead introduced by our
framework to generate HLSL code is relatively low (a
fraction of a second) even for complex shaders, making
the approach feasible for interactive editing of material
parameters. Note that recompiling shaders each frame
is not applicable anyway, since the compilation time for
HLSL effects (from HLSL to GPU byte code) lies around
10-90ms for small programs as well).

Run Time The rendering time needed for a generated
shader was compared to a manual optimized one with
no noticeable difference. The presented examples where
used, but neither them nor the used scene was meant for
performance testing. Therefore testing of bigger scenes
with more shader effects would be necessary for a repre-
sentative performance study.

Debugging The proposed framework introduces addi-
tional possibilities for debugging shaders:

Host language The development environment of C# Vi-
sual Studio supports finding errors in the iDSL al-
ready while writing code, e.g. by highlighting type
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errors or typos. Basic error checking of the shader
tree structure is done during conversion to the seman-
tic model, but can be extended with any type of run
time checking with new visitors. This can even be
used to run the shader code on the CPU in a software
renderer to use CPU tools for debugging.

Shader language The generated code is legacy shader
code and therefore it can be debugged as any other
HLSL code. The readability of the generated code
is key to understand the location of the problem and
is the responsibility of the visitor. Another key fea-
ture to trace an error from the shader code back to the
iDSL is the ability to name a fragment call, which is
used in the generated HLSL code to name the output
variables of that fragment accordingly. This supports
matching parts of shader code to the iDSL it is based
on.

8 Conclusions

In the presented work, a framework for integrating shader
development into the host language C# has been proposed,
facilitating the generation, management and re-usability of
shader code. This is achieved by embedding the concept
of shader trees into an internal domain specific language,
allowing well-know and often-used IDE features like auto-
completion and type safety to be used in the otherwise tire-
some generation of HLSL code.

Although this approach introduces a small overhead in
terms of the overall compile time, the advantages gained
from this convenient programming model may prevail in
many situations where rapid and reliable shader develop-
ment is of importance.

Future improvements in the proposed system could be
the support of other shader languages (GLSL, CG, We-
bGL), basic control structures (branching and looping) and
further shader pipeline features (stages like geometry or
tesselation shaders, or multipass rendering).
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Abstract

Isa bey tekke does not exist any more in Sarajevo. This
valuable cultural heritage object was completely destroyed
and a gasoline station was built in its place. Virtual recon-
struction has recovered the appearance of the building, but
not what was happening inside. The Mevlevi dervish ritual
was presented using interactive computer animation. The
goal of this paper is to explore the perception of the user
who is placed in the middle of the ritual, with dervishes
twirling around, enabling him/her to discover the details
following the interactive story structure.

Keywords: Interactive digital storytelling, computer an-
imation, intangible cultural heritage, virtual cultural her-
itage.

1 Introduction

The use of digital storytelling is becoming very popular in
virtual cultural heritage applications. Many virtual recon-
structions of cultural heritage sites are accompanied with
stories about events and characters related to those sites.
Virtual museums are also incorporating digital storytelling
in both virtual and enhanced physical collections [15].

Scientific research involved in these applications is
looking for the most appropriate form of digital story-
telling. They vary from simple text, virtual and real
guides/storytellers [1, 18], audio narration, movies to in-
teractive forms such as serious games.

Our research is focused on story-guided virtual cultural-
heritage environments. We have introduced a story for
guiding the user through the virtual museum, provid-
ing him/her the context and background of virtual ex-
hibits [3, 17]. In this paper we introduce the concept of
interactive computer animation for presenting intangible
cultural heritage, such as legends, tales, poems, rituals,
dances, customs etc. The concept is evaluated on the case
study presenting the religious ritual Sema, used to be per-

∗mh14944@etf.unsa.ba
†rturcinhodzic@etf.unsa.ba
‡srizvic@etf.unsa.ba

formed in Isa bey tekke in Sarajevo from 15th till 20th
century.

The paper is organized as follows: Section 2 gives a
short overview of the related work in similar projects, in
Section 3 we describe the concept of interactive animated
storytelling. In Section 4 we describe the case study. In
Section 5 we present the results of user evaluation. In
Section 6 we present conclusions based on our experience
from this project and some directions for our future work.

2 Related work

The interactive storytelling is an effective way to present
large amount of information to a general audience. It is es-
pecially useful for museums. The idea of using an avatar
as a personal guide and storyteller for each visitor is con-
sidered as improvement of an interactive story [8]. The
avatar’s speech and animation is synchronised with syn-
thetic voice that can be easily updated. The avatar can be
incorporated into the environment and its appearance can
enhance the effect of the interactive story, but the sound
of its voice could be a less enhancing effect comparing to
the voice of a professional human narrator. Using syn-
thetized voice in this work would influence users’ percep-
tion. There is a great probability that the mysticism created
with spiritual music and special designed parts of the en-
vironment would loose its strength. Therefore we decided
to use the softer sound of human voice. Improvements for
this work could be done by allowing the user to become a
dervish at certain parts of the storytelling.

There are many examples of interactive storytelling and
just a few of them are mentioned here. An important ques-
tion is what sort of abilities people need to enjoy story-
telling [11]. There are three abilities that have to be in-
fluenced positively in order to have a great and successful
story: focus, empathy and imagination. Creators of games,
movies and virtual realities have them in mind when cre-
ating the story. Main characteristics of interactive story-
telling are: unlimited freedom, various goals, originality
and variety of the story lines, deeper immersion. This is a
promising technology for the future. The area in which it
is applied (movies, games, virtual reality) makes different
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things important, but there is still a lot to do in this field.
The research project Virtual Heritage Tours: Develop-

ing Interactive Narrative-Based Enviroments for Historical
Sites is about Nottinghams cultural heritage [10]. Users
can choose the road they will take and they feel like being
a part of the examined environment and not just a pas-
sive audience. They can move around, view the action and
sometimes interact with it. The story is not linear but nar-
rative coherence still exists. The narratives are triggered
as users approach an object. In our case study we activate
stories on mouse click. We believe it is better as it allows
users to explore objects and space without any unwanted
interruptions. On the other hand, it would be hard in this
case to allow user to choose the road to follow. A lot of
additional work should be done to make this possible. It
should be taken into consideration that the presented ob-
ject is not known to the majority of audience in the Europe,
and stronger guiding is necessary for less familiar subjects.

In [7] a virtual environment was created from Giotto’s
scene ”The Rule Confirmation” . This scene is presented
in 3D. Characters in the scene are mapped by original
Giotto’s fresco models. In this project, two virtual real-
ity installations have been realized. In the first a visitor
can virtually enter into the Giotto’s Fresco. The charac-
ters are animated and shown while performing the actions
painted by Giotto. The main goal is to involve the visitors
in the 3D scene.

In the second installation the user is able to interact in-
side the 3D scene, changing the view point in real time.
User can also compare directly the 3D scene and the 2D
image by Giotto.

When there is no visitor in the room a simple anima-
tion shows Giotto’s fresco in 2D with its translation in 3D.
Then a short movie starts; when it ends the 3D scene be-
comes animated. Visitors are able to interact inside the
virtual space by moving in the real space without any in-
terface like mouse, joystick, etc; The motion capture tech-
nology is used for this purporse: there is an infrared video
camera placed on the ceiling, which frames the interactive
space, identifies the first user who enters and keeps track
of user’s position while being inside the area covered by
the camera.

Contentwise, this work is the closest to our work of
all three mentioned here. Natural movements through the
space are definitely a better option then using navigation,
but it also needs more equipment to be realized. It would
be good for this work, as well as for Giotto’s fresco, if the
user could actually become one of the characters on the
scene.

3 Interactive animated storytelling

Glassner defines interactive storytelling as a two-way ex-
perience [2], where ”the audience member actually affects
the story itself”. Manovich also introduces the possibility
for audience to change the story and offers the concept of

an interactive narrative as ”a sum of multiple trajectories
through a database” [12].

The proposed concepts are suitable for the story with a
classical dramatic structure, containing catalytic problem,
climax and resolution. In case of a story that has informa-
tive character, such as in documentary forms, we propose
to implement interactivity by dividing the story in parts
and enabling the user to activate them according to his in-
terest or sensibility.

In our concept the story consists of the main story and
substories. The main story is a sequential narrative about
the dervish religious ritual. It is divided in logical parts as
the ritual is developing. Substories present some objects
in the ritual room semahana or participants in the ritual
in more detail. They are activated on mouse click by the
user from the moment of the first mention of the particu-
lar object or character until the end of the main story. In
any moment the user can activate the story map and nav-
igate directly to some chosen part of the main story or a
substory.

Virtual reconstruction of this ritual was first imple-
mented as computer animation rendered in a movie. Then
we decided to implement the interactive form of that com-
puter animation and virtually place the user in the middle
of the ritual.

We were interested how the user will feel in that situ-
ation and to compare it with the perception of the movie.
Results of the user immersion level will show if intangible
heritage could be more efficiently presented using interac-
tive rather then non-interactive storytelling form.

4 Case study

Tekke (tekija) is the place where Dervishes gather and per-
form religious ceremonies. Tekke buildings were built as
a part of natural surroundings and were completely open
towards its ambience. Very often attributes of locations
chosen for the tekkes are: a river, a cliff, a canyon, a hill,
etc. In Bosnia and Herzegovina, tekke buildings appear
in 15th century. Isa-bey’s tekke (Figure 1) of the Mevlevi
order is the first tekke in Bosnia and Herzegovina and was
built by Isa-bey Ishakovic in 1461, at Bentbasa near Sara-
jevo.

Figure 1: Isa-bey tekke [16]
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The Isa-bey’s tekke was occasionally destroyed by fires
and floods, but was rebuilt after each disaster. In 1957 it
was demolished for the last time, and the burial ground
was destroyed. The destruction of the tekke was finalised
by construction of the road and petrol station on the loca-
tion of the site [16]. The natural and architectural ensem-
ble of the Isa-bey’s Tekke in Sarajevo is designated as a
National Monument of Bosnia and Herzegovina in March
2005.

The virtual reconstruction of Isa-bey’s Tekke was im-
plemented through a graduate project at the Computer Sci-
ence Department of the Faculty of Electrical Engineering
in Sarajevo (Figure 2). Exterior object model and two in-
terior rooms have been created.

Figure 2: 3D model created in 3DS Max [16]

Figure 3: Storyboard

The project has successfully introduced the public
with the cultural heritage object that does not exist any
more [4], but it still remained unknown what was going on

inside the object. Therefore we have undertaken the devel-
opment of the second phase of the project, a digital story
about the zikr ceremony inside the Isa-bey’s tekke, and in
the third phase we made it interactive.

4.1 Virtual presentation of dervish ritual
(zikr)

The Mevlevi order is one of the most well-known of the
Sufi orders. It was founded in Konya by Rumi’s follow-
ers after his death. The Mevleviye are known for their fa-
mous Sema ritual, that, as they say, ”represents a mystical
journey of man’s spiritual ascent through mind and love to
”Perfect”. Turning towards the truth, his growth through
love, he deserts his ego, finds the truth and arrives to the
”Perfect”, then he returns from this spiritual journey as a
man who reached maturity and a greater perfection, so as
to love and to be of service to the whole of creation, to all
creatures without discrimination of believes, races, classes
and nations” [6].

Figure 4: 3D model of dervish and tennur [14]

Figure 5: 3D model of ney b) 3D model of kudum [14]

The ritual takes place in Semahana and consists of
seven parts. The digital storytelling process was imple-
mented through the following phases: research and col-
lecting of materials, writing the scenario, scenario visual-
isation with storyboards, modeling objects, textures creat-
ing and mapping, skinning, character animation, modeling
clothes, clothes simulation, scenes illumination, cameras
positioning, rendering the final movie in 3ds max, record-
ing the narration, importing the movie and narration into
Windows Movie Maker and finalizing digital story.

A storyboard is used to describe each scene as a unique
sequence of pictures. Figure 3 presents the storyboard of
our digital story.

The models of characters are created in 3DS Max and
the biped construction was used for character animation.
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Some of the models and clothes are presented in Fig-
ures 4, 5, 6 and 7.

After rendering the animation in 3ds max we created a
movie sequence and performed audio mix with narration
and postproduction.

Figure 6: 3D model of Quran [14]

Figure 7: Character model and biped [14]

4.2 Interactive computer animation

The third phase of the project was to create interactive
computer animation based on digital story described in
Section 4.1.

An example of created model is shown in Figure 8.

Figure 8: Sketch and final model of dervishs body created
in 3DS Max [14]

Skeletal animation was used for realistic animation of
characters. After modeling, all models are imported into
Unity. The Unity game authoring tool was chosen for its
portability with 3ds max software. We encountered a prob-
lem that vertex animation is not officially supported by
Unity yet, so it is not possible to import vertex animations
or morph targets directly from 3DS Max. It could be done
using scripting in Unity. Due to the lack of time and lack
of experience in scripting, some parts of the digital story
are not interactive.

To have a playable file in Unity it was necessary to add
scripts and attach them to objects. The Java scripts are
written in MonoDevelop integrated development environ-
ment (Figure 9).

Figure 10 shows a dervish with attached script.

Figure 9: MonoDevelop IDE

Figure 10: The script attached to an object

Our goal was to place the user inside the digital story
about zikr ritual. Users can move within the Semahana
(the room where the ritual is performed, Figure 11), among
dervishes and static objects.

Figure 11: Semahana in Unity 3D

The Sema ceremony is divided in the main story and
substories. The main story is divided in parts playing
sequentially one after another. Some objects related to
the story are described in more detail through substories,
activated when the user clicks on the object in question,
marked by red color. After a substory is finished, the user
is back to the current location in the main story. The struc-
ture of the interactive story is presented using the site map
(Figure 14).

The 3DS Max animation files have been imported in the
Unity 3D together with narration and video files. Interac-
tive digital story opens after the short intro. Its parts are
opening automaticaly one after another. The clickable ob-
ject in the scene becomes red when the mouse is over it
(Figure 12).When the user clicks on the object, the sub-
story about that object is being played (Figure 13).

After the substory is finished, the user is back to the
same place in the main story. The visitor can open the
Site map anytime and directly choose the part of the story
which he/she wants to explore.
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Figure 12: One of the clickable objects - mihrab

Figure 13: Substory about mihrab

The Unity virtual environment is exported into exe-
cutable file for interactive use [13].

5 User evaluation

The user evaluation of the project was conducted using
questionnaires and interviews. The study included 20 par-
ticipants. This number was considered satisfactory for
the qualitative analysis methodology, as the practice has
shown that 7 users will find approximately 80% of prob-
lems of an interface [5]. Lazar et al state in [9] ”In some
cases, statistical techniques can be used to determine the
minimum number of subjects necessary for a result of a
given significance. Usually, you want at least 15-20 par-
ticipants: smaller studies may miss potentially interesting
results.”

Some of participants received the materials and the
questions over e-mail. They were asked to view the ma-
terials and to answer questions afterwards. Other partici-
pants had an interview after they went through the mate-
rials, which opened the possibility to discuss parts of the
presented work in more details.

5.1 Experiment design

The materials viewed by the participants were divided
into three categories. The first category included only the
movie, the second category included only the interactive
computer animation and the third category included both.

Figure 14: The site map

Five people were involved in the first and second category
and ten people in the third category.

There were no specific conditions set by choosing the
participants related to the age, nationality or profession.
The participants have the average age of 36. Four partici-
pants reported seeing problems and none of them reported
hearing problems. Eight of them are not experienced com-
puter users.

5.2 Qualitative data analysis

The evaluation is performed using qualitative methods.
Conversion of qualitative data into quantitative form is
done by the process of data coding. Coding extracts values
for quantitative variables from qualitative data (interviews
and questionnaires) to perform quantitative or statistical
analysis [5]. The process of coding does not affect data
subjectivity or objectivity.

It is often not easy to quantify qualitative information.
The researcher has to examine carefully the words and the
meanings of the subject to code the data as accurate as
possible.

Coded questions are represented in tables below.
Table 1 presents questions used in all three categories.
Questions from Table 2 (excluding E2) were used for the
second and third category.

Based on the research question we need to answer
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Question Code Possible Answer
value

Have you heard of Isa Bey I1 yes 15
tekke? no 5
Do you know what is a I2 yes 18
tekke? no 2
Which order of dervishes I3 right 16
gathered in this tekke? wrong 4
Did you feel like you were E1 yes 15
in a tekke? no 5

Table 1: Category 1 questions

Question Code Possible Answer
value

Have you had problems N1 yes 4
with navigation in the no 11
interactive environment?
Have you used a site map N2 yes 12
(house in the upper left no 3
corner of the screen)?
Would you be back again N3 yes 14
to look at what you no 1
missed?
What is better for learning E2 movie 2
about the object? A movie inter. form 6
or interactive form? equal 2

Table 2: Category 2 and 3 questions

through this user study, the following two hypotheses were
formed:

• H1:Participants felt like being inside of the tekke.

• H2: Interactive animation is a better way of presen-
tation intangible cultural heritage comparing to the
movie.

Questions I1 and I2 examine participants’ previous
knowledge of this subject. Fifteen of them have heard of
Isa Bey tekke and two of them do not know what a tekke
is. Question I3 was correctly answered by 16 participants.
Some of them knew it before they watched their materials,
and some of them learned it from the materials.

All participants have learned something regardless of
the way of the presentation. They have memorized some
details from Mevlevi dervish ritual, objects from the tekke,
historical facts.

Group of questions for categories 2 and 3 (N1-N3) is
related to the navigation through the interactive story and
returning to watch it again. Results are given in Figure 15.

Referring to the questions connected directly with H1
and H2 this study shows the following:

Only 40% of participants who watched the movie have
felt like being inside of the tekke. All participants who
saw the interactive animation and 70% of participants who
watched both felt like being in the tekke (Figure 16).

Figure 15: Navigation problems (N1), use of the site map
(N2) and intention to watch again missed parts (N3)

Figure 16: Feeling like being in the tekke (E1)

The results show that interactive form gives to more par-
ticipants the feeling of being inside of the observed object
(immersion) then the movie.

The E2 question confirms the hypothesis 2. Figure 17
shows that 60% of participants think that interactive ani-
mation is a better form to learn about an object, and 20%
think that they are equal (out of 10 participants from cate-
gory 3).

Figure 17: Preferring movie or interactive form (E2)

The participants preferred the interactive animation be-
cause (quoted from the answers):

• The participant can choose the direction of the story
and can analyse models from different angles.

• The participant can focus on certain details in the en-
vironment that the shots from the movie could not
show (or may be briefly shown). The interactive form
gives freedom to select certain part of information the
participant would like to listen to again.

• Active participation.
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• By watching a movie some things can be missed and
concentration can decrease. The interactive form is
more interesting - it is not just watching, but the par-
ticipant has to do something by himself/herself and
stays focused all the time.

• It is more concrete and gives the feeling to be present
in the object comparing to the movie.

• It is more interesting and enables controlled moving
through the space.

• It gives the ability to feel the space that does not exist
any more, enables free moving and exploring that a
movie can not provide.

The participants from all categories said that they would
like to have more information. Those who watched just
the movie pointed out that they would prefer more music
and longer presentation. Animation quality, scenography,
quality of the sound and navigation were the main things
that bothered the users. It is interesting that the lack of
continuity (sudden jumps from one scene to another, feel-
ing like they miss something in between, quick movements
of dervishes during the dance) were bothering the partici-
pantes from categories 1 (60%) and 3 (20%).

Users who watched only the interactive animation did
not report anything about this. The reason is probably
the freedom they had by moving through the environ-
ment and no experience with the movie. Some participants
from categories 1 (40%) and 3 (20%) expected high qual-
ity animation and characterized the movements as plastic
and objects as unrealistic. Category 2 and 3 users com-
plained about navigation (too fast moving, confusion on
some places) or intensity of light (40%). Participants from
all categories complained about narration and sound. The
reason for this probably lies in not using professional nar-
rator and equipment. The participants from categories 2
(60%) and 3 (20%) were absolutely satisfied with materi-
als. Additional 50% of the category 3 users complained
just about navigation, light or sound.

Some users recommended to improve the navigation,
the sound and to decrease the light intensity. They sug-
gested to give additional information about the objects and
ritual and to present some of it in the written form. They
liked the music and would prefer to hear more of it.

Most of the participants like the idea of this project
(70%). Interactivity was pointed out as the best feature
by 67% (category 1 is excluded). They liked the possibil-
ity to move through the tekke and to find out more about
the objects they were interested in.

6 Conclusions

Intangible cultural heritage can be efficiently presented
using digital storytelling. On the example of the sema
dervish ritual virtual presentation, we showed that users

feel more immersion in interactive animation then in non-
interactive storytelling form (movie). The feeling of im-
mersion is enhanced by virtual characters, participants in
the ritual, twirling around the viewer. Ability to activate
substories by clicking on a certain object or character from
the virtual environment made the users more comfortable
with the exploration of the presented ritual.

In the proposed concept the user was interacting with
the flow of the story, but not with the characters. The nar-
rator was not visible and there was no avatar representing
the user. In our future work we will explore if the user
feels more comfortable to also interact with the characters
in the story, to see the narrator and interact with him/her
and to be able to see himself as an avatar.
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Abstract

Peripheral arterial diseases are among the most important
public health problems in developed countries. Blood ves-
sel analysis on medical images, that is, extraction of the
center lines and corresponding local cylinder radii, is the
basis for diagnosis and treatment of these diseases. The
proposed method employs an already existing peripheral
artery tracking method in a multi-resolution fashion. The
multi-resolution approach intends to improve the execu-
tion time, but in the same time preserves accuracy and high
recall of the tracked vessel tree. The new approach also
aims to improve tracking of very small vessel structures
(capillaries). The obtained results show 40% improvement
of execution time, preserving the accuracy measure and
loosing 4% recall of tracked vessel tree, in comparison to
an already existing single resolution vessel tracking frame-
work. In addition, better capillary tracking performance of
the proposed method is demonstrated.

Keywords: Vessel tracking, multi-resolution analysis,
segmentation

1 Introduction

Peripheral arterial diseases (PAD) are among the most
important public health problems in developed countries.
They affect 12% of the adult population and 20% of indi-
viduals over the age of 70 [2]. Blood vessel analysis on
medical images is the basis for diagnosis and treatment of
these diseases and Computed Tomography Angiography
(CTA) is extensively used for studying vascular diseases.
CTA allows localization of peripheral arteries and related
stenoses, occlusions or vessel wall calcifications. With the
aid of robust vessel tracking algorithms, radiologists can
evaluate the arteries more accurately.

Vessel segmentation is a challenging task, as segmenta-
tion methods should deal with different image modalities,
application areas, degree of interactivity, types of output
required, computational efficiency, etc. In fact, there is no
general segmentation method that can extract vessels from
every medical imaging modality. An overview of differ-
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ent techniques on vessel tracking is given in [4] and [5].
Other existing reviews are dedicated to a limited amount
of works and applications such as CT peripheral angiogra-
phy [1].

Multi-resolution approaches perform segmentation on
different image resolutions and aim to increase process-
ing speed. After segmenting the large vessels at a low
resolution, smaller vessels in the neighborhood of already
segmented vessels can be segmented at higher resolutions
with a higher level of precision. Wink et al. [7] intro-
duce a multi-scale approach with an implicit scale selec-
tion mechanism which is also based on multi-scale ves-
sel enhancement filtering. The vessel tracking method of
Yang et al. [8] combines a 3D geometric moment opera-
tor with a multi-scale Hessian filter to estimate the vessel
central axis location, its local diameter and orientation.

There are three methods which form the basis of the
proposed method.

1. The model-based approach as proposed in [9], which
combines appearance and geometric information in
order to establish assumptions on the spatial appear-
ance of a vessel.

2. The approach in [3] which is the improved version of
[9] in terms of tracking and connecting the tracked
vessels. This approach presents a new tree growing
method which builds the vessel tree from tracked ves-
sel segments using a rule-based anatomical heuristic,
where each rule represents knowledge about a cer-
tain kind of connection. The tree growing phase is
the only manual part of the algorithm where the user
should select a desired vessel segment in order to buid
the vessel tree.

3. The peripheral vessel tracking in [6] which is a mod-
ified version of the other two approaches. The other
two approaches are designed for tracking coronary
arteries and needed many changes in order to track
peripheral arteries. The changes range from the
way the algorithm search for potential seed points
of peripheral arteries to changing the parameters re-
lated to anatomy of peripheral arteries like the vessel
minimum and maximum diameter or the gray value
threshold for considering a voxel as potential vessel
lumen. This approach from now on is referred to as
the base approach.
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The scope of the work is extracting the centerline and
corresponding radius of peripheral arteries in CTA data.
Tracking of peripheral arteries mainly deals with relatively
big datasets (with 700-1800 slices), covering half of the
human body (from abdomen to foot). Therefore the algo-
rithm requires substantial time and hardware resources to
process the data. Finding a solution to accelerate vessel
tracking algorithms would save a lot of time in everyday
clinical life. A fast algorithm increases the usability and
let the user interacts with the obtained result as soon as
image acquisition is done.

The aim of this work is to propose an improved vessel
tracking method by combining the strengths of an already
existing peripheral vessel tracking method with a multi-
resolution approach to achieve a faster processing perfor-
mance while preserving a high recall and accuracy of the
tracked peripheral arterial vessel tree. Also this work aims
to investigate the possible improvement of the ability of
the multi-resolution approach in tracking capillaries.

2 Methodology

The proposed method consists of the four phases of se-
lection of the seed points, vessel segment tracking, mask
creation around segments and building vessel tree.

1. Seed selection: The seed selection is based on the
method in [9]. The algorithm uses local symmetry
feature extraction and 3D image gradient in order to
calculate potential seed points of peripheral arteries.
For each voxel with position of p in the data if the gra-
dient is above a fixed threshold Pgradient , the voxel is
regarded as the surface point of a vessel in the dataset.
Then the intersection point p′ between the opposite
side of the vessel profile and the scan line defined
by position p and the corresponding gradient vector
is calculated by simple ray casting method. Once p′
is identified, the radius rc and center point pc of the
estimated vessel profile will be identified. For esti-
mating the orientation dc, the algorithm generates a
set of radial scan lines perpendicular to the vector
~pp′ and proceeds each scan line using the same ray

casting approach and Pgradient as in the previous step,
generating a set of points that intersects with the po-
tential vessel surface. The intersection with minimal
distance to the center point pc is denoted as p′′. The
orientation vector dc is calculated as the cross prod-
uct between ~pp′ and ~pp′′. Each of the calculated seed
points is represented by position pc, radius rc and the
orientation vector dc, in the following referred to as
seed set Sseed(pc,dc,rc).

2. Vessel segment tracking: For the calculated seed
points, a curved cylindrical shape model is matched
along the vessel structures for extracting the vessel
segments of the peripheral arteries [9]. Similar to
[3], the algorithm tracks the vessels in both directions

Figure 1: Mask creation scheme, vessel nodes are shown
by black circles, created mask for each vessel node is
shown by gray cube. Mask for end points of a vessel
segment has relatively bigger size in comparison to other
nodes.

of +dc (forward) and -dc (backward) of the seed set
Sseed . This step is repeatedly carried out for all seed
sets that are not located inside previously tracked ves-
sel segment. The set of tracked vessel segments is
denoted by V . End points of tracked vessel segments
(denoted by EP), play an important role in defining
an efficient mask and respectively detecting new ves-
sel segments. Extracting the mentioned end points is
handled as a part of vessel segment tracking.

3. Mask creation around segments: For each vessel seg-
ment’s node nnode(pc,dc,rc) ∈V , the algorithm cre-
ates a 3D mask based on the node’s position pc and
radius rc. The size of the mask is equal in X and Y
direction and is narrower in Z direction in order to
maintain minimum overlap of the kernels in Z direc-
tion. The edge size of the 3D kernel for X and Y di-
rection is PmaskEdge ·rc and 2 ·rc for Z direction. Scal-
ing the mask by radius rc adapts the size of the mask
to the enclosed segment and ensures that branches
can be detected. After creating a mask for all nodes in
vessel segments, the end points of tracked vessel seg-
ments need extra consideration. This extra treatment
is required due to the possibility of finding potential
seeds and consequently new vessel segments in dis-
tal nodes of a vessel segment. Therefore the mask
size should be bigger in end points of a vessel seg-
ment than in the other parts. The kernel edge for end
nodes is 2 ·PmaskEndEdge for all X, Y and Z directions.
Figure 1 presents the mask schematic (gray boxes)
for vessel nodes (black circles). As it can be seen the
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mask is created by concatenation of cuboids.

4. Tree building:The result of the tracking phase is a
set of unconnected and unbranched vessel segments.
The goal of this final phase is connecting tracked ves-
sel segments based on the rule-based tree growing
method in [3] which defines a connection path as the
shortest path between a node and another node within
the same vessel segment of a given size. The obtained
result will be unify vessel tree due to this approach
does not allow any disjoint vessel tree to be a part of
final vessel tree.

The first three phases are performed in three different
resolutions of the data:

• Phase 1: low resolution, where the data is 4-times
down-sampled.

• Phase 2: mid-resolution, where the data is 2-times
down-sampled.

• Phase 3: full resolution (original data).

The last phase is performed in full resolution after all
possible vessel segments are tracked. Trilinear down-
sampling is used to create the data in low and mid-
resolutions. The proposed algorithm first selects seed
points and tracks vessel segments in low resolution. If
the amount of tracked vessel segments in low resolution
is higher than a threshold, then the algorithm creates in
mid-resolution a mask based on the tracked vessel seg-
ments in low resolution, selects seeds in the area limited
to the mask and tracks again vessel segments. Otherwise,
the algorithm discards the tracking results in low resolu-
tion and starts from scratch in mid-resolution. This means
that the whole data is processed in mid-resolution in order
to select see points and to track vessel segments based on
them. In full resolution the algorithm defines a mask based
on tracked vessel segments in mid-resolution and selects
initial seed points in the area limited to the mask in order
to track vessel segments in full resolution. Finally in the
last step the algorithm builds vessel tree based on tracked
vessel segments. The individual stages are explained in
detail in the following sections.

Low resolution

The objective in this resolution is finding the major arter-
ies with a large diameter presented in the dataset. In this
resolution seed selection is applied to the whole dataset re-
sulting in certain amount of seed sets SseedLow(pc,dc,rc).
Based on the calculated seed point the algorithm tracks the
vessel segments VLow in this resoluiton. The minimum ra-
dius of the vessels PminRadiLow, is assigned in a way that
the algorithm tracks just vessels with big diameters. Due
to the low accuracy of the obtained vessel segments in low
resolution, these vessel segments are just used to create a

mask for mid- and full resolution and can not be consid-
ered as a part of the final vessel tree.

As the last step in low resolution, the quantity of tracked
vessels is checked in order to evaluate vessel tracking per-
formance in this resolution. Due to limiting the length
and the radius of tracked vessel segments in this resolu-
tion, low quality datasets may result in no or very low
amount of tracked vessel segments. If the total num-
ber of tracked nodes in low resolution NnodeLow is higher
than PminNodeLow, the algorithm can proceed to the next
level. Otherwise, the obtained results in low resolution
are discarded and the algorithm starts from scratch in mid-
resolution. Figure 2 depicts the schematic of the steps and
Algorithm .1 presents the pseudo code in this resolution.

(a) (b) (c)

Figure 2: Seed selection and vessel tracking in low reso-
lution. (a) calculated seed points (b) tracked vessel seg-
ments (c) identified end nodes of the tracked vessel seg-
ments with the lenght larger than PvesselEndLow.

input : ∆ = 4 down-sampled version of volumetric
dataset

output: Set VLow of estimated vessel segments

1 for each voxel with position p in ∆ = 4 down-sampled
version of volumetric dataset do

2 if gradient(p)≥ PgradientLow then
3 Calculate the set of SseedLow ;
4 end
5 end
6 for each seed set sseed(pc,dc,rc) ∈ SseedLow do
7 Find the set of VLow and EPLow;
8 if (total number of nodes inside VLow)

≤PminNodeLow then
9 Proceed to one level higher based on

Algorithm .2 ;
10 end
11 end

Algorithm .1: Pseudo code of steps in low resolution
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Mid resolution

The objective in this resolution is creating a mask based
on the tracked vessel segments in the low resolution, per-
forming seed selection in the area defined by the created
mask and afterward tracking vessel segments based on the
selected seeds.

After defining the mask based on VLow, the seed se-
lection phase is applied. But as it can be seen in fig-
ure 3b, this phase is applied just in the area defined by
the masks. Note that the mask is shown as consistent
cuboids for reasons of simplicity. The obtained seed points
SseedMid(pc,dc,rc), are used for the vessel tracking phase
in this resolution. Tracked vessel segments VMid are more
accurate than the one in low resolution. Figure 3 depicts
the steps and Algorithm .2 presents the pseudo code.

(a) (b) (c) (d)

Figure 3: Algorithm’s performance in mid-resolution. (a)
created mask for tracked vessel segments in low resolution
(b) area in mid-resolution data that seed selection should
be performed (c) calculated seed points (d) tracked vessel
segments

input : ∆ = 2 down-sampled version of volumetric
dataset

input : Set VLow of estimated vessel segments
output: Set VMid of estimated vessel segments

1 for each vessel segment’s node nnodes(pc,dc,rc)
∈VLow do

2 Create MaskMid ;
3 end
4 for each voxel with position p inside MaskMid ∈∆ = 2

down-sampled version of volumetric dataset do
5 if gradient(p)≥ PgradientMid then
6 Calculate the set of SseedMid ;
7 end
8 end
9 for each seed configuration sseed(pc,dc,rc) ∈ SseedMid

do
10 Find the set of VMid and EPMid ;
11 end

Algorithm .2: Pseudo code of steps in the mid-resolution

Full resolution

The algorithm in full resolution aims to maximally grow
the vessel network by tracking smaller vessels. Creat-
ing the mask for this resolution is slightly different than
the one for mid-resolution. The straightforward procedure
would be creating a mask for all tracked vessel segments
VMid . But in full resolution, the more efficient way is creat-
ing the mask for the difference of tracked vessel segments
in mid- and low resolution. This modification in creating
the mask forces the algorithm to focus mainly on the ar-
eas around new vessel segments tracked in mid-resolution
in order to find their possible arborization in full resolu-
tion. After this subtraction, for any remaining nodes in
mid-resolution nNodeMid(pc,dc,rc)∈ (VMid−VLow), the al-
gorithm creates the mask with the tuned parameters for full
resolution. As explained before, the two parameters of
PmaskEdgeFull and PmaskEndEdgeFull respectively define the
mask size for vessel segments and end points of the vessel
segments. Figure 4a shows the mask creation scheme in
full resolutions. In this step, as it shown in Figure 4b, the
seed selection phase is applied on the original input data
after the full resolution mask has been defined. The ob-
tained seed points SseedFull(pc,dc,rc) are used for the ves-
sel tracking phase in this resolution. As mainly thin ves-
sels are the tracking target in this resolution, PmaxRadiFull
is reduced. Finally the tracked vessel segments plus the
vessel segments obtained in mid-resolution form the final
tracked vessel segments and are used in the tree growing
phase to create the peripheral vessel tree.

(a) (b)

Figure 4: Mask creation scheme for full resolution. (a)
created mask for new tracked vessel segments in mid-
resolution (b) area in full resolution in which seed selec-
tion is performed.

3 Results

Evaluation was done based on 9 randomly selected CTA
datasets which vary widely in terms of image quality and
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input : Original version of volumetric dataset
input : Sets of VLow and VMid of detected vessel

segments
output: Set VFull of estimated vessel segments

1 for each vessel segment’s node
nnodes(pc,dc,rc) ∈ (VMid−VLow) do

2 Create MaskFull ;
3 end
4 for each voxel with position p inside MaskFull in

original version of volumetric dataset do
5 if gradient(p)≥ PgradientFull then
6 Calculate the set of SseedFull ;
7 end
8 end
9 for each seed configuration sseed(pc,dc,rc) ∈ SseedFull

do
10 Find the set of VFull ;
11 end
12 VTotal = VMid +VFull ;

Algorithm .3: Pseudo code of steps in the full resolution

Parameter Low Mid Full
Pgradient 1025 G/S 1100 G/S 1100 G/S
PmaskEdge - 2 voxel 6 voxel
PmaskEndEdge - 8 voxel 10 voxel
PvesselEnd 13 mm 10 mm -
PminRadi 4 mm 1 mm 1 mm
PmaxRadi 12.5 mm 11.5 mm 9 mm

Table 1: Summary of assigned values for parameters used
in the proposed multi-resolution approach.

degree of disease. For each dataset the centerlines of pe-
ripheral arteries were annotated by a trained observer.

The parameters used for the multi-resolution approach
can be found in Table 1. The tests have been carried out
on a workstation running Windows 7 professional (64-bit)
with an Intel Core i7 Processor (2.67 GHz) and 12 GB
RAM.

The measured average accuracy is 0.77 mm, which is an
increase of 0.02 mm in comparison to the base approach
(0.75 mm). Due to the fact that parts of vessel segments
are tracked in a down-sampled version of the data, aver-
age accuracy loss was expected. The measured average
recall R (reflects how much of clinically relevant vessels
are tracked) is 86%, which represents 4% reduction com-
pared to the base approach (90%). The measured aver-
age precision PR (reflects how much of tracked vessels
are clinically relevent) is 75%, which shows 5% improve-
ment in comparision to the base approach(70%). The total
execution time for all 9 datasets is 2371 seconds which
represents a 40% improvement in comparison to base ap-
proach (3854 seconds). The comparison of the evaluated
measures between the presented method and the base ap-
proach is shown in Figure 5.

(a)

(b)

(c)

(d)

Figure 5: The comparison of evaluation measures between
the presented method and the base approach of the 9 train-
ing datasets: (a) accuracy (A), (b) execution time (T), (c)
recall (R), (d) precision (PR).
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In order to analyze the capability of the algorithm to
track capillaries a new dataset with high spatial resolution
contain 1651 slices is chosen (each of the other 9 test data
has around 350 slices). The highlight is the fact that the
base approach needs 1644 seconds in order to track the
vessels with capillaries, whereas the proposed approach
tracks the same vessels with capillaries in just 442 sec-
onds. It means almost 75% faster than the base approach.
This is one of the biggest advantages of multi-resolution
tracking approach.

In addition, extra tracked capillary for dataset 3 is
shown in Figure 6. As it can be seen on the right side
of the figure, tracking of the deep femoral artery continues
from the point it stopped in the base approach (the vessel
segment on left side).

Figure 6: Extra tracking of capillaries. Left part shows
the uncompleted tracked deep femoral artery in the base
approach and the right part shows the continuation of deep
femoral artery in proposed approach for dataset 3.

Figure 7 shows progress of the algorithm in detail for
dataset 1.

4 Conclusion

In this paper an approach for accelerating the segmentation
of the peripheral arteries was discussed. It was shown that
the multi-resolution approach can reduce execution time
significantly and keep the accuracy almost untouched. The
only drawback is a slightly negative impact on the recall
quality. Furthermore, the proposed algorithm performs
better in tracking capillaries.
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Abstract

Most of the modern digital cameras capture colour im-
ages based on the CFA (Colour Filter Array) pattern. Each
point of the sensor matrix acquires one of the R,G, or B
values. The demosaicing algorithms convert mosaic con-
sisted of these points to a standard digital image repre-
sentation with three RGB values for each colour channel.
The quality of the demosaicing algorithms is measured as
a level of deformation in an image after demosaicing com-
pared to the original appearance of the scene. In particu-
lar, unfavourable are the artefacts that are well seen by a
man, like an object blurring or colour halos. In this paper
we conduct a series of the perceptual experiments to mea-
sure the degradation of the image quality after demosaic-
ing. We evaluate six demosaicing techniques that differ
in a concept of used approximations. Perceptuallly visible
artefacts are searched for a native image size and also for
its magnification. The results of the experiments can be
considered as the reference to another quality assessment
algorithms.

Keywords: image difference metrics, image quality, de-
mosaicing, perceptual experiments, image processing

1 Introduction

Modern digital cameras use CCD (charge-coupled device)
or CMOS (complementary metal-oxide semiconductor)
sensors covered by the CFA (Colour Filter Array) filters
to register colours. The intensity of light is measured by
only one sensor, CFA filter separates the light sensitivity
for each colour separately. CFA is an array of three alter-
nating colour filters that pass only one colour (Red, Green
or Blue) to the sensor. Green colour filters occupy half
of the array, because the (HVS) Human Vision System
is the most sensible to this colour. Each pixel has only
one colour measured. The demosaicing algorithms are de-
signed to recover the missing values.

Demosaicing algorithm are approximating algorithms.
Each algorithm like this cause the degradation of the im-
age quality. It is hard to assess this degradation using the
objective methods, because the difference between values

∗tomaszs89@gmail.com
†rmantiuk@wi.zut.edu.pl

of pixels does not reflect changes in the perceptual qual-
ity. Even large differences indicated by the MSE (Mean
Square Error) metric may not be noticeable to the human
eye. On the other hand, small differences indicated by the
MSE could be noticed as a significant difference in the ap-
pearance of the image.

In this work we conduct experiments which evaluate the
image quality degradation after demosaicing process. Ob-
server is asked to indicate which of the two image is of
better quality. The images are generated by various de-
mosaicing algorithms. The measure of quality is the in-
cidence of the artefacts in the image. The results of the
experiment taken on 18 people were subjected to statisti-
cal analysis. Analysis shows statistical significance of the
observed trends and makes final results.

We evaluate both the images displayed in their native
resolution, and their twice- and four times enlargements.
This way, we test how the image magnification influences
the visibility of the artefacts. This operation is a typical
image processing performed before displaying or printing
digital images and, in our opinion, should be considered
during the quality evaluation.

In Sect. 2 the artefacts occurring after demosaicing are
presented and discussed. In Sect. 3 we discuss the basic
concepts of the subjective image quality assessments. In
Sect. 4 we present details of the conducted experiments.
Their results are analysed in Sect. 4.4. The paper ends
with conclusions and providing directions for further work
in Sect. 5.

2 Demosaicing

Demosaicing algorithms

Demosaicing algorithms used during the test are of dif-
ferent degree of complexity and algorithmic rules. The
simplest algorithm - BI (Bilinear Interpolation) is based
on bilinear interpolation of missing colour channels. This
method is fast but introduces the artefacts in high contrast
and with colour changes areas (e.g at the edges of objects,
see Fig. 1).

A better approach is to interpolate values along the
edges of objects (edge-directed interpolation). The green
channel of Bayer mosaic contains the most important in-
formation about the progress of the edge. There is the
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highest sampling rate of the scene for this channel. To de-
tect the edge the difference / gradient between green colour
components in horizontal and vertical direction are calcu-
lated. The smaller difference determines the course of the
edge, and hence the direction of the interpolation [6]. Ad-
vanced methods use higher pixel environment (e.g 5x5)
and include information from the red and blue channels in
the calculations. This approach reduce the aliasing of the
final image [5]. Along the edges interpolation algorithm is
used in this paper, which is called GBI, and was proposed
in [8].

The correct selection of the direction of interpolation
is the determining factor of democaicing algorithm qual-
ity. In [7] an algorithm was proposed, in which the ver-
tical or horizontal direction is chosen on the basis of the
local similarity between pixel values (local homogeneity).
This similarity determines the difference of luminance and
chrominance in the immediate vicinity of the pixel. It is
calculated in the CIE L*a*b color space. The similarity
coefficient is determined for two directions. The selected
is the one with the greater value of similarity coefficient.
This technique is called AHD ( Adaptive Homogeneity-
Directed) and is considered to be one of the best demo-
saicing algorithms. AHD is used in a popular program to
convert images from RAW format - dcraw [3].

We also included demosaicing algorithms: Gunturk, Lu
and Li. Gunturk algorithm is designed on the basis of
observation of the correlations between the red, green,
and blue channels. This demosaicing algorithm removes
aliasing in these channels using an alternating-projections
scheme. More in [4]. Lu method consists of two suc-
cessive steps: an interpolation step that estimates missing
colour values, and a post-processing step that suppresses
noticeable demosaicing artefacts by adaptive median fil-
tering. More in [11]. Li algorithm presents an iterative
approach. The quality of the resulting image depends on
the number of the iterations. More in [9].

During the experiment we used original implementa-
tions of AHD, Gunturk, Lu and Li algorithms. GBI al-
gorithm was used in his original implementation built in
Matlab. The BI algorithm was written independently.

Demosaicing artefacts

The goal of demosaicing techniques is to fill in the missing
information in colour channels. In other words, these algo-
rithms define the missing R,G,B pixel values. The perfect
demosaicing algorithm can estimate the same that appear
in the real scene. Due to the lack of values one needs to use
algorithms based on the interpolation. Interpolation pro-
cess causes artefacts in the resulting images. The most ex-
posed to artefacts are contrasted and colourful places in the
image. Demosaicing algorithms are designed to minimise
those artefacts. The most disturbing are those artefacts that
are easily perceived by people, like artefacts caused by the
wrong direction of interpolation that are recognisable as
the zippering effect (see Fig. 1a).The disruption of the ra-

tio between the values of the colour channels results in the
false colour effect (see Fig. 1b). These two types of arte-
facts occur mainly along strong edges in the image. Ac-
cumulated false colour effect provides to Moire effect (see
Fig. 1c). The incorrect technique of averaging values may
cause image blurring (see Fig. 1d).

3 Subjective quality metrics

Subjective methods are designed to measure the quality of
digital images [10]. These methods are referred as sub-
jective because they are based on the opinion of people
(observers). These opinions are gathered during the per-
ceptual experiments. The observer determines the rank of
the compared images through a series of decisions. Often
they also defines a quantitative measure of quality using
Likert scale.

There are four most commonly used methods of exper-
imental evaluation of image quality. The evaluation with
a reference image (double stimulus) and without reference
image (single stimulus) represent a categorical ranking. In
the forced choice method, the observer is forced to make
a choice between the two images. In the similarity judge-
ment method the observer is not only judging which of the
two images is better, but also determines the difference in
quality between them using the Likert scale

In this work, we decided to use the forced choice tech-
nique (see Fig. 2). This method is granted as the most ef-
fective [10]. During the experiment, pairs of images (test
image and reference image) are displayed in random order.
The observer is asked to select an image of the better qual-
ity. He/she is always forced to choose one of the images,
even when they does not notice any differences in quality
between them. There is no time limit for making a deci-
sion. The method is straightforward, so it is expected to be
more precise than other techniques. However, it requires
a great number of repetitions to compare every possible
combination of images ((0.5(n2−n) for n input images).

Image 1 Image 2

evaluation

Force choice method

Figure 2: Force choice technique (image reproduced
by [10]).
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4 Experimental Evaluation

The main goal of the experiment was to compare the
perceptual quality of images generated by the set of de-
mosaicing algorithms. The images are compared among
themselves and with the corresponding reference images.

4.1 Stimuli

During the experiment we used a set of four scenes se-
lected from the Kodak Image Suite (see Fig. 3). This
dataset is commonly used to evaluate demosaicing algo-
rithms. It is characterised by a wide range of presented
scenes, colours, and textures.

The preparation of the stimuli was based on convert-
ing the original images from the Kodak set to the Bayer
mosaic. The conversion was performed by the elimina-
tion of the corresponding colour channels. After that the
RGB images were reconstructed using every chosen de-
mosaicing algorithm. Additionally, these RGB images
were twice and four times enlarged choosing the most in-
teresting areas (see Fig.3). We used the bicubic interpola-
tion technique from Adobe Photoshop CS5 to achieve the
high quality of this magnification.

Summing up, we generated three images for every scene
for every demosaicing technique and additionally three
reference images presenting original scene (one of a native
resolution and two magnified). The size of all the images
was 512 x 768 pixels.

4.2 Apparatus and experimental procedure

The experiment was performed in a darkened room. Im-
ages were displayed on 24” Eizo ColorEdge CG245W
monitor with a native resolution of 1920 x 1200 pixels.
The display was equipped with a hardware colour calibra-
tion module and was calibrated before each experimental
session.

The software implemented for this experiment uses the
forced choice method (see Fig. 2). It was implemented in
Matlab with Psychtoolbox package [1].

During the experiment, the observer was sitting in front
of the display at a distance of 65 cm. His head was sta-
bilised by the chin rest. Two images were displayed on the
monitor (see Figure 4. The observers task was to point us-
ing the mouse cursor, the image of the better quality. The
grey background was displayed for 2 seconds between ev-
ery comparison.

4.3 Participants

The experiment was conducted for 18 individual observers
(age between 21 and 25 years old, 16 males and 2 fe-
males). All participants had normal or corrected to normal
vision and correct colour vision. The participants were
aware that the image quality is evaluated, but they were
naive about the purpose of the experiment.

Figure 4: The experimental setup.

To shorten the time of a single experiment session, the
input images were divided into 4 sets. The evaluation of
each set lasted less than 20 minutes and every set was eval-
uated by at least 4 observers.

4.4 Results

The results of the experiment are presented in Fig. 5 . The
horizontal bars show the number of cases in which the ob-
servers decided that a given demosaicing technique gener-
ated better images.

It’s worth emphasising that excluding the BI algo-
rithm, there was no statistically important difference be-
tween the algorithms when the images of a native size
were compared (see Fig. 5,averagex1). In practice, only
four times magnification reveals the target ranking (see
Fig. 5,averagex4).

The AHD algorithm proved to be the best solution. Sta-
tistically, its rating is the same as the reference scene. The
Li, Lu, and Gunturk techniques can be classified to the
second group with slightly worse results. They are statis-
tically better than the GBI algorithm. As it was expected,
BI is the worst technique.

5 Conclusions and future work

In this work we conducted the perceptual study of visi-
bility of the demosaicing artefacts. The quality of images
after demosaicing using six different techniques was eval-
uated. Interestingly, the observers did not notice any dif-
ferences among distorted images and the reference scenes
presented in their native resolutions. To reveal the dif-
ferences among the algorithms, the images had to be en-
larged around their most significant areas. The AHD algo-
rithm proved to be the best demosaicing techniques with
the quality close to the reference.

In future work we plan to evaluate the visibility of arte-
facts in the form of the localised distortion maps [2]. We
plan to run experiments where the observers use a brush-
painting interface to directly mark image regions with the
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Figure 5: The results of the perceptual experiment. The
thin black error bars visualise pair-wise statistical testing.
If the two thin bars from two different conditions overlap
at any point, the difference between them is too small to
be statistically significant.

noticeable distortions in the presence of a high-quality ref-
erence image.
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a)

b)

c)

d)

Figure 1: The artefacts generated by the demosaicing algorithms. The rows from top to bottom: a) zipper effect, b) false
colour effect, c) Moire effect, d) image blur. Left column: the reference image, right column: the image with the artefact
generated by the bilinear interpolation demosaicing algorithm. To better depict the artefacts, the size of the images was
upscaled using the NNI (Nearest Neighbour Interpolation) method.
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a)

b)

b)

d)

Figure 3: Images and their magnifications used in the experiments.
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Abstract

This paper considers an efficient implementation of Quasi-
Distance Transform (QDT), which is a grayscale equiva-
lent to distance transform. Distance transform labels all
pixels from the input image according to their Ln distances
to the nearest background pixel, where n denotes the dis-
tance norm. Although numerous methods exist for the esti-
mation of distance transform for binary images, their gen-
eralization for the gray-scale images is vague as there is
no clear distinction between the background and the fore-
ground. A concept from mathematical morphology named
QDT was introduced for this purpose. QDT is derived
from the ultimate erosion operator, which is an extension
of morphological erosion. In the context of image process-
ing, erosion is a minima search operator using a window
function, whilst ultimate erosion is an operator that out-
puts two images. The first contains maximum difference
between successive minima obtained by gradually increas-
ing the window function i.e. the window size, and the
other contains the size of the window at which the max-
imum difference is registered at each pixel. They are re-
spectively referred to as the transform function and the as-
sociated function. QDT is effectively related to the associ-
ated function of ultimate erosion. The associated function
has to be adjusted to a 1-Lipschitzian continuity in a post-
processing step towards finalizing the QDT. The naive im-
plementation of QDT leads to a computational complex-
ity of O(N2.5), where N is the number of pixels, making
it time-consuming even when processing small-sized im-
ages. An efficient method for the estimation of QDT is
proposed in this paper, which has computational complex-
ity of O(N1.5). This is achieved by a decomposition of the
searching windows and reusing the already processed data
at neighboring pixels. As shown by the experiments, the
proposed implementation of QDT is suitable for applica-
tions in image processing.

Keywords: Distance transform, Grayscale, Mathematical
morphology, Quasi distance transform

∗danijel.zlaus@uni-mb.si
†zalik@uni-mb.si

1 Introduction

Distance transform (DT) is a feature-extraction operation,
which typically operates on images. DT assigns to each
image pixel a Ln distance value from its nearest pixel of
interest, i.e. the background [1]. The commonest Ln dis-
tance metrics for distance transform are:

• Manhattan distance (L1) also known as Taxicab or
Cityblock distance, defined as ‖~p‖1 = ∑n

i=0|pi|;

• Euclidean distance (L2) defined as

‖~p‖2 =
2
√

∑n
i=0 p2

i ;

• Chebyshev distance (L∞) or chessboard distance, de-
fined as ‖~p‖∞ = max(p0, p1, · · · , pn).

Numerous DT algorithms have been developed, most of
which focus on the Euclidean DT [2]. However they only
allow processing of binary images, where background
and foreground are well defined. Since there is no ob-
vious distinction between background and foreground on
a grayscale image, a segmentation step is usually applied
prior to distance transform. A recommended preprocess-
ing step is to either amplify features of interest, be it edges,
textures, or certain shades of gray, or to suppress features
that are not of interest. A binary threshold operation is
applied on the modified image to create a binary image.
This image is then suitable for any distance transform. The
described method is prone to errors, which are mainly a
result of the binary threshold operation. In case of auto-
mated processing of images, this limitation requires con-
sistent image lighting to ensure somewhat consistent re-
sults. If image lighting is dependant on the environment,
binary segmentation may fail to successfully separate the
foreground and background, therefore requiring manual
intervention to correct threshold parameters. The Quasi
Distance Transform (QDT), a concept from mathematical
morphology, was introduced by S. Beucher [3]. It oper-
ates directly on grayscale images and furthermore requires
no parameters, thus making it a promising candidate for
automated feature extraction without the need for binary
segmentation. For an image segmentation method which
uses QDT see Hanbury et. al. [4].
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(1.a) Input image f (1.b) s( f ) (1.c) QDT

Figure 1: Example of s( f ) and QDT. Histogram normalization was applied to images 1.b and 1.c to increase image
contrast. Image 1.a was retrieved from USC-SIPI image database [5].

2 Quasi distance transform

QDT is derived from the ultimate erosion operator, which
is by itself an extension of grayscale morphological ero-
sion. For a given image f , all image pixel positions
p = (x,y) are contained in subset E; p ∈ E, E ⊂ Z2 and
E = {0,1, . . . ,X}×{0,1, . . . ,Y}. Grayscale erosion of im-
age f with window w at each given pixel p was defined by
P. Soille [6] as:

[
f 	w

]
(p) = min

∀b∈w

(
f (p+b)

)
. (1)

Thus, erosion assigns to each pixel the lowest intensity
within its neighborhood as defined by window w. Ultimate
erosion expands on this definition by gradually increasing
the observed neighborhood w and outputting two images:

• r( f ) is named the transformation function and con-
tains the maximum differences between two succes-
sive erosions registered at each pixel,

• s( f ) is named the associated function, which contains
window sizes at which the maximum difference is
registered.

For image f , the maximum image side is denoted as κ ,
κ =max(X ,Y ). Let wi, i∈ [0,κ], be a square-shaped struc-
turing element, i.e. a window of size (2i+ 1)× (2i+ 1).
Ultimate erosion functions r( f ) and s( f ) are at pixel p for-
mally defined as:

r( f , p) = max
0≤i≤κ

(
[ f 	wi](p)− [ f 	wi+1](p)

)
, (2)

s( f , p) = argmax
0≤i≤κ

(
[ f 	wi](p)− [ f 	wi+1](p)

)
. (3)

QDT is derived from s( f ) by a correction of artefacts (see
Figure 1.b) that appear due to the masking of features by
outer, more contrast, regions [7]. This common weak-
ness of ultimate operators prevents s( f ) from being Lips-
chitz continuous, whereas regular distance transforms with

L1, L2, L∞ metrics’ are. During the correction step, 1-
Lipschitzian continuity of s( f ) is forced by four passes
(one from each side of the image) comparing each visited
pixel with its neighboring values. If any value difference is
higher than 1, a correction is applied by setting the visited
pixel value to be one higher than the smallest neighbor-
ing pixel value (see Equations (4) and (5)). When all four
passes are complete, the maximum differences are all at
most 1 making the function 1-Lipschitzian continuous and
completing the QDT (see Figure 1.c).

δ (p) = f (p)− min
−1≤i≤1
−1≤ j≤1

(
f
(

p+(i, j)
))

(4)

f (p) = f (p)+

{
1−δ (p) if δ (p)> 1,
0 otherwise

(5)

3 Computational complexity of the
naive method

A naive implementation of QDT is achieved by iteratively
performing morphological erosion with all possible win-
dow sizes at each pixel. Thus, if the naive method pro-
cesses a square image f (where κ =X =Y ), the total num-
ber of pixels is N = κ2. For erosion, square window wi
is used, where i ∈ [0,κ]. The computational complexity
of processing a squared image f with this method can be
summed up as a series:

κ2

∑
1

[ κ

∑
i=0

(2i+1)2
]
=

κ2

∑
1

[ κ

∑
i=0

(4i2 +4i+1)
]

= κ2
[

1
3
(4κ3 +12κ2 +11κ)

]

=
1
3
(4κ5 +12κ4 +11κ3), (6)

giving O(κ5) = O(N2.5).
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Figure 2: Using existing minima values to reduce search space

4 Carrying minima forward on win-
dow increments

An initial optimization of QDT computations can be
achieved by passing the minima found within window wi
to the increment wi+1 at each given pixel. Thus, only the
new border pixels of wi+1 have to be checked for poten-
tially new minima (see Equation (7) and Figure 2).

[
f 	wi+1

]
(p)=min

([
f 	wi

]
(p),

[
f 	(wi+1−wi)

]
(p)
)

(7)
This reduces the search space to searching only a single

window of size κ , denoted as w0→κ . Although the op-
timization significantly reduces the total search-space, it
still needs to be performed independently for each pixel.
The computational complexity of this approach is thus a
series sum of:

κ2

∑
1

[ κ

∑
i=0

(
(2i+3)2− (2i+1)2)

]
=

κ2

∑
1

[ κ

∑
i=0

8i+8
]

= κ2
[

4κ2 +12κ +8
]
= 4κ4 +12κ3 +8κ2, (8)

giving O(κ4) = O(N2).

5 Extending minima-sharing to
neighboring windows

To further improve the computational complexity, the
search-space has to be further reduced. The per pixel com-
putation of the method described in Section 4 is O

(
N
)
.

Thus, the per pixel computational complexity should be
improved by reducing the dependency of window w from
image f . The proposed method achieves this by sharing
minima between the windows of neighboring pixels to de-
crease image lookups. There are four movement directions
assuming a 4-connected image, i.e. four potential neigh-
bors with whom information sharing can be done. The

90

d
eg

up

left

180

d
eg

down

270

d
eg

right

Figure 3: Generalizing window moves

information sharing approach can be generalized by de-
scribing it for only one of the four neighbors. The remain-
ing three are obtained by rotating the image by 90/180/270
degrees. The rotation transforms the respected movements
to the generalized one as can be seen in Figure 3. The pro-
posed method works on 4-connected images, though it can
be extended to a higher connectivity.

6 Decomposition of nested windows
and examination

In order to provide a clearer description of the informa-
tion sharing process, the incremental window w0→κ from
Section 4 is further decomposed into eight segments at
each scale: diagonal segments S{1,3,5,7}i and the segments
S{2,4,6,8}i between the diagonals (see Figure 4). The struc-
ture is referred to as the clover structure, due to its resem-
blance to four-leaf clovers. Two windows are used by the
proposed method, a constructed window wp and a neigh-
boring window wp+1 still in construction (positions p, p+1
are (x,y), (x+1,y), respectively). Since windows wp and
wp+1 and image f all contain N elements, the space com-
plexity of the method is O

(
3N
)
. However, this allows for

three unique information sharing processes, when wp and
wp+1 are overlapped as in Figure 5. These processes are
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Figure 4: Clover structure

distinguished by the sections of clover structure they oper-
ate on. The sharing processes are:

• Back-sharing; processes trailing segments S6
i
(
wp+1

)
,

i.e. the left segments of the clover structure. The
new segment minima are given as the minima from
segments S{5,6,7}i−1

(
wp
)
. In this case, a new segment

minima is always found in the constant time.

• Side-sharing; processes the top and bottom segments
S4/8

i

(
wp+1

)
of the clover structure. The new seg-

ment minima are given as the minima from segments
S{4,3}/{8,1}i

(
wp
)
. When the new minima S4/8

i

(
wp+1

)

is equal to diagonal minima S5/7
i

(
wp+1

)
the segment

has to be rescanned to verify, whether the found min-
ima is correct. If different minima is found in rescan,
it replaces minima of S4/8

i

(
wp+1

)
.

• Front-sharing; processes the right segments S2
i
(
wp+1

)

of the clover structure. The new segment minima is
given as the minima from segment S2

i+1
(
wp
)
. When

the new minima S2
i
(
wp+1

)
is equal to diagonal min-

ima S1
i
(
wp+1

)
or S3

i
(
wp+1

)
, the segment has to be res-

canned and minima verified (as in side-sharing).

The segments S{1,3,5,7}i

(
wp+1

)
are used to assist

minima-sharing in segments S{2,4,6,8}i

(
wp+1

)
, since seg-

ments S{1,3,5,7}i

(
wp+1

)
are always invalidated due to only

one contained element. The new diagonal values are triv-
ially found by O

(
1
)

lookup of pixel values. There is a total
4κ diagonal elements in a decomposed w0→κ , making the
diagonal construction O

(
4κ
)
= O

(
κ
)
. The back-sharing

is the smallest minima of the three existing segment min-
ima: S6

i
(
wp+1

)
= min

(
S{5,6,7}i−1 (wp)

)
. The series sum for

computation complexity is thus:

κ

∑
1

2 = 2κ = O
(
κ
)
. (9)
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Figure 5: Overlapping of wp and wp+1

The side-sharing is the selection of the smallest minima of
two segments from wp , if the found minima is not con-
tained in the tail, i.e. the element of the segment in wp ,
which is a diagonal segment in wp+1 .

S4
i
(
wp+1

)
=





min
(
S{4,3}i (wp)

)
if min

(
S{4,3}i (wp)

)
6=

S5
i (w

p+1),

rescan subspace otherwise
(10)

S8
i
(
wp+1

)
=





min
(
S{8,1}i (wp)

)
if min

(
S{8,1}i (wp)

)
6=

S7
i (w

p+1),

rescan subspace otherwise
(11)

A subspace scan is a minima search though all the ele-
ments, which segment Sd

i
(
wp+1

)
represents.

The front-sharing preserves the minima, if it is not con-
tained within the new diagonal elements:

S2
i
(
wp+1

)
=





S2
i+1
(
wp
)

if S2
i+1
(
wp
)
6∈

S{1,3}i

(
wp+1

)
,

rescan subspace otherwise

(12)

For the front-sharing, the largest segment S2
i
(
wp+1

)
is

always rescanned, since it does not overlap with any seg-
ment in wp . The proposed method thus avoids unnecessary
subspace scans by sharing and combining minima, where
possible. Each time a subspace needs to be rescanned, the
advantage of the proposed method is reduced. Thus, in or-
der to determine the computational complexity of the pro-
posed method, the probability of rescanning needs to be
determined. The probability for a segment Sd

i is denoted
as Pr(Sd

i ). For side-sharing, the chance of the minima be-
ing in the element removed from the segment, i.e. the tail,
is inversely-proportional to the number of elements in the
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segment. The number of elements in a segment Sd
i is de-

noted by
∥∥Sd

i

∥∥. Thus:

Pr(S4,8
i ) =

∥∥S4,8
i

∥∥−1
. (13)

For example, using Equation (13), for S8
1,S

8
2,S

8
3 the prob-

abilities are 1−1(100%), 3−1(33.3%), 5−1(20%), respec-
tively. The average computational complexity for all seg-
ments S4,8

i in the structure is obtained as:

2
κ

∑
i=1

[
(2i+1)(2i+1)−1]= 2

κ

∑
1

1 = 2κ = O
(
κ
)
. (14)

For the front-sharing, the probability is also inversely-
proportional to the number of elements, making it:

Pr(S2
i ) =

‖S2
i+1‖−‖S2

i ‖
‖S2

i+1‖
=

2
‖S2

i+1‖
. (15)

For example, using Equation (15) for S2
1, S2

2, S2
3, the

probabilities are 2∗3−1 (66.6%), 2∗5−1 (40%), 2∗7−1

(28.57%), respectively. Adding the probability to the
computational complexity, the series sum for the number
of visited elements is:

κ

∑
i=1

[
(2i+3)− (2i+1)

2i+3
(2i+1)

]
=

κ

∑
i=1

4i+2
2i+3

≈
κ

∑
i=1

4i
2i

=
κ

∑
1

2 = 2κ = O
(
κ
)
. (16)

The simplification step in Equation 16 is reasonable, given

limi→∞
4i+2
2i+3

=
4i
2i

.

The common computational complexities for process-
ing one neighboring window, i.e. pixel, is on average
O
(
4κ + 3 ∗ 2κ +κ

)
= O

(
κ
)
= O

(
N0.5

)
. Given an image

with N pixels, the total computational complexity for the
proposed method is O

(
N ∗N0.5

)
= O

(
N1.5

)
.

7 Results

For testing, randomly generated grayscale images of
square size were used, with κ ∈ [1,1250]. The improved
naive method and the proposed method were compared.
The experiments were done as a single-thread computa-
tion on an Intel Q6600 computer with 8GB DDR3 RAM.
The results can be seen in Figure 6 and confirm the the-
oretical computational complexity of the methods. More
than an order of magnitude improvement can already be
noticed at image size of 300× 300, as seen in Table 1.
For off-line image processing, the proposed method pro-
vides a considerable speed-up. To further speed-up the
proposed method, a constricted window function w0−>κ
can be used, where κ < max(X ,Y ). When constricting the
window, its new size has to cover all objects on the image,
otherwise artefacts appear.

Table 1: Spent CPU time of improved naive and proposed
methods

Image
side
(κ)

Total
pixels
(N)

Improved
naive
(s)

Proposed
method
(s)

33 1,089 0.003 0.003
101 10,201 0.222 0.062
317 100,489 20.272 1.942

1,001 1,002,001 1,896.95 65.145
1,245 1,550,025 4,625.21 137.781
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Figure 6: Spent CPU time of both methods

8 Conclusions

The proposed method, through the process of minima-
sharing, preserves minima and reduces the dependency of
window w on image f . Image f is thus only looked up
when minima-sharing fails. In this way, O

(
N1.5

)
computa-

tional complexity has been obtained. Thus, QDT becomes
suitable for processing larger images within a reasonable
time.
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Abstract

In this paper, we present image segmentation algorithms
based on tools from computational algebraic topology and
Morse theory. We build our implementations on a very
general clustering algorithm [4], developed by Chazal et
al., which has been adapted for both grayscale and color
image segmentation. By building up a simplicial complex
incrementally - filtering its simplices by values of a scalar
function - we can assign a quantity called persistence to
its topological features, measuring their ”lifetime” in the
construction. Combined with concepts from Morse the-
ory, this allows us to construct and simplify a watershed-
type segmentation of the complex using a Union-Find al-
gorithm, guided by a single intuitive scalar parameter and
supported by theoretical guarantees for topological consis-
tency and robustness. In the case of grayscale images, the
complex is an 8-connected pixel adjacency graph which
is filtered by pixel values or the absolute value of the im-
age gradient. For color images a point cloud in an appro-
priate color space is clustered by filtering a Vietoris-Rips
neigbourhood graph via Gaussian density estimation and
taking spatial proximity into account.

Keywords: Image Segmentation, Computational Topol-
ogy, Clustering

1 Introduction

Segmenting an image to meaningful parts is a fundamen-
tal operation in image processing. Despite tremendous
progress in recent decades, the problem remains challeng-
ing, with the quality and reliability of hand-made segmen-
tations still unsurpassed by fully automatic methods and it
is probably safe to assume that no simple, straightforward
algorithm can realistically aspire to solve the problem in
general.

General and algebraic topology are usually regarded
as highly abstract branches of pure mathematics, see
[20],[18] for accessible introductions; but the last decade

∗s.high.hopes@gmail.com
†varady@iit.bme.hu

or so saw the development of computational topology,
which has made it possible to utilize powerful mathemat-
ical concepts. The field in its current form was initiated
by Edelsbrunner, Letscher and Zomorodian in [16], which
introduced the concept of persistence and Morse simpli-
fication of spaces. Since then, topological methods have
found many applications, including but not limited to data
analysis, image processing, Computer-Aided Geometric
Design and reverse engineering, shape recognition, signal
processing, machine learning and sensor networks.

In this paper we present segmentation algorithms for
both grayscale and color images, based on the concept
of topological persistence. In both cases we base our ap-
proach on a general point cloud clustering algorithm de-
veloped by Chazal et al. of INRIA Saclay [4]. On an ab-
stract level this method takes as input any simplicial com-
plex (e.g. a graph or mesh) with a scalar function defined
on its vertices and produces a watershed-type segmenta-
tion of it. Simplification is carried out on-the-fly, con-
trolled by a single intuitive scalar parameter called per-
sistence.

For grayscale images an adjacency graph is segmented
by the values of a gradient filter. The resulting method is
similar to that of Topological Watersheds, introduced by
Bertrand, Couprie et al. [9],[3],[10]; but it is formulated
in a drastically different framework, has a more general
appeal, and arguably leads to more straightforward im-
plementations. Our approach also bears a resemblance to
the Maximally Stable Extremal Regions (MSER) method
of feature detection [24],[13], which assesses the impor-
tance of image regions based on their persistence along a
range of intensity threshold levels.

For color images we apply the general algorithm as pro-
posed by Chazal et al., on the neighbourhood graph of the
point cloud representing the image in color space, which is
filtered by Gaussian density estimation. The resulting al-
gorithm has high computational complexity and requires
careful tuning, but shows considerable potential from the
viewpoint of general unsupervised machine learning.
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2 Related work

Image segmentation is a long-standing problem with a
massive literature, see [30],[22],[1] for thorough surveys
on the topic. The methods presented in this paper can be
interpreted as an online simplification scheme for the clas-
sic watershed transform [36],[31].

Our work is primarily based on the results of Chazal,
Guibas, Oudot, and Skraba [4], who presented a very gen-
eral point cloud clustering algorithm, suitable for data ly-
ing in general Riemannian manifolds and a wide class of
point cloud density estimators and applied it for color im-
age segmentation and data analysis.

The method we have implemented based on the previ-
ous article for color images is in the vein of mean-shift
methods [6]. A similar algorithm has also been proposed
earlier by Paris and Durant [29] in a less general frame-
work.

Gu, Zheng and Tomasi [17] use Morse-Smale com-
plexes simplified by persistence to segment video data.

The same approach has also been used for the purposes
of mesh segmentation, based on curvature estimation
[14],[35] and the simulation of heat diffusion [12],[32].

For grayscale segmentation, Letscher and Fritts [21] uti-
lize persistent homology in a different way, by generating
a sequence of alpha-complexes from an edge graph and
identifying segments with persistent regions in the com-
plements.

Parallels can be drawn between persistence and Total
Variation methods [34]. This connection is elaborated
from a signal processing viewpoint in [2].

3 Mathematical background

The theory of computational topology depends on a long
chain of definitions and results, so most technical details
are omitted here. For comprehensive, application-oriented
treatments see [37],[15].

Topology is - informally speaking - study of the most
general properties of spaces that are invariant with respect
to deformations in some precise sense. Algebraic topology
uses abstract algebraic structures (vector spaces, groups,
rings, etc.) to represent this information in a quantita-
tive way. Homotopy groups are the most natural such ob-
jects, consisting of equivalence classes of closed k-spheres
(points, circles, spheres, for k = 0,1 and 2 respectively)
embedded in the space, with respect to continuous defor-
mations. Although they are very strong and important in-
variants, their structure is extremely complicated even for
simple spaces like the sphere.

By restricting ourselves to simplicial complexes1, i.e.
spaces defined as topologically consistent collections of
simplexes - points, edges, triangles, tetrahedra, etc. (well
known examples arising from applications are undirected

1There is a practically equivalent homology theory for cubical com-
plexes.

graphs and triangular or tetrahedral meshes), we can con-
struct the more practical homology groups as quotients of
cycles - ’closed’ collection of simplices of a given dimen-
sion - by the boundaries of sets of higher-dimensional
simplices. Thus, homology groups contain equivalence
classes of ’loops’ whose ’difference’ is a boundary of a
higher dimensional subset, which is analogous to the intu-
itive notion of being able to deform them into each other.
The rank of the k-dimensional homology group is called
the k-th Betti number and is, informally speaking, a mea-
sure of the number of k-dimensional holes, i.e. topologi-
cal features of the space. The well-known Euler number is
equal to the alternating sum of Betti numbers.

Homology groups are powerful topological invariants 2,
but their combinatorial nature also allows for practical al-
gorithms for their computation. The k-th boundary map
can be trivially represented as a matrix encoding the adja-
cency relation between k and k− 1 simplices in the com-
plex. We can infer on the structure of homology groups
using basic linear algebra, by reducing the boundary ma-
trix to the so-called Smith Normal Form.

Figure 1: Simplicial torus with generators of the 1st ho-
mology group.

When our space has a smooth differentiable structure,
the topology of the manifold is closely related to the
sublevel-sets of scalar functions defined on it. Morse the-
ory [25] makes this connection precise, by stating that by
considering the sublevel sets for increasing threshold val-
ues, changes in topology can only occur at so-called criti-
cal points, where the gradient of the function vanishes. A
critical point could correspond to a ’hill’, a ’basin’ or a
’saddle’ depending on the definiteness of the Hessian, see
Figure 2. The critical points and integral lines between
them give a cell decomposition of the manifold called the
Morse-complex.

The connection between Homology and Morse theory
is given by persistent homology. Extending the results of

2In general they are considerably weaker than homotopy groups. To
see this, consider a loop around the central part of a two-holed torus: this
is the boundary of both halves and thus null-homologous, but obviously
cannot be shrinked to a point along the surface.
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(a) (b) (c)

Figure 2: The 3 types of nondegenerate critical points on
a 2-manifold: minima (a), 1-fold saddle (b), and
maxima (c).

Morse theory to simplicial complexes, i.e. to a piecewise-
linear context is relatively straightforward, and in this case
the critical points correspond exactly to changes in the
structure of the homology groups. It turns out that only
two kinds of change could happen at each step, as we
build up our complex: a new homology class (topolog-
ical feature) can be created, or an existing class can be
destroyed (can be made homologous to zero) by adding
a new simplex. This allows us to define the persistence
of a topological feature as the difference (e.g. in function
value or ordering index) between its death and its birth in
the construction, and also to organize the critical points in
pairs of creators and destructors of topological features.
The history of changes in the homology classes thus give
a compact multiscale description of the topology, e.g. as a
barcode or a so-called persistence diagram.

Besides having attractive theoretical properties like sta-
bility [5], persistence can also be computed very effi-
ciently. Even in the most general case, only a simple ma-
trix elimination procedure is required to compute persis-
tence information induced by a given simplex ordering,
i.e. it can be computed (in worst case3) in time cubic4 in
the size of the problem, but empirically the running time
is found to be only slightly supralinear for non-artificial
data. If we are only interested in connectivity information
(by symmetry arguments, this applies to both the 0- and
2-dimensional homology of a 2-dimensional simplex), we
could use a Union-Find data structure [11], reducing com-
putational complexity to O(α(n)n), where α is the inverse
of the Ackerman function and is less than 5 for any con-
ceivable problem size.

4 Watershed Segmentation with
Persistence-based merging

The watershed transformation is a classical tool for image
segmentation. The basic idea is very intuitive: consider a
porous landscape getting filled by water from the bottom.

3Although this bound is known to be sharp in theory, it is currently
known to be achieved only in case of artificial degeneracies. [26]

4The exact theoretical bound is that of matrix multiplication, i.e.
O(n2.376) by current knowledge [7], but the algorithm realizing this
asymptotic growth rate is highly impractical.

Lakes start to form at basins, i.e. local height minima,
and as the water level rises, two adjacent lakes might get
merged when their water reaches a saddle point. By ele-
vating dams along the lines where adjacent lakes ’meet’,
we get a network of ’watershed lines’, and thus a segmen-
tation of the landscape. It can be shown that the lines are
(excluding some degenerate cases) always integral lines of
the height gradient and connect height maxima with sad-
dles, and each region corresponds to a local height min-
ima/basin. A naive implementation of this idea is highly
sensitive to noise for obvious reasons, so oversegmenta-
tion is inevitable, making simplification necessary.

By comparing the description of the watershed trans-
form and that of Morse theory and persistence the analo-
gies are quite straightforward. To utilize this connection
we adopt the following variant of the abstract algorithm
from [4], originally devised as a point-cloud clustering
method for the purposes of constructing a simplified wa-
tershed segmentation:

1. First, a simplicial complex (e.g. a graph, or a triangu-
lar or tetrahedral mesh) is generated from our data.

2. Next, a scalar function is defined on the complex, e.g.
at each vertex.

3. We compute a watershed transform sequentially, by
processing the vertices by increasing function values
5.

4. If the vertex is a local function minima (every neigh-
bouring vertex has larger function value) it represents
a new segment.

5. If a vertex is not a local function minima, it gets
added to the component of the neighbour with the
smallest function value.

6. If a vertex is adjacent to several components, i.e. it
is a saddle, a merging step is performed: if the dif-
ference in function value between the saddle and a
representative local minima is smaller than some pre-
scribed threshold τ , we merge given segment with the
one with the smallest representative local minima.

This algorithm is provably correct, and defines a strict
hierarchy of segmentations, guided by a simple merging
threshold. Due to the lack of space, detailed pseudocodes
and in-depth algorithmic analysis are omitted here; the in-
terested reader shall consult [4] for reference.

We use the Union-Find data structure to store and ma-
nipulate the hierarchy: the segments are represented as
(non-binary) trees, with the ability to find the root of the
tree to which a node belongs, and to merge two such trees
by connect one’s root to the other’s. There are two widely
used optimizations to the naive implementation: path com-
pression, i.e. connecting each node we traverse to the root,

5If segments correspond to local maxima, they are processed by de-
creasing values and the rest of the algorithm should be modified accord-
ingly.
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and union-by-rank: always merging the smaller tree into
the larger one. Of these, we implement only the former,
as our merges shall be carried out in a strict order, which
results in a theoretical complexity of O(n log(n)) [8].

By setting the persistence threshold to infinity (or any
sufficiently large value, where every segment get merged
together) and plotting the time of birth of a segment on the
horizontal and its time of death on the vertical axes, we get
a scatterplot called the persistence diagram of the image,
see Figure 3.

(a) (b)

(c)

Figure 3: (a): Grayscale image, (c): persistence diagram,
(b): segmentation with persistence threshold τ =
75. Dashed line separates features with shorter
or longer lifetimes than the persistence thresh-
old.

5 Grayscale image segmentation

In the context of grayscale images, we consider the 8-
connected pixel adjacency graph as a simplicial com-
plex. It is obvious that using the pixel values as a Morse-
function gives valid segmentations only in special cases,
as it is only capable of isolating darker regions separated
by lighter boundaries (or vice versa), see Figure 3. Thus,
as it is common with watershed techniques, we use the ab-
solute value of the image gradient instead, computed with
a robust variant [19] of the well-known Sobel-filter:

Fx =



−1 −2 0 2 1
−2 −4 0 4 2
−1 −2 0 2 1




Fy = FT
x .

6 Color image segmentation

For color images we have implemented the method of the
original article [4], inspired by the so-called mean-shift
methods. We first build a nearest neighbour graph from
the point cloud representing the image in color space. It is
widely known, that Euclidean distances in common color
spaces like RGB do not correspond well with perceived
color differences, so, the image is first transformed into
the more suitable L*a*b* color space. Then, the so-called
Vietoris-Rips graph is generated by connecting points that
are closer to each other than some given parameter δ . The
segmentation is produced by clustering the point cloud, i.e.
by finding the basins of attraction of its significant local
density maxima. Density approximation of point clouds is
a well-developed, active research field in statistics and data
analysis, with a huge variety of methods available, but for
our purposes a simple truncated Gaussian estimator was
sufficient:

f (x) = ∑
(d(x,p)<h)

e
−d2(x,p)

2h

where d(·, ·) is the metric defined on the space and h∈R
is called the bandwidth of the estimator. Given the graph
and the density estimation, the vertices are processed in
descending order by the algorithm. As of yet we have con-
sidered color information only, which is obviously insuf-
ficient to produce meaningful segmentations in a general
case. Following the advice of [4] we take spatial prox-
imity into account in the graph construction phase: only
those points will be connected that are sufficiently close as
pixels in the image. The size of the neighbourhood con-
sidered around each pixel gives another degree of freedom
to the algorithm.

Graph generation and density estimation both require
the computation of pairwise distances and nearest neigh-
bour searches for the point cloud. As these operations are
prohibitively expensive to carry out directly, we store the
point cloud in a k-d tree data structure [27].

7 Implementation and Results

We have implemented the algorithms in C++. For the han-
dling of images and for the nearest neighbour searches in
color space we have used the CImg [33] and the ANN [28]
libraries respectively.

In the grayscale case, results for selected images in the
Berkeley Segmentation Database [23] are given in Fig-
ure 5, Figure 6 and Figure 7. Segments with cardinality
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smaller than a given threshold (set to 100 for our experi-
ments, based on trial-and-error) are candidates for further
merging, and are painted black.

Figure 8 demonstrates the noise robustness of the
grayscale algorithm. Figure 4 illustrates how the segmen-
tation depends on the choice of persistence threshold τ .
Runtime results are given for a wide range of image sizes
in Table 1.

Figure 4: From left to right, and top to bottom: Ura-
nium oxide picture and segmentations for τ =
1,6,13,19,36.

(a) (b)

(c) (d)

Figure 5: (a): Image 4096 of the BSD, (b): gradient,
(c)(d): segment lines and segment coloring for
τ = 24.

(a) (b)

(c) (d)

Figure 6: (a): Image 42049 of the BSD, (b): gradient,
(c)(d): segment lines and segment coloring for
τ = 32.

(a) (b)

(c) (d)

Figure 7: (a): Image 100007 of the BSD, (b): gradient,
(c)(d): segment lines and segment coloring for
τ = 37.

(a) (b)

Figure 8: (a): Image 100007 of the BSD with Gaussian
noise of zero mean, 0.01 normalized variance,
(b): segmentation with τ = 36. Compare with
Figure 7.
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(a) (b)

(c)

Figure 9: (a): Geranium image, (b): segmentation with
δ = 8, τ = 4500, and 7×7 local patch size, (c):
clustered point cloud in L*a*b* color space.

Results for the color method on some common bench-
mark images are given in Figure 9 and Figure 10.

We note that in our implementations, the persistence di-
agrams turned out to be of limited use for inferring on
the optimal value of the persistence threshold, thus it is
necessary to resort to trial-and-error in most cases. In the
grayscale case the main reason for this might be that with
the very simple gradient filter that we use for edge de-
tection, it is hard to discriminate between significant de-
tails and fine texture or noise, which results in very narrow
noise margin. It might be possible to overcome this limi-
tation and also improve the overall performance of the al-
gorithm by combining our method with a more intelligent
edge detection scheme, e.g the ones considered in [1]. In
the color case, the generally ill-defined nature of the im-
age segmentation problem could be be blamed for the lack
of an unambiguous separation between signal and noise
(this is in contrast with the unsupervised learning and data
analysis problems the method have been devised for orig-
inally).

(a) (b)

(c)

Figure 10: (a): Mandrill image, (b): segmentation with
δ = 8, τ = 6000, and 5×5 local patch size, (c):
clustered point cloud in L*a*b* color space.

The color method is highly experimental in its current
stage. The density estimation step could take consider-
able time (well up to several hours for larger images)
and the parameters of the algorithm (persistence thresh-
old, Gaussian bandwidth, graph parameter, local neigh-
bourhood size, etc.) almost always require fine tuning by
heuristics.6

8 Conclusions

We have presented segmentation algorithms for both
grayscale and color images based on the watershed trans-
form and concepts from computational topology.

In the grayscale case the algorithm produces useful re-
sults for simpler images even in the very straightforward
way we have implemented it, although the threshold pa-
rameter requires tuning by trial-and-error for each im-

6In our experiments we fixed the Gaussian bandwidth to 25, following
the advice of the original article.
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Image Size Time (ms)
Uranium 141 x 148 13
Blob 256 x 254 31
BSD-42049 481 x 321 73
Lena 512 x 512 145
Emblem 1080 x 1080 440
PET 1800 x 1741 1041
Truck 3753 x 2775 6805

Table 1: Grayscale segmentation timings on an Intel
Core2Duo E8400 3.00 GHz, 2GB DDR2 RAM
machine, excluding image I/O and gradient com-
putation.

age. We conjecture that much better performance might be
achieved by more sophisticated pre- and post-processing.

For color images, persistence-based clustering yields
acceptable results if there is a strong correlation between
color information and semantics, but requires computa-
tionally expensive pre-processing and non-trivial fine tun-
ing of its parameters. It should be noted that the algo-
rithm has been devised as a general point cloud clustering
or mode-analysis tool, thus it might be of considerable in-
terest for more general data analysis or machine learning
applications.
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Abstract

This paper proposes a novel algorithm for correcting the
Partial Volume Effect in Positron Emission Tomography
(PET) images, using registered Computed Tomography
(CT) data to enhance the blurred PET image. The algo-
rithm is based on a forward-and-backward anisotropic heat
equation solver that deblurs the PET image along CT gra-
dients. A forward diffusion force is also utilized to stabi-
lize the process where necessary. The algorithm retains
average original PET intensity and avoids the introduc-
tion of negative PET values, a crucial property in clinical
uses. A GPU implementation of our work is outlined and
we present the reconstruction results on measured PET/CT
data.

Keywords: Partial Volume Effect, diffusion, GPU, PET,
PDE

1 Introduction

Positron Emission Tomography (PET) has the potential
to produce quantitatively accurate measurements of tracer
concentrations in vivo [15]. However, it has a limited
spatial resolution and the reconstructions are blurred and
rather noisy if radiation dose should be limited, which is
always the case in clinical practice [14]. The direct conse-
quence of limited resolution is the loss of signal for struc-
tures partially occupying the Point-Spread Function (PSF)
of the scanner, i.e., with dimensions smaller than about 2-
3 times its FWHM [11]. This effect is usually referred to
as Partial Volume Effect (PVE).

PET/CT systems allow simultaneous acquisition of PET
and CT data. Hence the idea arises to enhance the blurry
PET image with CT information. The main assumption
is that tissue boundaries appearing in both images enables
correction relying on anatomical data. This assumption
seems realistic as different tissue types have different den-
sity (thus different intensity in CT scan), and also the ra-
diotracer density depends on the tissue type. Therefore on
the boundaries of different tissues, it is assumed that both

∗zsolt.marta@hivenet.hu
†szirmay@iit.bme.hu

CT and PET values change and thus CT and PET bound-
aries are co-located.

There are multiple approaches to correct PVE [2, 13,
5, 12, 3, 1, 15], although they usually require some a
priori information about the scanner, or pose impracti-
cal assumptions. Popular methods that incorporate high-
resolution anatomical information in the PET image are
based on a multi-resolution image fusion approach, as-
suming that the gray levels in the high-resolution image
must be positively correlated with those of the functional
image to be corrected for PVE [15]. As pointed out in our
earlier work, this assumption may be implausible [8].

The rest of the article is organized in the following
way: first, Section 2 presents a short introduction to dif-
fusion processes, particularly anisotropic diffusion along
with previous works. Then, in Section 3 we propose our
backward diffusion process, followed by the discussion of
our stabilization method, and the combination of the two
processes. Later, we discuss medical criteria and a modifi-
cation to our algorithm in Section 3.3. Finally implemen-
tation details and results are presented and conclusions are
drawn.

2 Anisotropic Diffusion

Partial Differential Equations have been widely studied
and applied in the field of image processing in the past
decades. A particular application area is image denoising
and enhancement. The simplest denoising diffusion pro-
cess [7] solves the heat equation in the form

∂x
∂ t

= ∇2x (1)

where x is an N-dimensional scalar function over the im-
age domain. Solving this equation is equivalent to a con-
volution with a Gaussian kernel, and thus it filters the im-
age uniformly. This uniformity causes unnecessary loss of
information in addition to noise removal [17, Ch. 1.2]

To overcome this limitation, an edge-preserving non-
linear diffusion process was first introduced by Perona and
Malik [10]. Here, the diffusion process is controlled by
a diffusion coefficient. They chose this coefficient a de-
creasing function of the image gradient, slowing down the
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smoothing near edges. The Perona-Malik equation is

∂x
∂ t

= ∇ · (g(∥∇x∥)∇x) (2)

with a monotone decreasing diffusivity function g(s), such
as

g(s) =
1

1+
( s

λ
)2 . (3)

A further extension of the diffusion process applies a
tensor which controls the flux of the process instead of
a scalar-valued diffusivity coefficient. In certain applica-
tions it would be desirable to bias the flux towards the ori-
entation of interesting features, avoiding the removal of
these. The equation becomes then

∂x
∂ t

= ∇ · (D ·∇x) , (4)

with the diffusion tensor D, a positive definite symmet-
ric matrix. The Perona-Malik process can be extended to
reduce noise near edges without destroying them. The dif-
fusion tensor is chosen in a way that it prefers diffusion
along edges to diffusion perpendicular to them.

Diffusion processes can also be used for image deblur-
ring and enhancement. A method proposed by Gilboa et
al. [6] simultaneously sharpens and denoises the image
while locally varying the diffusion coefficient. Their al-
gorithm switches between a backward and a forward dif-
fusion process based on the image gradient. The back-
ward process is basically solving the heat equation (Eq. 2)
backwards in time, simply having a negative diffusion co-
efficient. As the forward diffusion process is a convolu-
tion with a Gaussian kernel, similarly the backward diffu-
sion can be described as a deconvolution operation. The
process can be imagined as pushing PET values upward
along “slopes”, emphasizing gradients. As pointed out in
their work, this backward diffusion process is highly un-
stable, and they use a custom diffusivity function to over-
come this, combining a forward and a backward diffusion
force in a single process.

3 Proposed Method

Our main objective is to sharpen the blurry PET image,
enhancing the edges present in it, by using the registered
anatomical data. Therefore, we use a new approach where
a backward diffusion process is stabilized with a forward
process. Our method works in arbitrary dimensions, but as
medical data is usually in 3D, after the N-dimensional the-
oretical explanation, we present the implementation only
in 3D.

3.1 The Backward Process

For the edge-enhancement we use an anisotropic backward
diffusion process. To introduce high-frequency anatomical

(CT) information in the PET image, we bias the sharpen-
ing process by CT edges. To do so, we define our diffu-
sion tensor based on CT gradients. Let p be the PET, and
c be the CT gray-value function giving the intensities in
each position (voxel in 3D) in the image domain. Also, let
∇ĉ = ∇c

∥∇c∥ , then we define the tensor as

Dĉ = |∇ĉ⟩,⟨∇ĉ| = ∇ĉT ·∇ĉ,

where ⟩·, ·⟨ is the outer product in the Euclidean space.
This dyadic tensor has eigenvalues λ1 = 1 with corre-
sponding eigenvector parallel to the CT gradient, and λ2 =
λ3 = 0 with corresponding eigenvectors perpendicular to
the CT gradient. This can be seen as an outer product
matrix always has rank one. This tensor is then used in
Eq. 4. Here, PET gradients parallel to CT gradients are
preferred, so the sharpening process enhances them more
effectively. This way, PET intensity flows through CT gra-
dients, creating PET edges along the CT ones. However,
as there is no force to compensate the sharpening effect,
PET values diverge into extremities disregarding actual
tissue boundaries. This can be seen intuitively, as slopes
become steeper, the same amount of activity confines to a
smaller region determined by PET distribution and not CT
edges.

3.2 Stabilization

Our goal is to enhance tissue boundaries instead of just
sharpening the PET image, and to approximate original
positron activity in those regions. Therefore, a stabiliza-
tion force is required to slow down or reverse the enhance-
ment process if PET regions shrink below tissue bound-
aries. In order to stabilize the backward diffusion process,
we combine the sharpening process with a forward one.
In our novel method, two opposing forces are applied, a
sharpening backward diffusion along CT edges, and a sim-
ple forward diffusion force to stabilize PET regions.

We combine the two forces in one process by a linear
combination of their corresponding tensors. The forward
diffusion has the identity matrix as its tensor (resulting in
Eq. 1). We determine the strength of the two forces by lo-
cal features explained in this section. Our combined pro-
cess now has the form

∂ p
∂ t

= ∇ ·
(

(λĉDĉ +λII) ·∇p
)
. (5)

This combination benefits from both the edge-
enhancement and region-stabilizing processes, leading to
improved PET regions along tissue boundaries.

To create PET edges along tissue boundaries, we aim to
create PET gradients co-located with CT ones. Therefore,
we classify local features based on the gradients’ magni-
tudes. Intuitive analysis shows four primary cases:

• High PET gradient magnitude with high CT gradi-
ent magnitude. In this case, PET edges are already
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strong along CT ones, so the algorithm should no fur-
ther sharpen the image. Both processes should slow
down.

• Low PET gradient magnitude with high CT gradient
magnitude. Here, more sharpening is required to en-
hance edges, so the backward force should be empha-
sized.

• High PET gradient magnitude with low CT gradi-
ent magnitude. This occurs when PET edges are
falsely created where no tissue boundary is present.
This may be due to over-sharpening, or reconstruc-
tion noise. In this case, the stabilizing process should
have greater emphasis.

• Low PET gradient magnitude with low CT gradient
magnitude. Here, the process should not affect the
image, as these conditions are present within tissues
in normal case.

Based on these cases we derive two functions scaling
the two opposite force. To obtain stability and visually
satisfying results, these two functions must be continuous
and differentiable over the positive real domain. The scal-
ing function for the backward process should be mono-
tone increasing in the CT gradient magnitude and decreas-
ing in the PET gradient magnitude. The scaling func-
tion of the forward process should behave the opposite
way. To scale the processes according to the magnitude
of gradients we use a smoothed step function, for exam-
ple, sstep(x) := 2

π arctan(x). Then the parameters λĉ and
λI in Eq. 5 are replaced with the functions

fĉ (∥∇p∥,∥∇c∥) := (1− sstep(∥∇p∥))sstep(∥∇c∥) ,

fÎ (∥∇p∥,∥∇c∥) := sstep(∥∇p∥)(1− sstep(∥∇c∥)) .

Notice that the scaling functions have an implicit effect on
the diffusivity as their sum is not always 1, so they control
the overall process speed as well as the ratio of the two
forces.

To control image smoothness, we introduce a parame-
ter to maximize the value of the forward scale function.
With this parameter, we can determine the ratio of the two
force, and thus the extent of PET regions compared to ac-
tual tissue sizes. The larger the forward process scale, the
more space is filled with PET intensity and the smoother
the image is. Our system equation becomes

∂ p
∂ t

= ∇ ·
((

(1− µ) fĉDĉ + µ fII
)

·∇p
)

. (6)

Note that the scaling function parameters are omitted for
simplicity.

3.3 Meeting Medical Criteria

PET is a quantitative measurement method, which means
image intensities hold essential information about the tis-
sue being analyzed. Obviously, negative values are invalid,

so they should be avoided. Moreover, local average inten-
sity needs to be retained as it holds crucial information.

To avoid negative values, we introduce an explicit dif-
fusivity function. Negative values are a result of over-
sharpening as the lower parts of the sharpened edge be-
come negative. This effect is to be avoided, and thus we
slow down and completely stop the process as values ap-
proach the zero boundary. We use a low value cut-off
function to gradually slow down the diffusion processes
for small PET values:

lowcutoff(x) :=

{
x2

1+x2 if x ≥ 0,

0 if x < 0.

It can be easily seen that this function makes the diffusivity
smoothly diminish at low PET values.

It is not enough to simply scale the divergence value in
Eq. 6, because it would not scale symmetrically the dif-
fusion process, leading to incorrect values, especially re-
garding local average intensity. So we must scale gradients
instead. As the gradient in a point is affected by the local
infinitely small neighborhood of that point, we must take
the PET values of that neighborhood into account. Tak-
ing the minimum of the neighboring PET values clearly
suffices to stop the diffusion process as soon as intensi-
ties approach the zero-boundary. As the partial derivatives
are affected by points along each axes, only those must
be considered. So the diffusivity function defined in the
N-dimensional image space, at point i0 becomes

diffity(i0) := lowcutoff

(
min

N∪

n=1

{ξ +
n (i0) ,ξ −

n (i0)}
)

,

where

ξ ±
n (i0) := lim

∆→0,∆̸=0

(
p
(

i0 + e±∆
n

))
,

and e∆
n is a vector with e∆

n = ∆ in the n-th position, and
0 elsewhere. This formula equals lowcutoff(i0) as p is
continuous, although it implies a different formulation in
discrete space, having a critical effect on the implemen-
tation, and thus the usability of this algorithm. Inserting
the diffity functional d into Eq. 6, the system equation
becomes

∂ p
∂ t

= ∇ ·
(

d
(

(1− µ) fĉDĉ + µ fII
)

·∇p
)

. (7)

This way we have avoided negative values by stopping the
diffusion as soon as PET intensities approach the negative
domain.

There is no well-established theory of general non-
linear anisotropic diffusion methods, except for some sim-
pler cases [16, 17]. As Weickert [17, pp. 63-64] pointed
out, certain types of anisotropic diffusion processes retain
average grey value. This requires well-posedness, which
is not guaranteed in our case. However, due to the sta-
bilization and similarity to the forward problem based on
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divergence-form and the smooth scaling functions, we ex-
pect that the average gray level is not divergent. This is
examined empirically in Section 5.

4 Implementation

Our proposed method is implemented and tested in 3D as
it is the usual dimension of medical data. We solve Eq. 7
using a forward Euler time-marching scheme, and use cen-
tral differences spatial differentiation. First, we scale the
PET image to the (presumably) larger CT image size by
a simple tri-cubic filter on the GPU. We iterate until there
is no significant change in the image, when we have ap-
proached the steady-state solution well enough. This is
measured using the sum of absolute difference between
each subsequent image:

diff
(

pt , pt+1) := ∑
i∈Ω

|pt (i)− pt+1 (i) |,

where pt is the PET image after iteration t (t = 0 gives the
initial PET image), and i ∈ Ω is a point in the image space.
When this difference falls below a threshold, we stop iter-
ating. To determine this threshold independently from the
actual image, we use the first difference, i.e. diff

(
p0, p1

)

as a unit, and define the stopping condition as

diff
(

pt , pt+1)≤ ε ·diff
(

p0, p1) .

Obviously, larger ε leads to coarser, less sharpened image.
As for the force functions, in order to maximize their

effect we scale gradients using the mean gradient magni-
tudes. Defining

MGM(∇x) =
1

∥Ω∥ ∑
i∈Ω

∥∇x(i)∥,

we get

sstep(2) (∇x) :=
2
π

arctan
( ∥∇x∥

MGM(∇x)

)
.

The CT gradient case is analogous. Clearly, the step func-
tion will take 1/2 on average-size gradients; a normal dis-
tribution of gradient magnitudes assumed, this way our
step function maximizes the spread of scaling values.

We have implemented the Euler-scheme on the GPU,
using OpenCL and C++. Voxel intensity calculations are
inherently massively parallelizable, and hence the algo-
rithm can be implemented efficiently.

5 Results

We tested the proposed algorithm using two real mea-
sured data with a GTX 480 graphics card and 8GB sys-
tem RAM. The first one is a mouse measurement, the
CT image size is 217 × 211 × 528, and the PET image
size is 136 × 132 × 330 (Data courtesy of P. Blower, G.

µ 0.01 0.05 0.1

Time (m:s) 8:27 7:47 5:34

Iter. cnt. 1110 1025 716

Diff 83.32% 63.25% 49.89%

Table 1: Running times of the mouse measurement with
different µ values (ε = 0.05), and the corresponding ab-
solute differences per average PET intensities at the last
iteration.

µ 0.01 0.05 0.1

Time (m:s) 10:09 7:11 6:44

Iter. cnt. 1096 764 713

Diff 61.89% 30.7% 25.92%

Table 2: Running times of the Derenzo measurement with
different µ values (ε = 0.05), and the corresponding ab-
solute differences per average PET intensities at the last
iteration.

Mullen, and P. Mardsden, Rayne Institute, King’s College,
London). We ran our method for multiple µ and ε val-
ues. Corresponding line profiles are shown in Fig. 4. As
explained earlier, lower µ values increase sharpness and
decrease residual intensity between tissues, making them
more confined. On the other hand, they introduce more
noise. Larger ε values cause the process to stop before
reaching maximum sharpness (based on µ). As seen in
Fig. 2, too small µ values cause tissues not to be filled cor-
rectly as well as more CT noise added to the image, and
too large µ values leave more intensity spilled out by PVE.
Tables 1 and 2 show running time statistics of the measure-
ments with different µ values. Notice that the less smooth
image is produced, the less time it takes to converge, and
the less the difference from the original image will be due
to less sharpening. Also, running time is much lower than
that of the typical PET reconstruction. The error curve is
depicted in Fig. 6. Notice the visible convergence of dif-
ferences. Average gray-value is not constant, although it
seems converging to an approx. 1.25% change.

Our other measurement is a Derenzo phantom of rod
diameters in 0.7mm – 1.2 mm with CT image size 333 ×
333 × 281, and PET image size 173 × 173 × 146 (image
created with Mediso Ltd.’s NanoPET/CT [9]). It is a quite
noisy measurement, but our algorithm can still achieve im-
provement compared to the original PET image. As seen
in Fig. 5, small µ values lead to noisy results, but the rods
have more significant contour. Fig. 3 shows the original
images and two results. Notice that small rods became
more observable. As before, less sharpening causes the
algorithm to converge in fewer iterations.

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
108



PET CT

Figure 1: Original PET mouse image, and registered CT
data. Data courtesy of P. Blower, G. Mullen, and P. Mards-
den, Rayne Institute, King’s College, London.

µ = 0.1 µ = 0.05 µ = 0.01

Figure 2: Upgraded images of the mouse for different µ
values, µ = 0.1, µ = 0.05, µ = 0.01 .

6 Evaluation

We proposed a novel way of correcting Partial Volume
Effect while introducing anatomical information into the
PET data. Compared to other approaches, this method
uses only the PET and the CT (or any other anatomical)
data, and thus no a priori information of the scanner or the
region examined is needed, making it more versatile. Fur-
thermore, this approach works on a pixel level, producing
a corrected image and not only regional calculated values,
hence it can be visually evaluated too. Our method is a
post-processing algorithm, so it is optional and is indepen-
dent from the reconstruction algorithms, and the registra-
tion algorithm. As stated before, our method does not rely

Figure 3: Original PET (top left), CT (top right), and two
results (bottom) of the Derenzo measurement, with µ =
0.1,ε = 0.05 (bottom left) and µ = 0.05,ε = 0.05 (bottom
right) parameter values. Data courtesy of Mediso Ltd. [9]
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Figure 4: Line profiles of the mouse measurement for dif-
ferent µ (ε = 0.05) (top) and ε (µ = 0.05) (bottom) pa-
rameter values.
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Figure 5: Line profiles of the Derenzo measurement for
different µ (ε = 0.05) (top) and ε (µ = 0.05) (bottom) pa-
rameter values.
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Figure 6: Path of convergence for the mouse measurement,
µ = 0.05,ε = 0.05. Absolute differences (top) and average
gray-value (bottom).

on assumptions about correlation of PET and CT gradi-
ents.

Our method heavily relies on the PDE-solver, and thus
it is prone to the speed and stability of the underlying al-
gorithm, this implies that multiple solving schemes should
be tested. The aim of introducing anatomical data is to
provide visually satisfying results, where PET activities
are approximated in smaller regions, possibly aiding clin-
ical diagnosis. In some cases this might be misleading,
but our method is optional and can be disabled to compare
with the original PET data. There is only one parameter
that controls the sharpness of the resulting image, though
it also controls the noise introduced, and in some cases it
would be more satisfying to adjust multiple parameters to
optimize the resulting sharpness and noise.

7 Conclusion

We proposed an algorithm for Partial Volume Effect cor-
rection for PET reconstruction using registered CT data.
Our method is a combination of a backward anisotropic
diffusion and a forward diffusion process. Their combi-
nation is based on local gradient magnitudes. Additional
conditions are applied to meet medical criteria. We im-
plemented our method for GPU-s, and tested it with real-
world examples. Results show that our method effectively
sharpens the PET image, creating edges on tissue bound-
aries, as well as retaining structural and functional infor-
mation. Even in quite noisy circumstances, our algorithm
can achieve improvement over the original PET image.
This enhancement procedure is expected to be part of the
PET reconstruction code of the TeraTomoTM program [4].
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Abstract

The exploration of medical imaging datasets often requires
a segmentation of the images according to different mate-
rials or structures. Model-based algorithms excel in find-
ing closed boundary contours enclosing the structure to
be segmented. However, porose structures like Spongiosa
have a complex topology and do not exhibit a unique sin-
gle closed boundary contour. In order to enable segmen-
tation of such complex structures we suggest a new algo-
rithmic framework based on a Reeb graph representing the
topological information. Each node in the graph corre-
sponds to a connected region of voxels in a specific image
slice while edges indicate connected regions between adja-
cent slices. Starting with a coarse segmentation, the corre-
sponding graph is refined at critical nodes and the result-
ing connected components of the graph provide the final
segmentation. We present two strategies for identifying
critical nodes, one solely based on dynamic thresholding
and one based on a single user specified pre-segmentation.
The approach is evaluated on a dataset of 193 µCT scans
of rodent skulls which are segmented into skull, left and
right mandible.

Keywords: Reeb graph, Image segmentation, Computed
tomography

1 Introduction

Image segmentation is required for all applications ex-
amining individual structures in 3D image data. The in-
creasing trend of statistical approaches (including model-
based segmentation) requires simultaneous segmentation
of many images. This makes automatic methods highly
needed. Automatic classification of different materials
based on Hounsfield scale [6] is only sufficient for simple
structures. To deal with more complex structures, state-of-
the-art algorithms require at least additional manual inter-
action for initialization, making them cumbersome in use
for large databases. This motivated the presented topo-

∗wiens@cs.uni-bonn.de
†hermann@cs.uni-bonn.de

Figure 1: Segmentation of rodent skull µCT scan into cra-
nium, left and right mandible computed with the presented
automatic method.

logical segmentation method, where we keep track of the
global topology during the optimization to resolve other-
wise ambiguous segmentation problems.

Formally the task of image segmentation is to divide an
image volume I into regions Ti (segments) according to
different materials or structures. For instance, partitioning
of bone structures should ideally produce an anatomical
decomposition into individual bones as shown in Figure 1.
An image volume is a parallel stack of images, generated
with a medical imaging device like CT/MRI scans where
each single image represents a slice through the scanned
object. The segmentation of bone structures in the rodent
skull is considered a particular challenging example [13].

In contrast to simple thresholding, the goal of this paper
is to find a segmentation where each bone structure is as-
signed to its own component Ti. To this end we represent
the topology of the bone structures in a Reeb graph [5]
which naturally leads to the formulation of the segmen-
tation problem in terms of graph operations like vertex-
splitting and computation of connected components. Par-
ticularly, each node in the graph corresponds to a con-
nected region of pixels in a specific image slice, while
edges indicate connected regions between adjacent slices.
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A segmentation can now be derived from the connected
components of the graph by taking the union of the corre-
sponding regions for all nodes in a particular component.

Adopting the topological segmentation method, two ap-
proaches for bone segmentation are developed and evalu-
ated. An example-based approach proofs its performance
on a dataset of 193 rodent skull µCT scans from which
64% are segmented fully automatic with a very high ac-
curacy as confirmed by a Morphometrics expert (A.C.
Schunke, pers.comm.). Considering, that only a single
manually segmented left mandible was required to pro-
duce this outcome, we consider this a particularly good
result. A second approach demonstrates that for moder-
ately challenging datasets, a segmentation can be achieved
even without any prior knowledge about the topology (e.g.
in form of an example).

The paper is organized as follows: After reviewing re-
lated work first, the topological segmentation method and
the discrete Reeb graph will be introduced. Based on this
method, two approaches will be presented in detail and re-
sults for a human skull and a foot dataset are presented as
well as an evaluation on a larger rodent skull database.

2 Related work

Reeb graphs were made popular in Computer Graphics
by Hilaga et al. [5], who present a multi-resolution vari-
ant with applications to shape matching and retrieval.
They were previously used for segmentation of point
clouds [14], where human body scans are divided auto-
matic into 6 parts: head, body and 4 limbs. The segmen-
tation is obtained from connected paths between critical
points in a discrete Reeb graph. The approach presented in
Section 4 is inspired by the level of detail hierarchy (LOD)
as presented by Hilaga et al. [5]. In contrast to a global
LOD hierarchy [5], a local hierarchy of nested segmenta-
tion candidates is evaluated in our approach, as similar as
to dynamic thresholding and the watershed-algorithm [1].

Model-based segmentation approaches are state-of-the-
art in Medical Imaging [4] but usually require a large
amount of examples to establish a profound model. In or-
der to support model-building, fully automatic [9], man-
ual [13] or semi-automatic segmentation methods similar
to the one described in this paper were developed.

Graph cut approaches comprise another large class of
image segmentation algorithms. They are used for ob-
ject extraction, after an initial user-labeling of some fore-
ground and background pixels. For an overview of those
approaches we refer to the survey of Boykov and Funka-
Lea [2]. Recently, graph cut techniques have also been
successfully applied to bone segmentation [9]. However,
the here presented methods explicitly optimize the global
topological structure of the segmentation and it is un-
clear how such global topological information could be
included in an energy function for optimization via graph
cut [8].

In Medical image processing a classification into dif-
ferent materials can be obtained through thresholding
the image with specific intensity values [11] according
the Hounsfield range of the corresponding material. An
overview of thresholding techniques is given by Sahoo
et at. [12]. From such classification a segmentation can
be obtained by finding the connected regions via a re-
gion growing process [10]. Often these segmentations are
topologically invalid and contain severe artifacts since the
Hounsfield scale is ambiguous and thresholding is not ro-
bust to noise.

The most similar work concerning the field of appli-
cation by Xiao et al. [13] is where rodent skull µCT
datasets are interactively segmented to build a statistical
model of shape variability. The interactive segmentation is
highly accurate but manually intensive and does not scale
to dataset sizes as presented in this work.

3 Topological segmentation

This paper deals with 3D image volumes given as stacks
of 2D images as acquired by a µCT device. Each 2D im-
age represents a slice Si:R2→ R through the scanned ob-
ject, while the 3D image I:R3→R is given (in discretized
form) by their union I =

⋃n
i=1 Si.

Based on the Hounsfield scale, the contents of a CT scan
can be classified roughly according to their density into
different materials like air, soft tissue, fat and bones. For
our application we are interested in bones which have a
higher magnitude in terms of Hounsfield units. The sim-
plest “segmentation” procedure via classification, is to ap-
ply a global threshold λmin as follows: Let Li be all voxels
in the image slice Si which have a higher magnitude than
λmin, i.e.

Li = {v | Si(v)≥ λmin} (1)

leading to a thresholded image Iλmin :=
⋃n

i=1 Li. Note that
thresholding is only a classification of pixels and does not
provide a real segmentation into separate bone structures
as we desire. Formally, we define a segmentation of the
input image Iλmin as a decomposition into connected re-
gions Tn ⊆ Iλmin which are disjunct, i.e. Tk ∩ Tj = /0 and
provide a complete partitioning of the thresholded image
as Iλmin =

⋃l
k=1 Tk. Further we will denote a group of sim-

ply connected voxels of a segment Tn in a specific slice i
as a region R.

A classification of pixels like Eq. (1) induces a segmen-
tation into the connected components of the thresholded
pixels. In particular the segmentation induced by Eq. (1)
provides an under-segmentation for a small enough cho-
sen λmin which serves as initialization and is further re-
fined by the methods presented in the remainder of this
paper. Since this initial under-segmentation is computed
by (global) thresholding, it exhibits typical thresholding
artifacts. Note that because of image artifacts like fuzzy
region borders, a segment Tn of the initial segmentation
may contain nodes which require a further separation as
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Figure 2: Reeb graph of a torus adopted from [5] and a
corresponding discrete Reeb graph.

well as connections between nodes which should not be
connected. This is also true for other global initializa-
tions [3, 7].

In the presented approach the topological segmentation
problem is solved by extracting artifacts and separate bone
structures from Eq. (1) via refining the Reeb graph at crit-
ical nodes, i.e. applying vertex-splitting (in the graph) and
corresponding region-segmentation (in the image slice). In
the following sections we introduce the Reeb graph con-
struction and present two different strategies for identify-
ing critical nodes, employing different heuristics for auto-
matic and example-based segmentation.

3.1 Reeb graph

In our application we address the segmentation process in
terms of graph operations. The structure of a Reeb graph
reflects the topological and skeletal structure of an object.
It can be defined on an object X via a continuous func-
tion µ : X → R. The Reeb graph is the quotient space of
the graph of µ in X ×R [5]. The simplest variant of a µ
function, is the function, where the z-coordinate of a voxel
v(x,y,z) ∈ Iλmin is returned:

µ(v(x,y,z)) = z (2)

This choice of µ is naturally related to medical image data
which is given as a stack of 2D image slices. It is obvious
that the graph for an object changes when µ changes. In
Figure 2 an example Reeb graph of a torus is illustrated.

We define a discrete Reeb graph as an undirected graph
G = (N,E) where N is the set of nodes representing con-
nected pixel regions on single slices and E ⊂ N×N is the
set of edges derived from relating adjacent regions across
slices. An edge (ni,ni′) is introduced for each pair of re-
gions Ri and Ri′ on adjacent slices Si and Si′ which are
overlapping, i.e. Ri ∩Ri′ 6= /0. Note that E is thereby re-
stricted to pairs of nodes in adjacent slices and there are
no edges inside a specific slice. In a Reeb graph criti-
cal points are locations where the topology of the object
changes. Accordingly a critical node n of the graph G is
identified when its in- or out-degree of connections deg(n)
is greater than one.

Further we introduce a traversal direction d+ =+1 and
d− = −1 in which the graph G is iteratively traversed
slice-by-slice. For a specific traversal direction we define
deg+(n) as the number of edges to nodes in the next adja-
cent slice i′ = i+ d± and deg−(n) analogously for nodes

Figure 3: Classification of nodes in a Reeb graph accord-
ing to a traversal direction z.

in previous slice i′ = i− d±. According to the traversal
direction each node n can be classified in three classes:

1. Simple node: deg+(n) and deg−(n) in {0,1}

2. Merge node: deg−(n)> 1

3. Split node: deg+(n)> 1

Critical nodes are identified as merge- and split-nodes in-
dependent from the traversal direction.

4 Simple automatic segmentation

Starting from an under-segmentation, an object is divided
by the connected components of its initial Reeb graph into
segments {Tn}. The segments are refined at critical nodes
of their graph by a dynamic threshold process. The largest
connected components will contain the structures of in-
terest, while noise and other artifacts can be identified in
small connected components of the refined graph.

For the automatic approach only merge nodes are con-
sidered as critical nodes, indicating now a change in the
topology according to the traversal direction. For the op-
posite traversal direction, split nodes become merge nodes
and traversing the graph in both directions guarantees the
investigation of all critical nodes. The automatic segmen-
tation method proceeds slice-by-slice examining all criti-
cal nodes and possibly perform vertex-split operations re-
fining the graph. A variant of dynamic thresholding is used
to decide whether a critical node can be split within a user
specified value range.

The automatic approach starts off with the under-
segmentation induced by Eq. (1) and subsequently investi-
gates how the topology changes for all threshold values
in the given range [λmin,λmax]. The smallest threshold
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Figure 4: a) 3D volume of a rodent skull, b) Adjacent slices i and i′, side by side view of the slices, red lines indicating
the region borders, c) Corresponding nodes and connections.

λ ∗ > λmin is applied if the change in topology is consid-
ered plausible compared to the previous slice. If none such
λ ∗ ≤ λmax is found, the investigated node is considered
stable.

The remainder of this section will give the details of the
algorithm followed by a short discussion of its parameters
and limitations.

4.1 Vertex split and consistent segmenta-
tion

In the dynamic thresholding process at a critical node nc,
we assume that the corresponding region Rc is decom-
posed into k smaller regions F = {F1, . . . ,Fk} induced by
a certain threshold λ , see Figure 5. In order to decide
whether the decomposed regions F provide a consistent
topological segmentation, they are compared with the re-
gions of the set of connected nodes Nre f on the previous
slice i′. We define the change in topology to be plausi-
ble when none of the decomposed regions {F1, . . . ,Fk} is
again classified as merge node.

Once a threshold λ ∗ is found, the regions Rre f of Nre f
are used as an initial mask for region growing to define
the final segmentation of nc. Region growing is started si-
multaneously from the sets Rre f ∩Rc until Rc is completely
covered. After the region growing process, we obtain a set
of nodes Nsep, representing the finally separated regions
connected one-to-one to Nre f . A vertex-split is performed
by replacing the critical node nc with the separated nodes
Nsep and the set of affected edges E is updated accordingly.

4.2 The role of λmin and λmax

Note that simply splitting the graph G at each critical
node would generate an over-segmentation, while the ini-
tial segmentation according to λmin provides an under-
segmentation. In order to find a correct segmentation in
between those two, an upper bound threshold λmax is re-
quired as user input. Usually λmin and λmax can be derived
directly from the Hounsfield scale.

Figure 5: Decomposition of a critical node for different
choices of λ as λmin < λ1 < λ2 < λmax. a) Initial region,
b) Trivial case of decomposition, c) Over-segmentation but
‘plausible’, d) Stable node.

The decomposition based on a threshold value λ de-
pends on the scalar values of a critical region and can
be classified as illustrated in Figure 5. The trivial case
is shown in b), where the decomposition of the region
is topologically equivalent to the previous slice. On the
other hand, c) illustrates an example decomposition where
λ2 < λmax and |F |> |Nre f |. We observed c) to be the typ-
ical case in our datasets. Note that in this case perform-
ing region growing directly from F as seed regions would
result in a false over-segmentation which would in turn
corrupt the upcoming classification of nodes in the further
slices and finally lead to a false overall result. This shows
that performing a consistent segmentation based on a plau-
sible λ ∗ is vital to acquire correct results for case c) under
the assumption that the previous slice was segmented cor-
rectly.
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4.3 Limitations of the automatic approach

The λmax criterion was introduced to provide a correct seg-
mentation between an over- and an under-segmentation.
Connected structures with a high intensity profile can not
be separated by a low λmax whereas structures of high in-
tensity experience an over-segmentation by a greater λmax.
It has shown to be a non-trivial task determining a good
global value for λmax and even for some images no choice
of λmax could accomplish a correct segmentation.

A vertex-split is performed at critical nodes depending
on the choice of µ Eq. (2) as well as on the traversal di-
rection. Hereby a restriction of orthogonal cuts is induced,
since the edges E are introduced for overlapping adjacent
regions. Consequently, the choice of the scalar function µ
is vital for a successful topological segmentation.

5 Segmentation from single example

In this section we show how the topological segmenta-
tion approach can take advantage of already a single ex-
ample provided by the user. In our application, the ex-
ample is a manually generated segmentation of a single
dataset. Through an alignment method the example seg-
ment is fitted to their counterparts in each dataset by trans-
lation, rotation and scaling. Hereby differences due to po-
sition, orientation and size are compensated. This provides
a coarse initialization for the segmentation process, which
is exploited as described in the following. The particular
alignment method will be discussed in the results section.

The presented algorithm requires that the initial coarse
segmentation does contain the target structure completely.
Although it is allowed to be larger than the target structure,
the target structure should be the dominant structure in-
side, i.e. it should account for most of the non-background
voxels and it should not contain whole regions of other
structures. In order to guarantee that no voxels of the target
structure are missing, a rough cutout according to an ex-
ample segment is obtained by enlarging the example mask
e.g. by filtering with a uniform Gaussian kernel of stan-
dard deviation σ . We assume that the rough cutout con-
tains then all voxels of the target structure plus perchance
some additional voxels from other segments as illustrated
in Figure 6e).

In the following, we will investigate only the largest
connected component of the Reeb graph corresponding to
the dominant structure, while other connected components
are assumed to be artifacts produced trough the cutout and
may belong to other structures. Note that the largest con-
nected component could now be refined with the automatic
approach from Section 4, leading in the ideal case to a re-
sult as illustrated in Figure 7, resembling a manual seg-
mentation by an expert. But it turned out, that in prac-
tice on our dataset of rodent mandibles, the strong shape
variation prohibits a correct segmentation in every case.
Particularly it showed to be very difficult (and sometimes

Figure 6: Generating an initial segmentation from an ex-
ample. a) Aligned example, b) Gaussian filtering, c) Input
image Iλmin , d) Binary mask, e) Result of masking where
red circles highlight remaining artifacts (see Section 5).

impossible) to choose a good user parameter λmax for the
automatic approach. Therefore we will describe now a dif-
ferent method, independent from λmax taking further ad-
vantage of the example.

5.1 Example based approach

In the following we consider a separation of an image into
two structures. It is obvious that when one structure is
found, then the second is induced. For the complete seg-
mentation in this case it is sufficient to create an exam-
ple for only one structure. Through an alignment method
and a rough cutout, a segment is generated whose largest
connected component provides a segment Tinvest for fur-
ther investigations. The remaining segment is defined as
Tremain = Iλmin \ Tinvest . We will now describe several op-
erations on the Reeb graph nodes and silently assume the
corresponding changes on the edge set E.

In the segment Tinvest all nodes are labeled as touching
nodes if they contain voxels which are adjacent to vox-
els in the other segment Tremain. A touching node requires
a separation and therefore is also considered as a critical
node. The base of this heuristic is that refining the graph in
this nodes is sufficient to generate a correct separation of
the two structures. Since touching nodes can occur in ev-
ery position in the graph, first an over-segmentation for the
segment Tinvest is generated. This is done by refining the
graph at all critical nodes iteratively slice-by-slice in both
traversal directions. Afterwards all nodes except those
which are labeled as touching nodes are restored to its pre-
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a) b)

Figure 7: a) Rough cut-out of a left rodent mandible with
artifacts, red spheres represent the nodes in the Reeb graph
G, b) Result of the automatic segmentation.

vious state yielding the over-segmentation only at touch-
ing nodes. After computing the largest connected com-
ponent, over-segmented regions have to be merged again.
This can be done by deleting all regions of nodes which
do not belong to the largest connected component. The
refined segment Tinvest induces now also the correct seg-
mentation of the remaining segment.

This approach for two segments can be generalized for
more segments in a simple recursive fashion. In the first
step the union of all but a single segment Tremain form
Tinvest . After applying the above pairwise procedure the
correctly segmented Tremain is removed from the input set
and we repeat until only two segments remain.

5.2 Limitations and heuristics

While evaluating the example-based approach on the ro-
dent skull dataset we encountered some practical restric-
tions for an axis-aligned choice of the scalar function
µ Eq. (2). To this end the following heuristics were de-
veloped which can be applied in a post-processing step
without changing µ .

Problem 1: The rough cutout may generate regions
which contain all voxels of another structure and therefore
the corresponding nodes can not be labeled as touching
nodes.

Heuristic 1: The graph is traversed slice-by-slice for
a specific direction and labeling and splitting process is
started. Each node is labeled on the behalf of its predeces-
sor. If a node can be classified as merge node according to
the traversal direction and its parents have different labels,
this node is separated and the resulting nodes are labeled
one-to-one according to the previous node. Such labeling
process is shown in Figure 8.

Problem 2: The general limitation of forbidden orthog-
onal cuts and interlocking areas illustrated in Figure 10 led

Figure 8: a) Incorrect labeling of touching nodes (orange)
in an abstract Reeb graph, b) and c) Labeling and split
results for different traversal directions (see Section 5.2).

to the following heuristic.

Heuristic 2: Initially touching nodes are assigned to the
structure they are touching. The graph of the investiga-
tion segment is traversed in direction towards these nodes.
Whenever a region Rinvest of the investigated segment in
slice i has an overlap to a region Rremain of the remain-
ing segment in the next slice i′, a dynamic threshold pro-
cess is started for the region Rremain. As described in Sec-
tion 4, a decomposition of this region is generated for a
user-defined upper bound λmax. But here we restrict the
decomposition to be correct only when a decomposed re-
gion Fr overlaps to the region Rinvest in slice i and the num-
ber of pixels in Fr is less than of Rinvest . In the case when
such Fr is found, it is removed from Rremain and assigned
to Tinvest otherwise the process stops. This heuristic is de-
rived from the observation that in the rodent dataset the
regions of the tooth become smaller from slice to slice to
the peak of the tooth.

5.3 Application to rodent skulls

A manual segmentation was generated only for the left
mandible of a single dataset. As a mandible is almost
symmetric, the right mandible is generated by mirroring
the segmented left mandible. For each example segment a
rough cutout and the largest connected component is gen-
erated providing the segments Tle f t and Tright . In the next
step these segments are merged into Tmandible which is now
the investigated segment. Heuristic 1) with the positive
traversal direction is used to obtain a segmentation into
Tmandible and Tskull . For the separation of the mandible in
left and right, same heuristic is used but the traversal di-
rection is inverted. The problem of interlocking areas as
shown in Figure 6 is solved with Heuristic 2) by assigning
the touching nodes at this area to the skull. After the seg-
mentation of the mandible is generated, both graphs of the
segments are traversed simultaneously to the direction of
touching nodes, which are assigned to the skull (negative
traversal direction) and the described technique of Heuris-
tic 2) is performed.
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Figure 9: Results of automatic approach: a) Segmentation
of a skull in mandible and skull with the slicing direction
normal to the blue plane. b) Result for the foot dataset
sliced along z. (Datasets courtesy of Kitware and Philips
Research respectively.)

6 Results

In this section we will discuss results of the automatic and
example based approaches on two test datasets and present
an evaluation on a real-world dataset of rodent skull µCT
scans.

6.1 Simple automatic segmentation

Despite its simple nature in design, the automatic segmen-
tation already provides a good segmentation on two tested
datasets. Figure 9a) shows the resulting segmentation for
a human skull dataset separated into mandible and skull
without any prior knowledge besides the Hounsfield range
for bone material. In another example we were able to
generate a rough segmentation of a human foot dataset, il-
lustrated in Figure 9b). The latter example shows some
limitations of the simple automatic approach: Since the
µ-Function is chosen axis aligned the approach is only
able to find separations along the chosen slicing direction
and not orthogonal to it which would be required for some
parts of this dataset.

6.2 Example-based segmentation

The example-based approach was applied to separate the
skull of 193 µCT datasets at a resolution of 200× 200×
400 into the three parts: skull, left and right mandible.
As example we got one manually segmented left mandible
which was mirrored to produce a second virtual example
for a right mandible. An automatic landmark alignment
procedure based on 3D Sift features was employed to find
an optimal translation, rotation and scaling of the exam-
ples to a particular scan.

The results were evaluated by an expert providing a rate
of 64% successful segmentations of very high quality such
that the results could directly be used for further applica-
tions like model building. In the remaining segmentation
results a rate of 8% contained small artifacts as illustrated
in Figure 10. For 28% the segmentation was not suc-
cessful, partly because of bad alignment of the example
and partly because the heuristic post-processing routines
failed.

Figure 10: Small artifacts at the interlocking area of the
front tooth.

To the best of the authors knowledge this is the first
automatic segmentation of a larger rodent skull database.
The recent work of Xiao et al. [13] succeeded to segment
16 of similar datasets with a semi-manual procedure which
is not scalable to hundreds of scans as can be handled by
our approach.

7 Conclusion

We have introduced a topological segmentation method
operating on a discrete Reeb graph G. This method en-
ables to formulate segmentation algorithms by graph op-
erations and in particular by performing vertex splits at
critical nodes in the graph to refine an intermediate seg-
mentation. Using this technique we have presented two
automatic approaches to perform segmentations of topo-
logical complex structures. The results are fully automatic
decompositions of an input dataset into dominant struc-
tures, smaller artifacts, noisy and unstructured parts repre-
sented by the connected components of G.

The presented techniques can deal with structures en-
closed by a closed boundary contour, also in the case the
structures are touching each other or interlocking like for
instance at joint locations. Since our method does not
rely on a surface model internally it can further deal with
structures of complex and irregular topology not accessi-
ble with surface models and thus is ideally suited to be
used in model building. The segmentation as described in
Section 5 can take advantage of a given example. Note
that although we used a manual segmentation as input, the
input example needn’t be a precise segmentation for the
algorithm to work. We are confident that a coarse segmen-
tation fulfilling the stated properties can also be derived
from a sketch-like user input similar to Xiao et al. [13].

We tried to restrict the algorithms to very sparse user
input. The first approach requires only two user parame-
ters [λmin,λmax] to mediate between an under- and over-
segmentation. In the second approach we showed how
to take benefit of a single example segmentation allow-
ing the user to implicitly define the target structures for
segmentation. Additional post-processing heuristics were
developed to overcome some of the limitations encoun-
tered during application. This lead to a successful auto-
matic segmentation of a large and challenging real-world
dataset.
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Figure 11: Segmentation results for the rodent skull dataset with a single manually segmented left mandible given as
example (upper left). Note the high shape variability and the challenging structures in the area of the incisors, the molar
row of teeth and the rear mandible processes which are interlocking with the cranium.

Considering the fact, that the presented Reeb graph ap-
proach produced results resembling a manual segmenta-
tion by an expert, we believe that there is further potential
for topological graph algorithms in image segmentation.
Directions for future research include the combination of
graph matching and segmentation algorithms by which the
image structures could be automatically detected and sepa-
rated based on prior knowledge. And obvious the choice of
problem-dependent scalar functions different from Eq. (2)
provides ground for further research.
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Abstract
In this work we propose a framework for visualisation of 
semi-automatically  segmented  microscopic  images  of 
human  embryos.  A  large  part  of  the  education  of 
biologists  consists  of  learning  to  interpret  the  output 
from  a  variety  of  analytical  methods  and  medical 
imaging modalities, which can be more or less abstract 
in nature. Even in visual microscopy, the optical setup 
and the different ways to increase contrast between the 
sample and background produce image artefacts which 
have  to  be  taken  into  account  when  interpreting  the 
image. In  in vitro fertilisation, the correct evaluation of 
the quality of the embryo is crucial for successful future 
development  of  the  implanted  foetus.  Embryos  are 
selected  for  transfer  based  on  a  number  of 
characteristics, such as blastomere symmetry, degree of 
fragmentation  and  number  and  size  of  blastomeres. 
Traditionally, this evaluation has to a large extent been 
done by manual observation through visual microscopy, 
and  obtaining  the  necessary  expertise  takes  years  of 
training. Here we show how the output from different 
analytical methods may be combined and how creative 
visualisation  and  improved user  interaction  with  large 
data sets may improve the understanding of the sample 
under study. We show how existing computer-aided tools 
can be used  in embryo selection and discuss automation 
as  a  way  to  quantify  the  subjective  bias  of  manual 
embryo selection. We use data from human embryos as a 
case study, but the methods may be applied to any type 
of biological or microscopic material.

Keywords: Human-computer  interaction,  medical 
visualisation, embryology,  image segmentation, pattern 
recognition, computer-aided diagnosis
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1   Introduction

In  several  standard  computer  applications,  computer 
vision  algorithms  are  readily  available,  and  in  many 
fields of research there is a vast collection of tools for 
imaging  and  plotting,  allowing  the  user  to  produce 
different visualisations of the data. In many cases these 
tools allow for multidimensional plotting, rescaling, the 
application  of  cross  sections,  the  use  of  transfer 
functions,  the  addition  of  annotations,  and  the  sorting 
and rescaling of data through various gates or histogram-
based offsets. In the area of medicine, where the output 
from the method of detection is not visualised  a priori, 
such  as  MRI,  techniques  for  presenting the data  have 
evolved for some time. Also, novel technique has made 
it possible to gather more and more data simultaneously 
in  several  dimensions and  modalities.  With this  trend, 
the understanding of this data through a limited set of 
cross-sections has also become more difficult,  and the 
interpretation  of  medical  images  has  come  to  require 
more and more time in the education of the physician or 
the  biologist.  In  microscopy,  where  data  is  directly 
visualised  in  two  dimensions,  little  efforts  have  been 
done to present this data in any other way. Although the 
use of images from microscopic data has increased, the 
presentation tools available are usually two dimensional 
in nature, and lack interactivity. In microscopy, the same 
sample may look very different under different optical 
set-ups  and  the  interpretation  of  microscopic  images 
requires a high level of expertise. The aim of this paper 
is  to  give  some  insight  into  how  standard  computer 
vision techniques can be applied to microscopic data and 
how creative visualisation can help in the interpretation. 
We discuss how the physical process of image capture 
may influence the final image, and how knowledge of 
this  process  in  some  cases  can  be  used  to  further 
improve the computer analysis. It  is our hope that this 
article  may  further  improve  the  microscopists 
understanding of the world of computer vision, and how 
they may use it for their benefit. We also believe that this 
article  may  be  of  interest  to  the  computer  scientists 
working in the field of computer vision, developing or 
studying algorithms for automated image analysis in the 
medical field. 
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The background section of this paper (2)  first  gives a 
short overview of a few in embryology commonly used, 
yet  very  different  microscopic  techniques  (2.1),  then 
gives an overview of the embryo selection process (2.2), 
time-lapse microscopy (2.3) and segmentation (2.4) and 
how  these  can  be  applied  to  embryology.  Section  3 
discribes the methods used and in the results section (4) 
we describe data extraction using two separate imaging 
techniques; HMC and confocal imaging. We apply three 
different  methods  of  analysis  to  the  data  sets,  using 
successively  more  refined  methods  of  segmenting  the 
image. Last, we discuss future work where we intend to 
extend the knowledge of human embryo development by 
combining  information  from  several  techniques.  The 
beginning  of  each  result  section  briefly  describes  the 
methods used.

2   Background and related work
2.1 Microscopic Imaging

Microscopic  techniques  can  roughly  be  divided  into 
quantitative or non-quantitative imaging, and destructive 
or  non-destructive  techniques.  Non-descructive 
techniques is preferrable in many cases, where there is a 
need to keep interference with the sample at a minimum. 
In  in  vitro fertilisation  (IVF),  the  sample  under 
observation cannot be manipulated or disturbed in any 
way, but must be observed "as is", if it is to be used for 
implantation. With a few exceptions, most quantitative 
imaging  is  in  some  way  destructive,  so  for  research 
purposes,  destructive  techniques  can  sometimes  be 
desirable.  

The two destructive techniques most commonly used in 
the study of  embryos are fluorescence microscopy [1] 
and confocal microscopy [2].  Microscopical techniques 
which can be counted as non-destructive include bright- 
and  dark-field  microscopy,  phase-contrast  microscopy 
(PC)  [3],  Hoffman  Modulation  Contrast  (HMC) 
microscopy [4], Differential Interference Contrast (DIC) 
[5] microscopy and digital holography (DH) [6], [7]. For 
uses in cellular biology, see [8], [9]. Of these, bright- and 
dark-field  microscopy  produces  an  image  of  the 
amplitude of the transmitted (or reflected) light, as we 
are  used  to  seeing  it.  However,  cellular  material  is 
usually highly transparent, and for such objects, we can 
get a better sample-to-background contrast, if we study 
the  phase  of  light  instead  of  the  amplitude.  PC 
microscopy and HMC imaging are techniques where the 
phase  information  of  diffracted  light  is  optically 
converted  to  amplitude  information.  Microscopic 
imaging  techniques  such  as  these  are  very  good  for 
visualisation,  but  cannot  be  directly  translated  to 
quantitative data. DIC and DH are techniques where the 
sample phase-shift is imaged directly, and can therefore 
count as quantitative imaging techniques.

Figure  1:  Examples  of  cellular  images  with  common 
microscopic techniques. Phase contrast image of L-929 
mouse fibroblast (a),  HMC image of a human embryo 
(b),  Digital holographic image (a) of mouse fibroblast 
L-929 (c) and Confocal image of a human embryo (d). 
Scale bars: 100µm.

2.2 The Embryo selection process

When selecting an embryo suitable for implantation, the 
embryologist may look at a number of criteria, such as 
pronuclear  appearance  and  orientation  [10],  [11], 
number,  size,  shape  of  blastomeres,  degree  of 
fragmentation  [12],  degree  of  blastocoelic  expansion, 
cellular composition and compactness of the inner cell 
mass  and  trophectoderm [13].  Discussions  concerning 
the  relevance  of  embryo  morphology  in  quality 
assessment  exists  [14],  but  it  is  likely  that  embryo 
morphology will  continue to  play a  large  part  in  IVF 
embryo evaluation.

Traditionally,  embryos  have  been  studied  using  a 
microscope  (commonly  HMC)  only  at  certain  time 
points  during  the  course  of  their  development.  It  has 
been shown in time-lapse studies that the timing of key 
occurrences within the embryo can vary greatly between 
embryos  that  have  similar  morphologic  appearance  at 
the conclusion of the recording period, and correlation 
has  been  shown  between  the  timing  of  key 
developmental  events  and  embryo  quality  [15].  Some 
features, such as embryo fragmentation, which is usually 
connected  with  poor  prognosis,  have  shown  a  high 
degree  of  variation  in  time-lapse  studies  [16],  and 
embryos  have  also  shown  the  capacity  to  reabsorb 
fragments [17]. It may be that the spatial and temporal 
pattern of fragmentation has  higher impact on embryo 
quality than merely the presence of fragmentation [16], 
[18].  Such  indication,  in  combination  with  new 
possibilities for time-lapse imaging of human embryos 
for an extended period of time with less negative effects 
to their health, makes it likely that the use of time-lapse 
recordings is going to increase in the future. 
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2.3 Time Lapse Microscopy

Time-lapse  microscopy  is  the  recording  of  an  image 
sequence at intervals during a continuous period of time 
[17].  The  length  of  the  period  and  the  time  between 
intervals is determined as a trade-off between temporal 
resolution  and  potential  sample  deterioration.  In 
fluorescence  microscopy  and  confocal  microscopy, 
which both count as destructive imaging techniques, the 
sample is usually fixed and no longer evolving, and it is 
rather fluorophore bleaching than  potential damage to 
the sample itself,  which  limits  sampling frequency.  In 
non-destructive  light  microscopy  on  the  other  hand, 
imaging of  live samples may be possible over several 
days, or even weeks. Long-term time-lapse imaging does 
not only require that the imaging technique causes low 
stress to the specimen. It  also requires that the sample 
can be kept undisturbed in a favourable atmosphere for 
an  extended  period  of  time.  Novel  construction  of 
incubators and cultivation chambers has recently made it 
possible to monitor embryos during the course of several 
days,  without  any  registered  severe  consequences  to 
their health.

There are difficulties other than the pure technical when 
combining automatic long term time-lapse imaging and 
microscopy.  When  examining  embryos  under  the 
microscope, the three dimensional structure is very much 
of  interest.  In  a  traditional,  manually  handled 
microscope, much information can be gained by making 
proper  use  of  the  microscope  controls,  moving  the 
sample around, scanning the focus, adjusting strength of 
illumination  or  making  use  of  various  filters  and 
apertures in order to scan the three dimensional object in 
real  time.  In  an  automated  time-lapse  set-up,  the 
possibility  to  manipulate  optics  is  reduced  when  the 
optical  set-up  must  incorporate  a  climate  chamber  to 
accommodate  the  living  cellular  material.  If  the 
microscope is instead meant to sit inside an incubator or 
other external chamber, the possibility to manipulate the 
optics  is  equally reduced,  either  because  its  operation 
requires  the  doors  of  the  chamber  to  be  opened,  or 
because the optics is again shielded, to protect it  from 
the high humidity of the chamber.  In many time-lapse 
set-ups,  the  possibility to  adjust  image  quality  in  real 
time has vanished, and the biologist  is now limited to 
study the images some time after they are captured. This 
calls  for  new  techniques  to  visualise  this  already 
captured data in creative ways, and possibly to regain 
some of the interactivity which was lost to the user in the 
process.  Also,  with  the  increased  use  of  cameras  and 
automated microscopic equipment, the amount of image 
data  obtained  has  increased.  Here  is  a  possibility  for 
more analytical material, but lots of data also means that 
time has to be spent interpreting the data. It  would be 
beneficial to automatically point out features of interest 
in order to decrease the user workload.

2.4 Segmentation

There  exists  several  examples  of  the  segmentation  of 
microscopic  images  in  general  [19]–[26],  and 
segmentation of embryos in particular [27]–[31], but so 
far few attempts have been made to apply fully- or semi- 
automatic image treatment to the problem of selecting 
embryos.  There  are  a  number  of  potential  benefits  of 
automated   image  processing:  Sampling  time  can  be 
used  for  image  processing,  and  the  large  amounts  of 
stored image data available after capture will make the 
images available for further analysis and for validation 
by other  experts.  Automatic  procedures  will  make the 
system less subjective, and the evaluation process will 
be more transparent, given that the automation process 
itself  is  made  transparent.  However,  the  differences 
between  a  standard  camera  image  and  microscopic 
images  have  a  number  of  pitfalls,  when  applying 
standard image processing algorithms.

3   Materials and methods
The experimental section is divided into three parts. In 
the first, we apply a number of simple full image field 
transformations to a set of embryo images, to illustrate a 
common problem when working with the entire image. 
In  the  second,  we  restrict  the  region  of  analysis  to 
regions  of  interest,  and  show  how  analysis  of  non-
quantitative data still can give useful information. In the 
third and final section we illustrate how an embryo can 
be  visualised  in  three  dimensions  given  enough scans 
and a complete segmentation.

3.1 Asymmetric Imaging

Images of  a  human embryo at  72.6h after  fertilisation 
were  captured  with  the  Embryoscope®  system 
(Fertilitech,  Copenhagen,  Denmark),  using  HMC 
imaging at 635 nm. The raw images were plotted using 
Matlab,  and  a  Canny  edge  and   a  one  dimensional 
gradient was computed.

3.2 Embryo activity

The images in Figure 4 and 5 were captured in a 90h 
time-lapse  series  using  the  Embryoscope®  system 
(Fertilitech, Copenhagen, Denmark), with a 0.2h interval 
between pictures. The embryos were mounted in wells in 
an  EmbryoSlide® (Fertilitech,  Copenhagen,  Denmark) 
(Figure 3), one embryo per well, and the imaging of both 
wells  (3  and 6 respectively)  was done simultaneously, 
using a 635 nm LED. Both embryos are from the same 
patient. Three circular regions of interest were selected 
per image, one representing the total image field of the 
well (A), one selecting the body of the embryo within 
the  zona  pellucida  (B),  and  one  selecting the  embryo 
centre at half the diameter of the embryo outline B (C) 
(Figure 4). The regions of interest have been manually 
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chosen from one image slide, and then applied to the rest 
of  the  image  series.  The  variance  of  each  region  of 
interest was computed and plotted for each image in the 

 

 

upper half of the sample well with the dark upper edges 
of the blastomeres themselves.

 

124



Figure 5: The embryo of well 3 at 85.3h (a) and 85.5h 
(b). The blastocoel starting to form. The embryo of well 
6  at  85.3h  (c)  and  85.5h  (d).  Heavy fragmentation  is 
visible,  and  the  embryo  activity  is  low.  Scale  bar: 
100 µm.

Figure  6:  Variance  (a)  of  region  A.  Arbitrary  units. 
Image variance of region B (b) and region C (c) relative 
to mean of region A. Line represents position of example 
images (Figure 5). Solid: well 3, dashed: well 6.

The  first  embryo  in  well  3  experiences  several  cell 
divisions during the first hours of the series, after which 
it  forms  its  first  indication  of  a  blastocoel  at 
approximately 44.7h. After this, the embryo undergoes a 
series  of morphological  changes where it  reverts back 
and forth between a blastocyst  and a tight  central cell 
structure (Figure 5). These changes are clearly reflected 
in the image amplitude and variance (Figure 6, solid).

The second embryo in well 6 experiences a reduction in 
division  activity  after  approximately  34h,  and  clearly 
suffers from heavy fragmentation from image 54h and 
forward (Figure 5). Within the region of interest of the 
embryo,  this is shown as a decreased image intensity, as 
well as a reduced image variance, when compared to the 
first embryo, even though for the image as a whole, the 
conditions  are  reversed.  The  effects  are  even  more 
marked when the more restricted region of interest C is 
chosen (Figure 6, dashed).
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4.3 Three dimensional Visualisation

Here  we  show  that  microscopic  data  from  confocal 
images can generate enough data to form the basis for a 
three dimensional plotting with very little undersampling 
artefacts (Figure 7). The position and relative size of the 
blastomere nuclei are readily calculated. Note how the 
flattening  of  the  embryo  (a  physical  effect  of  being 
sandwiched  between  microscope  slides)  becomes 
apparent when applying a side view (Figure 7b).

5   Conclusion and future work
Here we have shown how existing methods for image 
analysis  may  be  combined  to  extract  additional  data 
from  embryological  data  sets,  and  how  computer 
analysis may be used to quantify results. Also, using 3D 
plotting,  not  only  can  we  get  a  much  more  intuitive 
understanding  of  the  embryo  structure  and  the 

positioning of blastomeres relative to each other – it is 
also possible to get a measurement of cellular or nuclear 
volume, which is not possible with a single scan. With a 
three  dimensional  display,  it  is  possible  to  view  the 
sample from different directions, thus getting a clearer 
view  of  its  spatial  layout,  and  gaining  a  better 
interactivity with the sample.   Here we show that  the 
methods for a complete analytical chain from raw image 
to three dimensional vector plotting exists, and for future 
work  we  intend  to  put  these  methods  together  into  a 
working  one-piece  semi-automatic  framework  for 
embryo evaluation, simulation and visualisation. Clearly, 
the accuracy of the 3D model depends on the amount of 
available data, the xy-resolution and the number of scans 
in  z-direction.  Confocal  microscopy  has  been  chosen 
here because the low depth of field allows us to separate 
the signal  between images in the stack, thus obtaining 
cleaner data. Optical sectioning is also possible in some 
non-destructive techniques, in particular in HMC which 
has  a  relatively low depth of  field  compared  to  other 
types of light microscopy. If a successful segmentation 
of this type of image could be achieved, it would open 
new doors in the area of embryology, both for clinical 
purpose, but also for the understanding of early human 
development. An improved embryo selection can in turn 
result  in a greater number of successful  implantations, 
less need for multiple embryo transfer, which will in turn 
increase the chance of survival for the foetus and reduce 
the risk to both the foetus and the mother. 
A  computerised  model  of  an  embryo  is  useful  for 
embryologists for training purposes, and would also in 
many ways  be  of  great  help  when  understanding  the 
three  dimensional  dynamics  of  the  embryological 
content,  and  may  bring  further  insight  into  the  early 
stages  of  human  embryo  formation.  In  the  future  we 
intend to further investigate the possibilities  to extract 
data from microscopic images, in particular focusing on 
the  non-destructive  modalities,  and  using  other 
techniques such as confocal microscopy as an endpoint 
and method for comparison.

6   Acknowledgements
The  authors  acknowledge  Prof.  Geraldine  Hartshorne 
and  Dr.  Sarah  Drury of  Warwick  Medical  School  for 
their  contributions  in  sample  handling  and  image 
gathering,  and  Kieran  Rafferty  of  MMU  for  his 
assistance in confocal image segmentation.

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)

Figure 7:  3D rendering of the segmented data 
from a confocal image stack. Top view (a) and 
side view (b) of an embryo in blastocyst stage. 
The shapes shown are embryo nuclei (121 in 
total), spread along the inner wall of the 
blastocoel. The flattening of the embryo is due 
to the deformation caused by the imaging 
process. Blastocyst diameter is approximately 
120 µm.
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Abstract

Solid molecular surface is a simplified and clear represen-
tation of molecule, when you need to examine interaction
of molecule and its surroundings. Therefore, the ability to
compute and visualize molecular surface is expected from
every modern software for molecular visualization. The
main limitation of current applications enabling the com-
putation of molecular surface lies in processing of large
macromolecules, such as ribosomes. Traditional analytic
solutions are not suitable for computation of surface for
such large structures so another approach has to be used in
such a case.

This paper describes how the molecular surface is de-
tected and visualized using the LSMS grid algorithm [2].
Our implementation optimized the original algorithm and
equipped it with advanced features which enhance result-
ing appearance of the surface. The algorithm was utilized
to detect and visualize cavities inside molecules. The im-
plementation was integrated to the CAVER Viewer appli-
cation [3] for analysis and visualization of proteins.

Keywords: molecular surface, molecule, protein, ribo-
some, cavity, CAVER Viewer

1 Introduction

Proteins play an irreplaceable role in all living cells so the
understanding of their functionality is substantial in many
research fields, such as protein engineering, drug design,
cosmetics, food industry and others. Analysis of proteins
helps to understand their complex structure and ability to
react with other molecules (called ligands) which changes
the chemical properties of both proteins and ligands.

The rapid growth of the field of protein analysis in the
last decades caused also the birth of many software tools
enhancing the process. They concentrate on the algo-
rithms performing various analyses on proteins as well as
on the visualization of results. While the algorithms pro-
duce large amount of raw output data, the visualization

∗xkotry@fi.muni.cz
†sochor@fi.muni.cz

tools concentrate on their processing and displaying rel-
evant data in proper context. Modern visualization tools
display the three-dimensional view of the protein struc-
ture. To provide users with more views on the output data,
the tools offer a set of displaying methods designed for
biochemists. Each of the methods concentrates on a spe-
cific level of abstraction in order to display only the most
important information in given situation. Users can visu-
alize for example all atoms of a molecule, all atoms with
bonding, or secondary structures (see Figure 1). One of
the most common representations is the visualization of
molecular surface (Figure 1). The technique is often com-
bined with other methods to provide the better overview.

Figure 1: A protein visualized using different methods:
top left - Van der Waals spheres, top right - Balls and
Sticks, bottom left - Secondary structures, bottom right -
molecular surface.

Computation and visualization of molecular surface is a
big challenge for all the visualization tools, especially in
case of large macromolecules. Due to the high time com-
plexity we have to select a suitable tradeoff between the
preciseness of the surface and the computational complex-
ity. The problem attracted researchers for many years and
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various solutions were proposed. In this paper we present
a solution which produces high-quality molecular surfaces
computed in a few seconds even for large macromolecules.
Our approach combines the existing LSMS technique ([2])
with the post-processing phase where the resulting surface
is smoothed and colored.

2 Background

As mentioned before, the generation of a molecular sur-
face present a complex task. The surface represents a
boundary between the inner part of the protein and the
outside environment called solvent. In this section we first
concentrate on the definition of molecular surface and then
present the well-known approaches to its computation.

2.1 Definition of molecular surface

Proteins are influenced by its environment, namely by the
outer solvent. This causes permanent movements of pro-
tein atoms which are trying to maintain the state with min-
imal energy of the molecule. Thanks to these movements
it is impossible to detect the molecular surface exactly and
also definitions of the surface differ in literature. One of
the most commonly used definitions operates with the pro-
tein represented by spheres with radii equal to correspond-
ing van der Waals radii of atoms. In this representation,
when two spheres overlap, the corresponding atoms are
bonded. The union of these spheres is marked as van der
Waals volume. The surface of this volume is called van
der Waals surface (see Figure 2).

Definitions of other surfaces are derived from the con-
cept of a probe rolling over the boundary atoms of the
molecule. Union of centers of all possible position of
the probe with a fixed radius touching the boundary atoms
defines the so-called Solvent Accessible Surface (or Con-
noly surface) (see Figure 2). The same probe defines also
the Solvent Excluded Surface (Molecular Surface) which
touches the surface of boundary atoms (see Figure 2).

Figure 2: Various definitions of molecular surface (taken
from [2]).

2.2 Related work

In this section we present existing algorithms for molecu-
lar surface computation and visualization. Generally, these
algorithms can be divided into two groups. The first group
contains algorithms which compute the analytical surface,
the second group is formed by the algorithms computing
the surface numerically.

2.3 Analytical approaches

The main goal of these algorithms is to compute an exact
representation corresponding to the surface definition. The
well known representatives of this group are Alpha Shapes
[5] and Reduced Surfaces [11].

The Alpha Shapes algorithm is based on the generaliza-
tion of the convex hull of a set of points. The definition
is independent of the dimensionality of the explored space
but in the case of molecular surfaces the three-dimensional
space is taken into account. The accuracy of the surface is
dependent on the value of alpha, which reaches from 0 to
infinity. Value 0 represents the most precise surface and
infinity stands for the convex hull of the molecule. The
proper description of this complex algorithm can be found
in [5].

Solvent Accessible and Solvent Excluded surface can
also be computed using the Reduced Surface approach.
The main advantage of this algorithm is its complexity
which is in the O(n ∗ logn) set. This approach in the first
phase constructs the so called reduced surface which is
generated by rolling a sphere over the boundary atoms.
In the second phase the analytical representation of the
Solvent Excluded Surface is constructed. This phase can
lead to the occurrence of self-intersections which are elim-
inated in the third phase. In the last phase, the triangula-
tion of the final surface is generated. The resulting reduced
surface corresponds to the surface generated using Alpha
Shapes, when the alpha value is set to the radius of the
probe used in Reduced Surfaces.

Another representatives of this group of algorithms can
be Contour-Buildup Algorithm [13] or Power Diagram Al-
gorithm [1].

The main problem of the analytical approaches is their
dependence on the size and shape of the protein molecule.
In the case of large macromolecules, such as ribosomes
(hundreds of thousands of atoms), the computational time
of these methods increases dramatically and the computa-
tion can even fail due to high memory requirements.

2.4 Numerical approaches

These algorithms overcome the problem of generating
molecular surface for large macromolecules because it is
independent of their size. Their principle is based on ap-
proximating the molecular surface, mostly by discretiza-
tion of the space using voxel grid. The preciseness of the
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results depends on the size of voxels of the grid (grid reso-
lution). This resolution also influences the overall compu-
tational time. In this case, the atom density does not play
the important role because processing of voxels in the grid
is independent of the density.

One of the first algorithms, which represent this group,
is the Grid algorithm [7]. This algorithm places a set of
probes onto the boundary voxels of the grid and then iter-
atively shifts these probes closer to the molecule (see Fig-
ure 3). The iteration for a probe ends when it collides with
some atom. When all probes collide with some atoms, the
algorithm is finished. Then the resulting surface is defined
by positions of probes. The main limitation of this algo-
rithm lies in its inability to detect some non-convex parts
of the surface as illustrated in Figure 3. The blue line de-
picts the surface detected by this algorithm. The red area
should be excluded from the volume of the molecule. So
the molecular surface then should follow the boundary of
this red area.

Figure 3: Principle of Grid algorithm.

The idea of approximation of the molecular space by
three-dimensional grid was also adopted by authors of the
LSMS algorithm [2]. Thanks to its preciseness and ap-
plicability to large macromolecules, this approach forms
a basis of our solution presented in this paper. In the
next sections we briefly describe the basic principles of the
LSMS algorithm and then we concentrate on the key part
of the paper - the post-processing phase which substan-
tially improves the resulting surface obtained by LSMS.

3 Description of LSMS algorithm

LSMS stands for Level Set method for molecular surface
generation and represents an advanced numerical algo-
rithm. Similarly to the Grid algorithm, it is based on the
discretization of space using voxel grid, however the sur-
face itself is detected using a method called Level Set evo-
lution.

Let f (x,y) be function defined on discrete domain.
Then level set of level c is a set of all points P(x,y) where

f (x,y) = c. Level set evolution is the process of detecting
level set of level c, assuming we already know the level set
of previous c−1 level.

Now we assume that the f (x,y) function represents the
distance map, where the value of each point is equal to its
distance from edge of the nearest atom (considering that
atoms are represented by spheres of van der Waals radii).
If the point lies inside an atom, its value will be negative.
Values in atom centers are then equal to −rw, where rw
represents van der Waals radius of given atom, so we can
use them to initialize the algorithm. From this knowledge
we can derive other level sets.

Level set of level 0 in this function equals to the van der
Waals surface. Level set of level rp, where rp is probe ra-
dius, equals to the Solvent Accessible Surface. Now let’s
define new distance map g(x,y) where all points lying on
and outside the Solvent Accessible Surface derived in pre-
vious step are initialized to zero (in other words, all points
not visited during the previous level set evolution). Level
set of level rp then eqauls to Solvent-excluded surface,
which is the desired output of the method.

As you can see, all we need to compute the final
Solvent-excluded surface are two executions of the Level
Set evolution. Level Set evolution itself is implemented by
the method called Fast Marching. Output of the method
are binary voxel data. There are more options, what can
we consider as output. First option is, to output only the
edge voxels of the surface, or in other words, the voxel
corresponding of Level Set rp of function g(x,y).

Other option is to output molecule as a solid volume,
from which Solvent-excluded surface can by extracted as a
boundary between this volume and its surroundings. This
representation is much more appropriate if we want to vi-
sualize the surface using an algorithm such as Marching
Cubes. To get this representation we have to mark all vox-
els visited in the first Level Set evolution and then unmark
all those visited in the second Level Set evolution.

3.1 Visualization of isosurface

LSMS generates the output in the form of voxel data which
have to be further processed in order to generate the sur-
face suitable for visualization. Computer graphics offers
various algorithms for voxel data visualization. One of the
most common methods is the Marching Cubes algorithm
[10]. It generates the triangle mesh according to config-
urations of voxels in a grid (all possible combinations of
intersections between voxel and objects in the grid space).
In 3D space, there are 256 possible configurations for a
cube consisting of 8 voxels.

In the next phase, the resulting triangle mesh has to be
equipped with normal vectors for each vertex. This step is
crucial mainly for computation of smooth lighting of the
surface. The resulting surface generated by the LSMS al-
gorithm can be seen in Figure 4. Here also the unpleasant
bumpiness of the surface can be observed. This artifact as
well as the absence of coloring surface according to chem-
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ical elements of corresponding atoms led us to introducing
further improvements which overcome these problems.

Figure 4: Resulting surface obtained by LSMS algorithm.
Boundaries of the grid are also shown (taken from [2]).

4 Post-processing phase

This part forms the core of our improvement in compari-
son with results obtained by the LSMS algorithm and ap-
plication of the Marching Cubes approach. The improve-
ment basically consists of two parts - smoothing the sur-
face generated by Marching Cubes and coloring the sur-
face according to various characteristics.

4.1 Smoothing

As mentioned above, the isosurface generated by process-
ing of LSMS voxels by Marching Cubes algorithms pro-
duces unpleasant artifacts. The resulting surface is not
smooth, it resembles contour-lines on 3D maps. This is
caused by the voxelization of the space. The original so-
lution described in [2] does not solve this problem. One
of possible solutions can be an interpolation of the vertex
position. However, this approach is applicable only when
working with greyscale voxel object. Moreover, its appli-
cation to the resulting molecular surface has no effect. In
this case, we have to come with more sophisticated solu-
tion.

Our solution is inspired by methods common in the field
of digital image processing. In the space of 2D images,
the desired quality can be reached by applying appropriate
filtering method. We adopt this solution to the triangular
mesh in 3D space.

The most suitable filter for our case is the Gaussian blur.
For simplification, we describe its principle in 2D image

space and then explain the extension to three-dimensional
space. The 2D digital image can be considered as a regu-
lar graph where each pixel (node) has 4 neighbors (edges).
Then the Gaussian blur can be applied by using the convo-
lution kernel shown in Figure 5 (left part).

Figure 5: Left: convolution kernel of Gaussian blur for 2D
digital image. Right: the same kernel for irregular graph.

When extending this principle to 3D space, we come
out from the idea that the triangular mesh can be also con-
sidered as a graph which is irregular (variable number of
edges corresponds to each vertex). Thanks to the symme-
try of the 2D Gauss convolution kernel, the extension to
three-dimensional space is straightforward. Each vertex v
is multiplied by 2 and its neighboring vertices are multi-
plied by 1 (see Figure 5, right part). These coefficients are
then normalized according to the number of neighbors of
v. All resulting values are summed and this sum is stored
as a new value of vertex v.

This process is applied on all vertices of the triangular
mesh as well as on their normals to produce smooth light-
ing. The filter has very similar effects as in case of apply-
ing on 2D digital images - it preserves the overall shape of
the object but smooths fine details such as the contour-line
effect. Even smoother surface can be reached by repetitive
application of this procedure. Figure 6 shows the original
surface without any filtering. The smoothed surface after
3 applications of Gauss blur is depicted in Figure 7.

More precise result would be achieved if coefficients
applied to neighbor vertices would not be constant but
derived from Gaussian distribution formula according to
their distance from the center vertex. However, differ-
ences between lengths of the edges in our mesh are neg-
ligibly small, because the mesh is generated using march-
ing cubes algorithm. Marching cubes algorithm generates
only polygons of certain shapes and sizes and therefore it
can be easily proven that length of the longest edge gener-
ated by this algorithm is only twice as large as the shortest
edge. In this case the errors resulting from usage of con-
stant coefficients for all neighbors are visually unrecogniz-
able in the result. This filter also shrinks the mesh slightly
but the consequences of this shrinking are negligible for
our purposes.

4.2 Coloring

The surfaces generated by the original LSMS algorithm
were colored uniformly using one color with different in-
tenzity only. This color scheme is quite limiting because
it does not reveal many interesting features of surface re-
lated to the atoms forming the surface. For biochemists,
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Figure 6: Original surface with no Gaussian blur. It corre-
sponds to the surface obtained by LSMS.

Figure 7: Surface obtained by three applications of Gaus-
sian blur.

the visualization of such features can have an outstanding
benefit. The surface can be colored according to physical
and chemical properties of corresponding atoms (shown
in Figures 6 and 7), their partial charges, correspondence
to amino-acids, hydrophobicity of amino-acids of given
atoms and others.

The color of the surface is computed for each vertex of
the triangular mesh as a weighted sum of colors of atoms
in the neighborhood of the vertex. For simplicity, we take
into account only atoms in the distance of 5 Å(Ångström)
from the given vertex. This constant is derived from the
following consideration: all atoms present in proteins have
the value of van der Waals radius smaller than 3 Åand the
maximal size of the probe used for the surface construction
in the analytical solutions is 2 Å. These two assumptions
ensure that for each vertex on the surface at least one atom

exists the center of which is closer than 5 Å.
Our function of computation of color in the vertex v was

designed as follows:

cv =
∑a∈A;d(a,v)≤5 w(a,v)ca

∑a∈A;d(a,v)≤5 w(a,v)

where

• cv is the color of the vertex v

• ca is the color of the atom a (user-defined according
to the chosen color scheme)

• A is the set of all atoms of the protein structure

• d(a,v) is the distance between the center of the atom
a and the vertex v

• w(a,v) is the weight defined as

w(a,v) = (5−d(a,v))3

A naive algorithm for coloring the surface processes all
vertices and for each vertex checks the color of all atoms of
the protein. In this case the time complexity is in O(v∗a)
set, where v is the number of vertices and a stands for the
number of atoms. It is obvious that this solution is highly
dependent on the number of atoms in the protein and this is
in contradiction with the principle of the LSMS algorithm.
To overcome this problem, we introduced the following
optimization.

The space occupied by the protein structure is covered
by the regular searching space grid where the size of each
cell is fixed to 5 Ångströms. Of course, there are plenty of
more sophisticated space division structures (such as k-D
tree or BSP tree), but for our purpose the regular grid is
the most suitable solution because of guaranteed regular
distribution of atoms within a molecule. Each cell of the
grid contains the list of atoms whose centers lie inside the
cell. This sorting of atoms has linear complexity with re-
spect to the number of atoms. So when we return to the
naive approach described above, for all vertices we now
traverse only the atoms in the corresponding cell and its
neighboring cells. The number of neighboring cells is 26
which together with the corresponding cell form the space
cube with 15x15x15 Ångströms. Thanks to limitations of
mutual distances between atoms given by their chemical
properties, the number of atoms which can be positioned
in this cube is limited by a constant value k. Then the com-
plexity of the computation of coloring the surface is in the
O(v∗ k)≈ O(v) set.

5 Other features

5.1 Cavities

One of the greatest advantages of the LSMS algorithm
is its applicability to problem of detecting inner cavities
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of protein structures. Cavities represent an empty space
present inside the spatial structure of proteins. Their pres-
ence is tightly related to protein density - dense proteins
have less and smaller cavities than the sparse ones. Cavi-
ties play a crucial role when the protein reacts with other
molecules - ligands. From the geometrical point of view,
a cavity is defined as inner void from where a probe po-
sitioned inside cannot access the molecular surface (see
Figure 8).

Figure 8: Illustration of cavity.

When adopting the LSMS algorithm for computation of
cavities, it is necessary to distinguish between surface of
the molecule and surface of inner cavities. To reach this,
we add another Level Set evolution proceeding from the
outer boundary of the voxel grid to its center. This step is
performed before the final Level Set evolution of the orig-
inal algorithm is launched. The resulting cavities detected
by this approach can be seen in Figure 9.

Figure 9: Cavities computed by our approach containing
the post-processing phase.

5.2 Transparency

For biochemists it is very valuable to observe the overall
shape of the molecule represented by its surface along with

its inner structure. This can be accomplished by making
the molecular surface transparent. The resulting surface
is illustrated in Figure 10. To prevent side effects of trans-
parency caused by wrong ordering of transparent polygons
in Z axis (especially when more surfaces are present in the
scene), only front facing polygons are actually made trans-
parent. Back faces are blended with the color of the scene
background, no matter what objects are behind them.

Figure 10: Transparent molecular surface.

6 Results

Our implementation of LSMS algorithm enhanced with
the smoothing and coloring phase, was integrated into the
CAVER Viewer application [4] for analysis and visualiza-
tion of protein tunnels. This application provides users
with an intuitive interface for computation and manipula-
tion with molecular surfaces. Users are also able to set
the coloring scheme according to the predefined options
as well as customize all colors. Results of applying differ-
ent coloring schemes on the protein surface computed in
CAVER Viewer can be seen in Figures 11 and 12.

Figure 11: Molecular surface colored according to partial
charges of atoms.
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Figure 12: Molecular surface colored according to
residues of corresponding atoms.

The main goal of our improvement was to provide
biochemists with a visually appealing molecular surface
which could be computed on molecules of arbitrary size.
We compared the solution with other existing applications
for protein visualization, such as PyMol [12], VMD [8]
or YASARA [9]. Table 1 shows times spent on computa-
tion of molecular surfaces for three molecules of different
size. First of them, haloalkane dehalogenase (1CQW code
[6]), contains 2 754 atoms. Second structure, Groel/Groes
complex (1AON code) consists of 58 874 atoms (Figure
13). The largest structure, 70S ribosome, contains 146 558
atoms (Figure 14). Our algorithm was launched with two
different initial settings of the grid resolution - 1283 voxels
and the finer grid with 2563 voxels. All applications were
tested on the same computer, with Intel Core i5 M430 pro-
cessor, nVidia GeForce GT 330M GPU and 4GB RAM.
Dash in the table indicates that tested application was un-
able to provide any result for the given structure on this
computer.

Compared to other approaches, our method is able to
compute molecular surface for larger macromolecules,
such as ribosomes. Moreover, the computational time is
still reasonable.

6.1 Conclusion

The technique utilizes the LSMS algorithm which is
equipped with additional smoothing and coloring phase to
produce more plausible surface. To enhance the quality of
protein analysis, the transparent surface was introduced.
The method is applicable to ribosomes using commonly
available desktop computers.
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CAVER Viewer 1283 voxels CAVER Viewer 2563 voxels PyMol VMD YASARA
1CQW (2 754 atoms) 3,5 sec 23 sec 1 sec 3 sec 2sec
1AON (58 874 atoms) 5,5 sec 38 sec 30 sec 4-5 mins -
70S (146 558 atoms) 6,7 sec 1 min - - -

Table 1: Comparison of computational time for molecular surface in different software tools.

Figure 13: 1AON structure (58 874 atoms) and its molec-
ular surface generated using a grid of 2563 voxels.

Figure 14: 70S ribosome (146 558 atoms) and its molecu-
lar surface generated using a grid of 2563 voxels.
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Abstract

The purpose of our research is to develop an application
of augmented reality on mobile device that will be educa-
tive and entertaining for their users - children. User will
be asked for an input to take a picture from the book and
the application will draw a supplementary information in
the form of a 3D object on the screen. The key task of our
application is the problem of image recognition on mobile
platform using local descriptors. Currently available de-
scriptors included in OpenCV library are well designed,
some of them are scale and rotation invariant, but most of
them are time and memory consuming and hence not suit-
able for mobile platform. Therefore we decided to develop
a fast binary descriptor based on the Histogram of Inten-
sity PatcheS (HIPs) originally proposed by Simon Taylor
et al. To train the descriptor, we need a set of images de-
rived from a reference picture taken under varying viewing
conditions and geometry and therefore we have to take into
account different scales, rotations and perform perspective
transformations. Our descriptor is based on a histogram
of intensity of the selected pixels around the key-point.
We use this descriptor in the combination with the FAST
key-point detector, where the most occurring key-points
are used with the aim to reduce the computation time.

Keywords: augmented reality, mobile, descriptor, hips,
histogram, image recognition, keypoint

1 Introduction

Problem of the visual object recognition using feature
matching is one of the most challenging tasks in the com-
puter vision. Nowadays, there are several ways for suc-
cessfully match a template with an image. Lot of these
methods are quite robust, however they are still complex
and most of them are not capable of performing matching
in real time on large databases. In our paper, we describe a
method for image matching which could be promising for
the real time applications even on mobile devices.

The authors Taylor et al. have presented [1] a simple
patch feature with a binary mask representation which en-
ables very fast matching at runtime - Histogram of Inten-

sity Patches. Our approach presented in this paper is based
on this HIPs descriptor. In our algorithm we use meth-
ods of detecting local features and building a set of HIPs
descriptors. This algorithm is compatible with other al-
gorithms already included in OpenCV library, because it
uses the basic data structures defined in this library. The
basic idea how to decrease the computation time is to build
the descriptor in a way, that the training process includes
many viewpoints corresponding to varying rotation, scale
and affine transformation. Hence, rotation, scale and affine
invariance could be achieved in the training phase, the
matching runtime process directly use the descriptor and
no additional computation time is necessary. This is the
fact which makes some other methods slower and not ca-
pable for running in real time.

In the training process, we build a binary descriptor
of a patch around the detected feature key-point for all
viewpoints. All descriptors are stored for a later use, so
we do not need to go through the process of the training
again. For the simulation of different image views, we use
transformation provided by OpenCV library. However the
training process takes several minutes to complete and use
extra memory. We use the same approach on the acquired
camera image, and then match the features by counting of
the dissimilarity score, which is the result of bitwise opera-
tions between descriptors. The results with score less than
threshold = 5 will be selected as good matches and used
to find a homography using the RANSAC (Random sam-
ple consensus) algorithm. Selected threshold with value
of 5 gives good results for matching because the image
could be still recognized when random noise or other dis-
turbances occur in the camera image. For the lower thresh-
old, the probability of successful matches will decrease.

2 Related work

There are several descriptors providing well matching
probability. The most common are SIFT [11] [5]
[6] (Scale-invariant feature transform), SURF [10] [5]
(Speeded up robust features), BRIEF [8] (Binary robust
independent elementary features) or ORB [9] (Oriented
BRIEF). In this part we describe how SIFT and SURF
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work, as we use them in comparison to HIPs in our tests.
SIFT descriptor use for key-point detection Difference

of Gaussian (DoG) [3]. DoG is used on two neighbour im-
ages from image pyramid. These two images are blurred
and then subtracted. Key-points are detected as we search
for local maxima/minima in the DoG pyramid. DoG is a
faster approximation of Laplacian of Gaussian (LoG) [2]
and also provide the scale invariance for SIFT descriptor.
Despite the fact, computation time of DoG is still high to
use it in real time tracking. SIFT descriptor divides sur-
rounding pixels into areas of size 4x4, and computes his-
togram of oriented gradients with 8 bins. Therefore the
resulting vector is 4*4*8 = 128 dimensional.

SURF descriptor also divide the area around detected
key-point into 4x4 smaller areas. For each area it computes
Haar wavelets in X and Y direction and their absolute val-
ues. Next, these values are normalised and stored in 64
dimensional vectors. To provide scale invariance, SURF
detector instead of making image pyramid scales the filter.

PhonySIFT [7] [6] is modified SIFT for tracking on mo-
bile devices. Authors replaced DoG method for detect-
ing key-points with FAST [4] detector. Scale invariance,
which was provided by DoG, was replaced by storing de-
scriptor from different scales. Area around the key-point
to fill descriptor was changed from 4x4 to 3x3. As in orig-
inal SIFT, they compute histogram of oriented gradients
with 4 bins, so the result vector is 36 dimensional instead
of 128. They observe only 10% worse matching in com-
parison to original SIFT according to experiments carried
out and presented by authors.

SIFT or SURF use floating point numbers for describ-
ing the area around the detected key-points. To optimize
time of computation, better approach is to use binary de-
scriptors as HIPs, which we describe below.

3 Image training and matching

To build a suitable descriptor to match selected image we
need to pass the process of training. This process con-
sists of detecting and describing the area around the fea-
ture key-point. To provide matching rotation and scale in-
variance, we build descriptors on more viewpoint bins of
an image, which we want to detect by the algorithm. These
viewpoint bins are simply created by warping of the refer-
ence image. For each bin, small rotations and transforma-
tions are performed with the aim of increased robustness.
Created images need next to pass through key-point de-
tector, then the binary descriptor of each key-point will be
calculated.

3.1 Feature detecting

For each image viewpoint in a bin, local features key-
points using FAST corner detector are detected. In the next
step, the appearance of each feature in all images of the bin
will be sorted and top detected 50 to 100 features, which

after de-warping the image back to reference position oc-
curs most frequently, are selected. The used parameters of
warping have to be stored since they are necessary to find
out a position of the feature in the reference image.

3.2 Patch extracting and building the de-
scriptor

After we have detected the top 50 to 100 feature key-points
in the current viewpoint bin, the descriptor could be calcu-
lated. We form a sample grid of 8 x 8 pixels around each
of most detected corners key-point on each image in view-
point. Pixels in the position given by the sample grid will
take a part in process of filling the descriptor. 8 x 8 pix-
els, i.e. 64 pixels will form the descriptor, which will be
enough to determine good or bad matches using dissimi-
larity score.

Figure 1. Sample grid around detected key-point. 8x8
highlighted pixels are used to create descriptor.

To provide the matching more robust to light variations,
the selected values are normalised and then quantised into
5 levels of intensities. Intensities of pixels in this grid are
used to form the histogram. Histogram is created in a way,
it represents frequency of intensity appearance at selected
position in all grids around corresponding key-point de-
tected on training images. The feature descriptor build-
ing process is as follows: we fill ”1” at selected position
of the selected intensity level, if the intensity appearance
in the histogram for this position is less than 5%. If se-
lected intensity appears more frequently than 5%, we put
”0” at the corresponding position. This boundary of 5%
is determined by authors of HIPs to be best for filling the
descriptor.
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Figure 2. Process of forming the descriptor.

The finished feature descriptor will need to take 5 bits for
each one of 64 pixels. Therefore we need 40 bytes to store
the descriptor values and another 4 bytes memory to store
the feature position. For example, if we decide to form
the descriptor out of 100 features in a single bin, we need
4400 bytes of memory. To detect an image in various po-
sition, we need to calculate several hundreds of bins with
different transformations.

3.3 Matching

To match two descriptors we need to count the dissimilar-
ity score between them. After we have created the descrip-
tors for the detected features, we do the same procedure on
a captured image. Because we built the binary descriptor
in a way, that we filled it with 1 if pixel rarely felt into the
bin, we can match descriptors by a simple way of using bit-
wise operations and sum of set bits. We simply AND each
of descriptors level containing 64 bit number and then OR
all the results. This operation require 5 AND and 4 OR op-
erations. Then we need to count number of set bits in our
result which provides us information about dissimilarity of
descriptors.

Supposing, we have created a descriptor R for a feature
on an template image and we are looking for a descrip-
tor on camera image C. Descriptors contain 5 levels, each
level is 64 bit long. To sum the bits set to 1 and to get
information of a good match, we need to make AND op-
eration among each of the descriptor levels (first level of
R descriptor AND first level of C descriptor and so with
others). We get 5 numbers of 64 bit length which are then
ORed to get one 64 bit number.

s = ((R0&C0)‖(R1&C1)‖(R2&C2)‖(R3&C3)‖(R4&C4)) (1)

Where number Ri means i-th intensity level of the descrip-
tor made in the surroundings of a feature from the refer-

ence template image and Ci i-th intensity level of the de-
scriptor from the camera image.

dissimilarity score = sumO f OnesInBit f ield(s) (2)

To declare descriptors as a good match they need to have
this dissimilarity score less than some threshold, typically
5. After we select all good matches, we use them to
find homography using RANSAC found in OpenCV li-
brary. Next we draw matched features and show successful
match on screen.

4 Results

Our testing algorithm is made in C/C++ programming
language using OpenCV library and runs on laptop with
i7 3632 QM 2,20 GHz processor and 8GB of DDR5
1600MHz memory. We created 1 viewpoint bin consisted
of 3 different scales with step of 0,03 and 2 clockwise and
anticlockwise rotations from reference image with step of
2,5◦. Each of generated image were also 5 times perspec-
tive transformed from each of 4 sides by small amounts.
In sum, we got 315 transformed images to form the de-
scriptor. This option is no optimized yet and will be inves-
tigated in our future research.

For testing the algorithm we took an image reference
with the resolution 126 x 178 pixels and try to match it
with the image from camera with resolution 320 x 240
pixels. Next graph shows the average computation time
of the matched images using our implementation of HIPs
for 1 viewpoint bin and the average time of computation
for SIFT and SURF algorithm implemented in OpenCV
library.

Figure 3. Elapsed computation time for matching the
descriptors.

HIPs descriptor was created from top 100 key-points de-
tected on the reference image in a single bin, contain-
ing 315 images of small rotations, scales and perspective
transformations.

Related to the Figure 3, we can see that HIPs is running
more than twice faster than SIFT. However for possible
matching for different bins we have to pass through the
process for each viewpoint, therefore computation time
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will rise. The presented algorithm is promising, but still
needs further optimization in case of mobile platform.

We have done the same testing on an image with the res-
olution 251 x 356 pixels and with the resolution of 640 x
480 pixels. We made same approach of creating viewpoint
bin and feature selection as in previous test with smaller
image. In this test, we want to observe how good each of
descriptors works with higher resolution images.

Figure 4. Elapsed time of computation for matching the
descriptors with bigger resolution of an image and

camera.

The result of our next test shows even bigger difference.
Our implementation of HIPs took two times more compu-
tation time than the implementation in previous test. The
difference between HIPs and SIFT / SURF is greater than
in previous test, so it seems HIPs works better for larger
images. However the computational time is still not suit-
able for real time applications.

Figure 5. Above: Image matched by HIPs. Bottom:
Image matched by SIFT

Next, we consider to improve the computation time by re-
ducing the number of detected features used for the de-
scriptor forming and matching. Taking less features and

therefore creating less descriptors could improve compu-
tation time, but also can reduce the probability of a suc-
cessful match. We have acquired 20 random images which
will takes part in our next test. Then we have set the num-
ber of features, which will be formed into descriptors, to
10, 25, 50 and 100. Next we have try to match a reference
image with the 20 images taken before. We have evaluated
the number of successful matches and also we have mea-
sured the computation time needed for each image. In the
next graph ( Figure 6.) you can see the results in %.

Figure 6. Average computation time required for
successful matches.

We can see, that the duration of the matching part of the
algorithm increases significantly by increasing the num-
ber of selected features to form the descriptor. Otherwise,
if only 25 features are selected, we can see only a small
difference in successful matching ratio comparing with
100 selected features. Therefore we can decide, that for
our purposes with current rotations, scales and perspective
transformations, there is a good trade-off to form the de-
scriptor by using 25 to 50 selected features. Calculation
using 25 to 50 selected features is significantly faster and
give still acceptable matching results.

Next graph (in the Figure 7.) show average time in sec-
onds needed for the matching in our test. The difference
significantly grows with more features selected. We can
choose to make descriptors from less features, but this test
contains only one viewpoint bin and therefore the time of
computation seems to be still high. To decrease the match-
ing time, there is an opportunity of forming created de-
scriptors into a binary tree or making indexes in which we
can search faster than in our current tests, where the search
through the descriptors is linear.
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Figure 7. Computation time for our test in seconds.

5 Conclusion and future work

We implemented the HIPs algorithm and evaluated its
speed in comparison to other well known descriptors. As
presented, the results achieved by using the HIPs descrip-
tor seems to be promising, however there are still possi-
ble improvements in the algorithm and also in the imple-
mentation. These improvements should make the algo-
rithm faster and suitable for real time matching in larger
databases. Data are stored in memory which refer to all
different image warps and therefore the memory require-
ment is higher. In our implementation the memory re-
quirement is still acceptable and manageable by mobile
devices (around 20 to 40 megabytes for training phase),
but also here is a need of an optimization. The pros of
this method is, that we do not need to save any of image
transformation during the evaluating process and it can be
done just once in the training phase. The next possible
improving which could be done in our future work is an
optimization of the algorithm by trying various transform-
ing conditions on each bin. Our algorithm has run-time
complexity of O(n*m) for matching now, where n is the
number of descriptors detected on reference image and m
number of descriptors created from image from camera.
Our goal is to make the presented algorithm faster in the
run-time and then integrate this method as a part of our
augmented reality application on a mobile device.
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Abstract

We present a complex approach to 3D scene
reconstruction using both RGB images and depth
maps provided by a Microsoft Kinect sensor. The
sequence of frames recorded by the freely moving camera
fully controlled by human user is processed in order to
obtain point cloud representation of the recorded scene.
An ICP method is used to align point clouds of subsequent
frames, using matched SURF descriptors extracted from
RGB images as the initial alignment estimate. Nearest
neighbour search for an ICP is accelerated by a kd-tree.
The alignment of subsequent frames allows to fully
reconstruct camera movement in 3D space and thus
to create a complex, colored point cloud model of the
recorded scene or object.

Keywords: 3D reconstruction, Microsoft Kinect, point
cloud, ICP, SURF, k-d tree, quaternions

1 Introduction

In recent years, the advance in portable computers
and micro-electronics brings demand for 3D content,
real-time augmented reality applications and natural
human-computer interfaces like gesture control. It is
therefore necessary to efficiently capture the shape, color
or other properties of the objects or the whole scene, what
often includes the need of 3D reconstruction.

Currently, there are multiple 3D reconstruction methods
available, varying from the active approaches including
mechanical contact with the object or laser scanning, to
the passive methods able to create the scene model from
the video or multiple photographs. The 3D reconstruction
is usually intended for professional use due to high
price of required hardware and its difficult manipulation.
However, in recent years, multiple cheap and widely
accessible devices have been introduced, especially

∗matej.kopernicky@gmail.com
†radoslavgargalik@gmail.com
‡tomas.kovacovsky@gmail.com

motion input sensing devices like Microsoft Kinect or
Asus Xtion. Thanks to their ability to simultaneously
capture RGB images and depth maps, they have become a
popular tool for the 3D reconstruction.

The most notable work using such devices for the 3D
reconstruction is the Kinect Fusion [10][13], where
authors have presented a complex approach to the
real-time 3D scene reconstruction using depth maps
provided by Kinect. The detailed reconstructed model
provides an interaction with the user, allowing him to
interact with individual objects of the scene.

In this work, we will present a complex method for 3D
scene reconstruction which uses both the RGB images and
depth maps, captured by freely moving camera controlled
by user, in contradiction to the usual approach taking
only depth maps into consideration. This can bring an
advantage in cases, when the standard approach would not
work efficiently or would not work at all.

2 Rigid body registration

The data obtained by an input device can be viewed as
a sequence of frames, where each frame consists of an
RGB image and the corresponding point cloud obtained
from the depth map. Our goal is to create the 3D model
representing the scene captured by the frame sequence.
In order to incorporate multiple point clouds into into a
single one, relative transformations between subsequent
frames has to be known. This is called the rigid body
registration problem. The basic outline of this approach is
described in the Algorithm 1.

To estimate the transformation between two frames, the
corresponding point pairs have to be found. They are the
points of two point clouds that represent the same spot of
the scene. The searching methods of the corresponding
point pairs are described in Sections 2.1 and 2.2. After
obtaining corresponding pairs, transformation can be
estimated, as presented in Section 2.3. The idea of the
transformation estimate is depicted on Figure 1.
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Algorithm 1: 3D scene reconstruction algorithm
outline
Input: Sequence of recorded frames F1, . . . ,Fn
Output: Resulting point cloud R representing 3D

model of the recorded scene

// Total transformation representing
camera position change between
the first frame and the current
frame in each iteration

Ttotal ← Identity;
// Initially, the resulting model

contains only data from the first
frame.

R← F1;
for i← 2 to n do

T ← transformation estimate that aligns the point
cloud of Fi with the point cloud of Fi−1;
// composition of two spatial

transformations
Ttotal ← T +Ttotal ;
Fi← Ttotal(Fi);
R← R∪Fi;

end
return R;

Figure 1: A simplified model reconstruction example in
2D space, using two frames.

2.1 ICP

The ICP (Iterative Closest Point) method [3] is based on
a simple idea of iterative distance minimization between
two frames. For each point from the first point cloud,
the nearest neighbour in the second cloud is found,
establishing a correspondence between them. These point
pairs will in most cases not represent the same physical
point of the scene. However, considering many iterations
and thousands of corresponding pairs, we are able to align
two point clouds by obtained transformation estimate. The
implementation of the ICP algorithm is included in the
final Algorithm 2 describing the whole process of the rigid
body registration.

2.2 Initial estimation

Since the ICP minimizes distance between two point
clouds, this approach is not sufficient in all cases.
Consider the camera moving along the wall (Figure 2),
which forms, regarding the spatial distribution of points
in the point cloud, a plane in the 3D space. Distance
minimization between two point clouds obtained from
such a frame sequence would neglect the translational
movement of the camera, which would lead to severe
inaccuracies in the resulting model (Figure 3). For this
reason, an initial transformation estimate is often made
before applying the ICP itself. We will use RGB images
to make the first step when aligning two point clouds.

An appropriate method allowing to establish
correspondences between points of two frames is the
SURF (Speeded Up Robust Features) [1]. This feature
extractor is able to detect specific, characteristic parts of
the RGB image – edges, corners, blobs or ridges. These
are usually described by a 64-dimensional descriptor
vector. Thanks to the method’s invariance to rotation,
scaling, viewpoint change, blurring and other image
transformations [8], it is possible to detect the same
features on two subsequent RGB images of the input
sequence. The obtained descriptors from two images
are paired by searching for the closest neighbours again,
this time in the 64-dimensional descriptor space using
Euclidean distance. After obtaining corresponding pairs
on two RGB images, they are associated to the points of
the point clouds. This can be used to effectively estimate
the transformation, giving the initial step before applying
the ICP. This not only helps to avoid situations when
two point clouds are incorrectly aligned (Figure 3), but
also can reduce the required number of ICP iterations,
speeding up the reconstruction process.

2.3 Absolute orientation problem

Having established associated point pairs, a
transformation approximating spatial transformation
between two point clouds can be found. Multiple methods
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Figure 2: Two frames of the sequence recorded by the
camera moving along the wall.

Figure 3: Incorrect alignment using only ICP (left) and
correct alignment with the initial estimation using SURF
method (right).

have been described and compared considering estimate
precision and computational efficiency [5][11]. In this
work, the Horn’s method [9] has been chosen due to
satisfying results comparable with other known methods,
good description in numerous other works in the field of
3D reconstruction and its simple implementation in our
resulting application. Chosen method exploits properties
of quaternions and minimizes mean square error of
transformation estimation. We will briefly explain key
steps of this method and present the resulting algorithm,
taking into account specifics of our approach to 3D
reconstruction.

Consider two sets of associated points in 3D space
A = {a1, . . . ,an} and B = {b1, . . . ,bn}, such that ai ∈ A

forms a corresponding pair with bi ∈B ∀i = 1, . . . ,n. We
search for the best transformation estimate T such that
B = T (A) = R(A)+~t. Error estimation for a point pair
can be expressed as ei = bi−R(ai)−~t ∀i = 1, . . . ,n. Our
goal is to minimize mean square error, which means we
search for a transformation T minimizing ∑n

i=1 ‖ei‖2.

The key idea of Horn’s method is based on rotation
represented by quaternion. Quaternions are an “extension”
of complex numbers by another two imaginary parts. By
reffering two sets of associated points to their respective
centroids and by using useful quaternion properties,
Horn has shown that the transformation R is given by the
eigenvector corresponding to the maximal eigenvalue of
the matrix




Sxx +Syy +Szz Syz−Szy Szx−Sxz Sxy−Syx
Syz−Szy Sxx−Syy−Szz Sxy +Syx Szx +Sxz
Szx−Sxz Sxy +Syx −Sxx +Syy−Szz Syz−Szy
Sxy−Syx Szx +Sxz Syz +Szy −Sxx−Syy +Szz




Here, Sαβ = ∑n
i=1 a′iα b′iβ

, where a′iα and b′iβ
represent x,y

or z-coordinates of the input points from A and B referred
to their centroids. After that, the translational component
of the transformation can be easily found by substituing
the found rotation R in the original equation B= R(A)+~t.

2.3.1 Transformation composition

Storing all the transformations found in the individual
steps of the algorithm and then successively transforming
all the points of the point cloud would be inefficient.
Since transformation estimate consists of rotation and
translation, it does not represent linear transformation
and thereby cannot be composed by the simple matrix
multiplication. Using homogenous coordinates, the
total transformation T composed from T1, . . . ,Tn can be
represented by 4×4 matrix

MT =




a b c ~tx
d e f ~ty
g h i ~tz
0 0 0 1




whose elements ~tx,~ty,~tz and a, . . . , i are to be found.
Consider points v0 = (0,0,0,0), vx = (1,0,0,0), vy =
(0,1,0,0), vz = (0,0,1,0), which are successively
transformed by each of Ti for i = 1, . . . ,n during individual
iteration of the algorithm and T (v0),T (vx),T (vy),T (vz)
are obtained in the end. We know that MT v0 =
T (v0), MT vx = T (vx), MT vy = T (vy), MT vz = T (vz) and

T (v0) = (~tx,~ty,~tz,1)
T (vx) = (a+~tx,d +~ty,g+~tz,1)
T (vy) = (b+~tx,e+~ty,h+~tz,1)
T (vz) = (c+~tx, f +~ty, i+~tz,1)

Elements of matrix MT can be thus easily found using
resulting coordinates of only four additional points, which
are successively transformed in each iteration of our
algorithm.

The resulting, complete iterative algorithm finding the
transformation estimate between two succesive frames
from the input sequence is described in Algorithm 2.

3 Implementation

All data have been provided by Microsoft Kinect camera,
which represents a simple and very cheap (currently with
a e100 price) source of data for the 3D reconstruction
and many other applications in the augmented reality and
especially gaming industry. Kinect provides the standard
RGB camera with 640× 480 resolution and the infared
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Algorithm 2: Estimation of the transformation
aligning two frames
Input: D1,D2,RGB1,RGB2 : Depth maps and

corresponding RGB images of two frames
ICPmax : maximum number of ICP steps
errlimit : acceptable mean squared error of
transformation estimate

Output: T : transformation aligning two frames

// SURF descriptors described in
Section 2.2

desc1← find desccriptors(RGB1);
desc2← find desccriptors(RGB2);
pts1, pts2← empty point lists ; // list of
associated point pairs
foreach d in desc2 do

closest← closest desc(d,desc1);
// reversed descriptor

correspondence check
if closest desc(closest,desc2) = d then

pts2← pts2 ∪ get3Dpoint (d,D2);
pts1← pts1 ∪ get3Dpoint (closest,D1);

end
end

// initial estimation using Horn’s
quaternion method

T ← find transform(pts2, pts1);
pts← T (get3Dpoints(H2));
v0,vx,vy,vz←
T (0,0,0), T (1,0,0), T (0,1,0), T (0,0,1);
kd←build kd(get3Dpoints(H1));

for i← 1 to ICPmax do
// find closest point pairs
pts1, pts2← empty point lists;
foreach p in pts do

neighbour← closest neig(p,kd);
pts2← pts2 ∪ p;
pts1← pts1 ∪ neighbour;

end
// Horn’s quaternion method
T ← find transform(pts2, pts1);
pts← T (pts);
v0,vx,vy,vz← T (v0), T (vx), T (vy), T (vz);
if estimate err(pts1,T (pts2))< errlimit then

break;
end

end

// find total transformation
T.translation← (v0[1],v0[2],v0[3]);
T.rotation←


vx[1]− v0[1] vy[1]− v0[1] vz[1]− v0[1]
vx[2]− v0[2] vy[2]− v0[2] vz[2]− v0[2]
vx[3]− v0[3] vy[3]− v0[3] vz[3]− v0[3]


;

return T ;

sensors capable of producing 320× 240 depth map of
the scene. Since in movement both RGB pictures and
depth maps tend to contain more noise and inaccuracies,
the individual frames of the input sequence were rather
captured by a stable camera (like photographs).

A presented method for the 3D reconstruction have been
implemented in C# running on .NET4, using Kinect SDK
(Software Development Kit). Multiple applications with
the user-friendly interface have been created, providing
scene recording and storing for later processing, removing
superfluous frames, and the reconstruction itself with
the possibility of setting reconstruction parameters. To
achieve good performance and ensure needs of our
application, the most of the code have been written form
the very beginning, including the kd-tree (see below) and
Horn’s quaternion method. For SURF features detection
OpenSURF library have been used and for the matrix
manipulation and eigenvalue/eigenvector search we have
chosen Math.NET library.

3.1 Nearest neighbour search

With Microsoft Kinect, it is possible to obtain
320 × 240 = 76800 points for each frame, while
many other devices are able to produce more detailed
depth maps. It would be then very inefficient to search
for the nearest neighbours for ICP using only brute force
approach. It is then necessary to speed up the search
process, which can be achieved by a suitable space
partitioning data structure – a kd-tree [2][7].

Kd-tree (k-dimensional tree) is a binary tree, where
each node represents one point of the input point cloud.
This data structure splits space into two half-spaces by
a hyperplane perpendicular to one of the dimensions’
axis in each non-leaf node. Points located in those two
half-spaces form two subtrees of the node. The axis
regularly alternates for each level of the tree using the
same pattern until reaching the last level with leaf nodes.
It is proven in [12] that the nearest neighbour query works
in O(kn1−1/k), where k is the number of dimensions and
n the number of points stored in the tree. In our case of
k = 3, the complexity is then O(3n2/3). However, in most
of the queries with real data, the number of nodes to check
is significantly lower than the upper bound.

In order to speed up kd-tree traversal, the tree should
be balanced, having at most dlog(n)e levels where n is
the total number of points stored in the tree. This can
be achieved by selecting points in a way that subtrees of
the point’s node will have approximately the same size.
It is therefore required to find a median of the points
with respect to the dimension defined by the splitting
hyperplane. First, three lists of points are created, each
sorted by one of the points’ dimension, which can be
achieved in O(n ∗ log(n)) time. Then in each node, a
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median can be easily found by simply picking the point in
the middle of the right list in O(1) time. New point lists
are then created for both subtrees, preserving the order
from current point list (three lists for both subtrees, each
in O( n

2 )) and subtrees are then recursively constructed.
Analyzing time complexity T (n) of the (sub)tree
construction in each of the node, having n points, we
obtain T (n) = O(1) + 6O( n

2 ) + 2T ( n
2 ) = O(n) + 2T ( n

2 ),
resulting in a total O(n ∗ log(n)) complexity of kd-tree
construction, which can be proven by master theorem [4].

Constructed kd-tree can be then used for an efficient
closest neighbour search of the point P:

1. First, an initial estimate is made by recursively
traversing the tree from its root in logarithmic
time, always choosing the subtree which ensloses
half-space where P is located until reaching a leaf
node.

2. Second tree traversal uses the estimate obtained in
previous phase. All subtrees that can possibly contain
some point with a distance to P lower than the first
estimate are checked, while the others are skipped.

In addition to standard approach, each node stores
boundaries of the space part where its subtree points can
be located. When building the tree, the node stores not
only point itself, but also the information about how the
space was partitioned in its parent nodes. This allows to
omit subtrees that would be checked using the standard
approach.

4 Results

Since Kinect sensors allow capturing depth map data
only in 0.8− 4m distance range, our method has been
tested mainly in the interior environment, allowing us to
reconstruct room interiors, furniture or small and medium
sized objects. The additional challenge to deal with is
given by the low resolution of depth maps and constant
amount of noise, which does not allow to describe the
scene with all of its details. However, our proposed
method itself can be applied widely for many different
data sources of varying character and quality.

Our test have shown the capability of the presented
method to create scene models preserving its geometry
and correctly mapping the “texture” (assigning color to
each point of the resulting point cloud). Without the initial
step, (see Section 2.2), the ICP required from 20 to 50
iterations (depending on the scene) to align two point
clouds. With the initital step, this number decreased to
6-20 and in addition, it provided better alignment for some
cases. The alignment of two frames has taken from one to
two seconds on the mediocre hardware (Intel Core2Duo
E7200 @ 3.5GHz with 4GB RAM). Time requirements

of the individual parts of the reconstruction algoritm were
tested on the kitchen input set consisting of 23 frames and
are shown in Figure 5.

5 Conclusions

We have presented and practically tested a method for
the 3D reconstruction leading to the colored point cloud
scene model. The input consists of the sequence of
corresponding RGB pictures and depth maps captured by
the user-controlled, freely moving camera. Since method
uses both RGB pictures and depth maps in the process of
reconstruction, it can be applicable in conditions when
many other methods using only geometry of the scene
would fail.

Using only cheap and common hardware, we have
provided the simple and accessible 3D reconstruction tool
even for non-professional users in the home environment.
Thanks to its ability to create models of room interiors
or medium-sized objects, it can become a good starting
point to the 3D modeling, providing basic geometry of a
scene or object that can be further manually corrected and
enhanced.

The created application can be further accelerated by
lower-level programming using C++ language or massive
parallelization provided by GPU computing. This could
lead to real-time 3D reconstruction with an on-fly model
creation during the recording itself. Another improvement
could be based on more advanced variations of the ICP
method or on a different initial transformation estimate.

Figure 4: Reconstructed 3D model of the balcony scene.
The irregularities of the wall color are caused by varying
light conditions when capturing the individual frames.
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Total time
[ms]

Time per
frame [ms]

SURF pairing 6906 310
Initial transformation

estimation 60 2

Kd-tree construction 7137 310
Nearest neighbour search

(all 8 ICP iterations) 23432 1065

Transformation estimation
(all 8 ICP iterations) 5462 248

Point cloud creation 1859 80

Figure 5: Time requirements of the individual parts of the
reconstruction algorithm tested on the kitchen input set.

Figure 6: Reconstructed 3D model of the complex kitchen
interior, based on 23 input frames. Resulting point
clouds contains more than one million points and the
reconstruction itself takes less than one minute to complete
on the common today’s hardware.
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Abstract

Marker field is an image pattern that can be efficiently
detected in a camera image, then exactly localized, even
when heavily occluded, under strong motion blur, and un-
der terrible lighting conditions. This work aims at syn-
thesis of colored marker fields with the following goals
in mind: the marker fields should be aesthetically appeal-
ing; they must be easily and reliably detectable; the marker
fields must be the largest possible with given detection per-
formance. This work includes design of new variants of
marker fields, new algorithms for their synthesis, experi-
mental work on the synthesized markers and a suggestion
of sample application.

Keywords: uniform marker fields, camera localization,
fiduciary markers, artificial markers, overlapping markers

1 Introduction

In augmented reality, one of the indispensable problems
is the reliable determination of the camera position in the
scene. Two approaches of the vision-based camera local-
ization techniques can be differentiated: use of fiduciary
markers or localization without them. Fiduciary markers
are not readily available in the scene, methods working
without them offer a more general approach. In recent
years, methods using only the natural features of the scene
have developed to a level that is operating in real-time and
is very accurate, several of them are listed below:

• PTAM [8] and DTAM [10]

• homography-based [11]

• SLAM-based methods [6]

• local feature methods [12], etc. . .

However, these methods have limitations in particular en-
vironments, which are not textured or unique enough (such
as an empty single color wall). As a consequence, artificial
marker systems are still in use.

∗xpaldy00@stud.fit.vutbr.cz
†herout@fit.vutbr.cz

Typically, fiduciary markers can be described as a black-
and-white two-dimensional planar image, which is easily
detectable when placed in the scene. To ensure a free cam-
era movement several distinguishable markers have to be
applied. To summarize, such systems have two crucial
stages: detection and identification. For a successful lo-
calization, markers have to be present in every frame of
the camera and a significant portion of them has to be vis-
ible. If all of these requirements are guaranteed, a homog-
raphy is used for the precise computations. The prevalent
procedure is the use of multiple disjoint markers, such as
ARTag [4]. A more efficient approach was proposed by
Szentandrási et al. [13] called Uniform Marker Fields (see
Figure 1).

Uniform Marker Fields differ from the other markers
by using mutually overlapping partial markers. The large
size of the marker helps that its presence can be detectable
within the scene from various views. In addition, fast lo-
calization is achieved by recognizing the sub-areas within
the field. These marker fields are based on 4-orientable
De Bruijn tori [2]. Szentandrási et al. [13] have designed
a simple genetic algorithm for synthesis of such mark-
ers. Also, they have proposed a method for detection of
checkerboard structures in a camera image.

Figure 1: An example of a Uniform Marker Field from
[13].

An improvement of these marker fields is described by
Herout et al. [7], they have replaced the black-and-white
squares in the grid by squares with shades of grey. This
offers more information to code in a smaller window. To
keep the algorithm working in different lighting condi-
tions, the edge gradients between the modules are used
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for the identification of the unique windows. This princi-
ple can be used with colored markers, using the gradient
in each color channel. This kind of advanced marker fields
are used by Dubská et al. for their automated matchmov-
ing [3]. Colors offer a possibility of coding an existing
image into the marker field. As a result a marker becomes
more natural to the human vision, therefore it can be more
acceptable.

The main contribution of this paper is a proposition of a
genetic algorithm for synthesis of advanced marker fields
such as those described before (Section 3). The genetic
algorithm is based on the works of Szentandrási et al.
[13]. However, the fitness of the generated maps is no
longer defined by only the number of conflicts in it. The
cost function is expanded by the quality of the edges be-
tween the modules, considering an effortless detection of
such marker fields. The aspects of an effective detection
and variations of the marker fields are also introduced in
this work, such as a promising experiment with hexagonal
markers (Section 2). Our algorithm is running on a super-
computer of around 1000 nodes.

The implemented algorithm is reviewed in several ways.
The theoretical upper bounds are compared to the limits
reached in practice. The runtime of the synthesis of a
conflict-free map is measured with different starting op-
tions. Also the quality of miscellaneous results is tested
by the detection algorithm. To provide an idea of useful-
ness of this kind of marker field design, we suggest several
forms of application (Section 4, 5, 6).

2 Variations of Marker Fields

Uniform Marker Fields are defined by aperiodic 4-
orientable binary n2-window arrays. An aperiodic (m,n)-
window array is a k-ary 2D array of size h×w

A = (ai, j ∈ {0, . . . ,k −1} ;0 ≤ i < h;0 ≤ j < w), (1)

where each sub-array Ar,c of size m × n appears exactly
once (also called De Bruijn torus [2]). Considering this
definition, there is a possibility that multiple rotations of
the same sub-array can occur. This example could lead
to errors in the identification, it will be called conflict (as
in Figure 2). The solution to this problem is brought by
orientable window arrays. For the ordinary window arrays
defined earlier the 1-orientable term is used. 2-orientable
arrays are unique in respect to rotation by 180◦, while 4-
orientable arrays to rotation by 90◦. An upper bound for
the size of 4-orientable n2-window arrays is described by
eq. (2), where N is the window count.

N ≤ kn2 − k⌊ n2+1
2 ⌋

4
(2)

For binary (k = 2) window arrays the upper bound for n =
3,4,5 values are N = 120,16320,8386560, which means
the theoretical maximum of square maps will not be larger

than 11×11, 127×127, 2895×2895. As an optimal value
of n = 4 is used by Szentandrási et al. [13].

Figure 2: Two conflicting windows in a marker field.

However, an even smaller n (window size) can be used,
if the k is increased (where k is the number of possible val-
ues for a module). This advancement also provides more
edges in the marker field (i.e. improved detection), be-
sides even less visible squares are needed for identifying
the location. Herout et al. [7] implemented a detection al-
gorithm handling greyscale or color k-ary marker fields. In
contrast with the black-and-white checkerboard, where the
absolute values were determining the unique window, the
greyscale or color values cannot be treated the same way.
The reason is that they cannot be accurately recognized in
varying lighting conditions. Another problem provoked by
various colors can be when the neighboring modules are in
low contrast with each other. It cannot only cause loss of
the grid lines, but also confusion with similar modules.

The solution – for the complications described before –
can be the use of the gradient values in the edges. This
is explained in the next section, along with the necessity
of rating the quality of the edges (Section 2.1). Also an
idea of preprocessing images to obtain characteristics of
a marker field is described further. Other improvements
can be achieved by benefiting from different windows or
modules. In Section 2.3, a little note can be found about an
experiment producing marker fields with regular hexagons
as modules, which are more resistant against the deforma-
tions of the marker.

The detection and recognition of uniform marker fields
is beyond the scope of this work. Papers [13] and [7]
are focusing on these problems, both having similar ap-
proach. In a nutshell, their algorithms consist of the fol-
lowing steps:

• Extraction of edgels: An edgel is described by an
image point and an edge orientation or by two end-
points. A small number of horizontal and vertical
scanlines is helping in this.

• Determining two dominant vanishing points: The
edgels are separated in to two groups based on their
directions and two vanishing points are computed.

• Finding the grid of marker field edges: The two
vanishing points determine the horizon, and the grid
can be ”reconstructed”.

• Localization within the field: The unique features
are extracted from the square modules and the local-
ization can be easily accomplished.
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RDM ALVAR UMF
164.4 30.1 8.8

Table 1: Speed of three tested algorithms in milliseconds
for 1080p videos using a mid-range Intel(R) Core(TM) i5
CPU 661 (3.33GHz) CPU [3]

Table 1 shows the speed of three selected algorithms:
RDM = Random Dot Markers [14], ALVAR [1], UMF =
Uniform Marker Fields. The detection algorithm is 3×
faster than ALVAR.

2.1 Expanding the color palette

As mentioned before the expansion of the color palette
evokes some difficulties with the proper detection. The ab-
solute values of the modules cannot be reliably extracted
from the camera image. This is the reason why we use
the edge gradients. An edge gradient e is the difference
between two neighbor modules’ values:

e→
i j = ai, j+1 −ai, j, (3)

e↓
i j = ai+1, j −ai, j, (4)

However, this is an absolute value as well, which is still
unstable for the detector. This is why we apply the signum
function on e, so an edge gradient will be described with
values from {−1,0,+1}. In Figure 3, the gradients are
represented with arrows. The figure also demonstrates the
difference between greyscale and a colored marker field.
In a colored marker field, multiple gradients are defined,
which correspond to each channel of the RGB model.
Nevertheless, other color models can be used, too.

Figure 3: Edge gradients illustrated with arrows on a por-
tion of the marker field. On the left, five shades of grey
are used, while on the right five colors and multiple gradi-
ents are defined (e. g. in every channel of the RGB color
model).

To achieve a valid detection, the quality of the edges
must be considered. Edge gradients with higher abso-
lute value are preferred. Figure 4 shows how a module
is ranked by the quality of the surrounding edges.

2.2 Image as a targeted result

Use of multiple colors allow to generate marker fields re-
sembling a selected image. This kind of marker field will
be aesthetically appealing for a human viewer, furthermore

Figure 4: A marker field and a cost field belonging to it.
Left: The marker field. Right: The grid symbolizing the
cost of each module (the lighter red, the bigger cost it has).

it will be recognizable by the detection algorithm (Fig-
ure 5). When producing this kind of maps, we have to con-
sider several aspects. It not only has to fulfill the features
characterized in the previous section, but has to converge
to a selected image, so the penalization of the modules be-
comes more complex. Also to keep a maximal similarity a
dynamic color palette can be used.

Figure 5: Some examples of images as marker fields.

2.3 Other improvements

Other improvements can be performed by changing the
type of the modules or by selecting the edges to use in
the identification. For a window size of k, the number of
edges is ne = 2k2 − 2k. This results, that while the size
of the window is increasing linearly, the number of edges
used will grow exponentially. So the amount of the coded
information cannot be comfortably controlled. The edge
selection helps to solve this problem. Examples of differ-
ent edge configurations can be seen in Figure 6.

Figure 6: Different edge definitions for a 4×4 window.

An example of constructing a marker field from hexag-
onal components can be seen in Figure 7. This varia-
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tion uses 6-orientable windows and a limitation is applied,
where identical modules cannot lay next to each other.
This limitation is necessary, because the detection algo-
rithm for these kind of markers is relying on the Y-s con-
structed by three adjoining modules. Leading to a marker
system more resistant against deformations, so the mark-
ers do not have to be planar anymore.

Figure 7: An experiment with hexagonal modules.

3 Algorithm for the synthesis

Synthesis of black-and-white marker fields was presented
by Szentandrási et al. [13]. Our solution is based on
their work, we are using a similar genetic algorithm and a
client-server architecture. Our genetic algorithm is based
on the following terms:

• The first population is initialized from a number of
copies of the same (or various) randomly generated
array(s).

• The fitness function is based on the number of con-
flicts and the quality of edges. Generally it looks like

f (A) =
w

∑
i=0

h

∑
j=0

(ccon f (ai, j)+ cneighbor(ai, j)), (5)

where w is the width, h is the height of the array,
ccon f (a) returns the cost for the conflicts module a is
involved, while cneighbor(a) penalizes its edges. For
the image markers, the similarity to the original im-
age is included, too:

f (A) =
w

∑
i=0

h

∑
j=0

(ccon f (ai, j)+cneighbor(ai, j)+csimilar(ai, j)).

(6)

• No specific fitness threshold is defined. We try to im-
prove the markers as much as we can, and we can
manually decide if they are satisfactory enough to
stop the algorithm.

• For selecting members for the next generation, rank
selection is used.

• Mutation is performed by selecting a number of mod-
ules with the highest cost (see eq. 5) and replacing
them with randomly generated values.

We are using a client-server model, where the server stores
the active population, while the idle clients request for
tasks from the server and apply the mutations on the re-
ceived maps. This kind of architecture does not provide
sufficient circumstances to keep the generations separated.
Contrary to typical genetic algorithms [9], a single popu-
lation is used through the life time of the algorithm.

On the server, we can start new populations by select-
ing their attributes, like size, type of modules, type of win-
dows, etc. There is a waiting room for different maps,
where we can choose which one should be improved. The
chosen ones get into the queue, where from the clients ob-
tain their tasks. Normally, if a client returns a conflict-free
marker field, it is moved to the ready group. This can be
manually overridden by selecting the force continue op-
tion, so the marker fields quality can be further increased.

While the server only stores the data about the marker
fields, the clients’ responsibility is to decrease the cost of
the maps. The highest penalization is given for the mod-
ules, which take a share in a conflict. This ensures that the
conflicts are solved in the first place (see Figure 8).

3.1 Estimating Marker Field Size Limits

For estimating upper bounds of the size of the generated
maps is a complex problem. A very rough estimation can
be described by the inequality from [2], also cited in Sec-
tion 2. However, we must acknowledge the fact that in
our case a window is characterized by the edge gradients,
which are selected from three values (see Section 2.1).
These edges are not arranged like a window array suit-
able for the referred inequality. To calculate a maximal
amount of possible proper windows can be achieved by the
following way: compute all the combinations from those
three values for a window considering the fact that the win-
dows must be 4-orientable, then reduce this number by the
paradoxes. For an example a paradox can appear when
we make a loop by starting and ending in the same module
and using the same gradient value differing from equal as
in Figure 9.

Figure 9: An example of a possible paradox defined only
by the edges, the same as we say a1 < a2 < a3 < a4 < a5 <
a6 < a7 < a8 < a1 so a1 < a1, and this cannot be valid.
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Figure 8: The process of improving the marker field, the first one containing 92 conflicts, the last one with the lowest cost.

Number of shades Largest Run-time (min)
2 10×10 2.44
3 33×33 31.05
4 52×52 212.38
5 61×61 193.08
6 61×61 67.67
7 68×68 222.39
8 69×69 377.06
9 69×69 358.73

10 71×71 159.56

Table 2: Largest maps generated with 3 × 3 windows and
different number of shades of grey.

4 Results

As mentioned before, only rough limits exist for the the-
oretical limitations of the generated marker fields. How-
ever, a benchmark was created to illustrate the practical
limits. We used a supercomputer with around 1000 nodes.
The algorithm is still running, therefore the results will
be updated in the future. Generally, a client has 20 min-
utes to improve the received map. However, if it makes
significant reduction of the overall cost, it will send back
the marker field after 57 seconds. This causes that a bet-
ter map will be assigned sooner for the other clients. The
measured run-time is the fastest route to a solution, it does
not represents the total run-time of the clients working on
a single population.

In our first test, we defined the first population by
3×3 windows and we have monitored how the maximum
size of the marker field changes with different number of
shades of grey (see Table 2). As we can see, this maxi-
mum size radically changes only at smaller numbers. This
can be explained by the fact, that the edges with 3 possible
values are used for the identification of a window, not the
modules. If we have used the eq. (2) for k = 3 window size
and different values of n ∈ {2,3,4, . . .}, we would get the
following limits: 11×11,69×69,255×255, . . .

The other test shows the upper boundaries with 4 shades
of grey and different window definitions (see Table 3).
Marker fields bigger than 256 × 256 were not tested. The
results show that the maximal size of the map can be con-
trolled with the number of edges used for the identification
of a window. This is useful, because for a detection algo-

Edges Largest Run-time (min)
8 ( ) 19×19 47.33

12 ( ) 52×52 212.38
16 ( ) 144×144 260.91
20 ( ) 256×256 12.54
24 ( ) 256×256 1.93

Table 3: Largest maps with 4 shades of grey and different
number of edges used. For 20 and 24 edges no larger maps
were tested.

Size Edges used

8 12 16 20 24
16×16 285.05 57.01 57.01 0.0 0.0
32×32 - 57.01 57.01 57.01 57.01
64×64 - - 57.04 57.06 57.07

128×128 - - 3036.53 57.15 57.25
256×256 - - - 752.87 115.85

Table 4: Run-time of the algorithm for 4 shades of gray in
seconds. After 57 seconds, if the client have successfully
decreased the number of conflicts, then it stops. Where 0.0
values were recorded, the marker field was randomly gen-
erated and it was highly probable that it would be without
conflicts.

rithm the marker has to be as large as possible and the
fewest edges have to identify a window, so it can easily
deal with occlusions.

Finally, a test showing the speed of the algorithm for
different sizes and edge definitions (see Table 4). As we
can see, the marker fields with smaller sizes are freed from
conflicts in one run of the client.

Also, a user study was performed with 38 respondents.
They were asked about which marker would they prefer.
Beside the standard binary fields and image marker fields,
there was a usual image, too. The images used as mark-
ers gained the highest rating with an average of 7.42 on
a scale from 1 to 10, where 10 was the best score. The
average rating of the image marker fields was 5.61, while
the black-and-white fields had 3.52. Most of the respon-
dents knew what augmented reality is and half of them was
already aware of what markers in augmented reality are.
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Figure 10: The results from the survey. The respondents
were asked to rate the markers according to how pleasing
they are visually.

5 Application

Camera localization technologies relying only on natural
features are highly advanced, thus most of the applications
do not require artificial markers anymore. Still, there exist
areas, where the use of markers is necessary. A number
of possible applications was listed in [7] and a working
example can be found in [3].

The combination of computer graphics with living ac-
tors is frequently used in film and advertisement pro-
duction. This is usually achieved by chroma keying, a
technique which replaces a constant color (e.g. green
screen) with another scene [5]. However, the match-
moving process is typically performed manually. Semi-
automatic tools exist as well, but still a manual check-up
is needed. An instant matchmoving solution was proposed
by Dubská et al. [3]. They are using colored uniform
marker fields, synthesized mainly from shades of green,
but their method could work with any other colors (see
Figure 11).

Figure 11: An automatic matchmoving application from
[3].

See-through glasses for augmented reality are becom-
ing generally available. This offers another use of marker
fields: in tabletop scene interactions. Tracking of natural
features can be used for camera localization, but a pres-
ence of a visually unobtrusive marker field can increase
the reliability and offload some of the expensive computa-

tions (see Figure 12).

Figure 12: Tabletop screen interaction from [7].

Another utilization can be a direct visual interaction be-
tween desktop and ultra-mobile devices, like screen-to-
screen task migration. The marker is mixed into the desk-
top screen image for short periods of time. This ensures
the presence of enough unique keypoints for the localiza-
tion, which is computed on the mobile devices.

In Section 2.3, non-planar markers were suggested with
hexagonal modules. An example of an application of such
a field can be on clothes. The marker does not have to stay
planar, so it adapts to the movement of the one wearing
it with ease. This can be advantageous in film and video
game industry.

6 Conclusions

This paper presents an algorithm for synthesis of advanced
markers. These markers are based on the uniform marker
fields. Several possible improvements were considered
and their utilization was discussed. The product of the al-
gorithm can be used as a reliable marker for augmented
reality systems. Some of the possible applications were
mentioned.

We have shown, that our algorithm can produce differ-
ent kind of marker fields depending on the application.
It can generate markers with various colors, two kind of
modules (square and hexagonal). It is able to deal with
different edges selected for the identification. The creation
of the maps can be influenced by a selected image. Also,
some tests were discussed to present the capabilities of our
method of synthesis.

We are collaborating with the authors of the following
publications: [13], [7], [3]. The marker fields used in Fig-
ure 11 and Figure 12 were generated by our algorithm.
The constant feedbacks from the developers of these appli-
cations help to improve the quality of the produced maps.
We are also working on the improvement of the synthesis.
There are situations when a more intelligent way would
speed up the process. We would like to exploit these areas
also.
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[3] Markéta Dubská, István Szentandrási, Michal
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Abstract

Creating panoramic images in real-time is an expensive
operation for mobile devices. Depending on the size of
the camera image the mapping of individual pixels into
the panoramic image is one of the most time consuming
parts. This part is the main focus in this paper and will be
discussed in detail. To speed things up and to allow larger
images the pixel-mapping process is transferred from the
Central Processing Unit (CPU) to the Graphics Processing
Unit (GPU). The independence of pixels being projected
on the panoramic image allows OpenGL shaders to do
the mapping very efficiently. Different approaches of the
pixel-mapping process are demonstrated and confronted
with an existing solution. The application is implemented
for Android phones and works fluently on current genera-
tion devices.

Keywords: Mobile Phone, GPU, OpenGL, Panoramic
Image, Augmented Reality

1 Introduction

In the literature, different kinds of techniques are proposed
for the purpose of generating panoramic images. For the
creation of such panoramic images out of several regu-
lar photographs, images that are composed and aligned
using stitching or image mosaic algorithms are required
[13][14]. Most of the recent approaches that generate
panoramic images do this in an offline process [12][14].

For AR purposes, Wagner et al. created a method that
captures an image with the camera of a mobile phone and
maps it onto the panoramic image in real-time [15]. The
approach takes the camera live preview feed as input and
continuously extends the panoramic image, while the ro-
tational parameters of the camera motion are estimated.

Since the existing real-time panoramic mapper and
tracker solely works on the CPU, it can only handle a small
image resolution. Increasing the size of the camera image
has a significant and adverse impact on the render speed of
the mapping process. Therefore, the application is accel-
erated by only mapping new pixels to keep the number of

∗georg.reinisch@student.tugraz.at
†arth@icg.tugraz.at

pixels to map as low as possible. A downside of Wagner’s
approach is that it eliminates the chance of blending pixels
to cover seams generated by brightness differences.

In this work we complement the CPU-based rendering
approach by Wagner et al. with a GPU-based implemen-
tation to transfer computational costs from the CPU to the
GPU. The advantages of this GPU-mapping approach are
on the one hand the parallel processing of pixels and on
the other hand the efficient way of improving the image
quality. In this work, methods are discussed for reducing
or eliminating seams and artifacts generated by mapping
camera images of different brightnesses.

The approaches for improving the image quality are
tested with regard to the general impression of the
outcome, the tracking quality of the newly generated
panoramic image and the render speed. The results are in-
terpreted and compared with results of the CPU-mapping.
In terms of speed, significantly larger panoramic image
sizes are tested. To enhance the user-friendliness of taking
panoramic images, a wiping function is added that allows
the user to remove unwanted areas of the panoramic image
and remap them again.

2 Related Work

For aligning images several approaches exist that are suit-
able for different types of cases. A tracking method de-
scribed by Lowe [9] that searches for scale invariant key
points (SIFT), is used in several offline approaches. Most
existing approaches for panoramic imaging or creating im-
age mosaics work offline [3, 12, 14].

Adam et al. in [1] discuss a method in which the succes-
sive images of a camera’s view finder are aligned online
and in real-time. However this method does not permit to
create closed 360 degree images and to track the 3D mo-
tion of the phone. In [16] the viewfinder algorithm is used
for tracking the camera motion to create high resolution
panoramic images. The whole approach itself does not
run in real-time and requires offline processing.

Baudisch et al. in [2] generate a low resolution real-time
preview while shooting the panoramic image. Similar to
the approach described in this paper, the preview is used
to avoid missing to capture relevant areas or that relevant
areas disappear when cropping the panoramic image to its
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rectangular shape.
A similar real-time tracking method as in [15] is de-

scribed by DiVerdi et al. in [5]. The system called Envisor
is capable of creating environment maps online. For refin-
ing optical flow measurements DiVerdi et al. use landmark
tracking, which requires extensive GPU resources for real-
time processing and does not run on mobile phones.

GPU-acceleration: López et al. developed a docu-
ment panorama builder, which takes several low resolu-
tion viewfinder images from a video of a document for
interactively creating an image mosaic that reduces blurry
artifacts [7]. Pulli et al. warp their images via spherical
mapping calculated on the GPU [10]. Since López et al.
and Pulli et al. used OpenGL ES 1.1 they are not able to
have the flexibility of programmable shader, but still point
out to gain speed for parallelizing the processes.

An approach that creates spherical image mosaics in
real-time using graphics processors for faster computation
is discussed by Lovegrove et al. [8]. However this ap-
proach does not run on mobile phones in real-time, since
the computational power of handheld devices is very lim-
ited.

Image Refinement: Removing the seams of panoramic
images that occur if two images with different illumination
are stitched together is a widely discussed topic. Despite
all the offline approaches, no image refinement approach
has been found that completely removes seams and ghost-
ing artifacts and runs in real-time, especially not on mobile
phones. Additionally most of the approaches use all cap-
tured images for refining the panoramic outcome, which
requires a lot of memory and is hard to realize for achiev-
ing real-time frame rates.

The real-time approach described by Lovegrove et al.
[8] sums up the pixels’ color values and divides them
through the number of times the pixel has been mapped.

Pulli et al. in [10] use a fast image cloning approach
for transition smoothing based on [6], which runs in real-
time for desktop-GPUs and delivers seamless results, but
cannot be computed online on mobile phones.

As an extension to the approach of Wagner et al.
[15], Degendorfer [4] implemented a brightness correction
method to enhance the image quality with an extended dy-
namic range. The strength of the seams is reduced, but
they are not eliminated completely.

In summary, all approaches mentioned are either not
running in real-time on mobile phones or cannot eliminate
artifacts such as ghosting or brightness seams completely.

3 Panoramic Mapping and Tracking

The tracking approach used for this work was taken from
Wagner et al. [15]. The main advantage of this tracker is
that it combines the panoramic mapping and orientation
tracking on the same data set on mobile phones in real-
time. Wagner’s approach runs at 30Hz on current mobile
phones and is used for various applications, such as the

Figure 1: Projection of the camera image on the cylindric
map. [15]

creation of panoramic images, offline browsing of panora-
mas, visual enhancements through environment mapping
and outdoor Augmented Reality.

In the following, the tracking and mapping approach by
Wagner et al. is described in more detail.

Panoramic Tracking: To estimate the location of the
current camera image for the mapping process, the new
image has to be tracked accurately. Therefore the FAST
corner detector [11] for feature point extraction is used,
ranking the feature points found by strength. To get a valid
tracking result, the number of the corner points must ex-
ceed a given threshold.

For the tracking process a motion model is used, which
estimates the new orientation of the camera in a new
frame. The difference in orientation between the currently
mapped camera image and the previous one is used to cal-
culate the direction and velocity of the camera. Using the
estimated orientation, the current frame extents are pro-
jected back onto the map and the key points in the area are
extracted. Backwards-mapping them into the camera im-
age eliminates the key points that are projected outside of
it. As a support area of a feature point, 8x8 pixel patches
are used and are warped back such that they correspond
to the camera image. On success, the rotation matrix ac-
quired is used in the mapping process to project the current
camera image onto the map.

Panoramic Mapping: As a mapping surface, a cylin-
der is chosen. The panoramic map is split up into a reg-
ular grid of 32x8 cells, which simplifies the handling of
an unfinished map. During the mapping process the cells
get filled with mapped pixels. As soon as a cell is com-
pletely mapped it is marked as completed, down-sampled
to a lower resolution and key points are extracted for track-
ing purposes.

For mapping the camera image onto the cylinder pure
rotational movement is assumed and therefore 3DOF are
left to estimate the correct projection of the camera image.
The rotation matrix calculated by the tracker is used to
project the camera frame onto the map. The corner pixel
coordinates of the camera image are forward-mapped into
map space and the put up area by the frame represents the
estimated location of the new camera image.

Since forward mapping the pixels from the camera
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frame to the estimated location on the cylinder can cause
artifacts, the camera pixel data has to be backwards-
mapped. Even though the mapped camera frame repre-
sents an almost pixel-accurate mask, pixel holes or over-
drawing of pixels can occur. Mapping each pixel of this
projection would generate a calculation overload since for
a 320x240 pixel image more than 75,000 pixels have to
be mapped. By reducing the mapping area to the newly
mapped pixels (only those pixels where no image data
is available), the computational power is reduced signif-
icantly.

4 GPU Shader Implementation

Since the development of OpenGL ES 2.0 the programmer
has more control of rendering a scene. Especially for gen-
eral purpose GPU applications it is very useful to be able
to access each vertex and fragment in a respective shader
program. During the mapping process several parts can be
parallelized and hence they are ideal to calculate on the
GPU. Since the mapping is completely independent for
each individual pixel, the idea of this paper is to compute
this part in a shader-program on the GPU. The possibil-
ity to use shader for image processing allows to perform
approaches that are extremly costly to compute on CPUs,
however can be realized with little computational effort
on the GPU. Such approaches with regard to the mapping
process are for example image refinement methods that re-
quire pixel blending, clearing certain areas or enlarging the
amount of pixels to be rendered.

For blending pixels, information about the current
panoramic image is required. Therefore a render-to-
texture approach using two framebuffers has been chosen
and a common method also known as "ping-pong tech-
nique" has been applied.

The vertex shader is used to map the panoramic texture
coordinates on the respective vertices of a plane. The tex-
ture coordinates between the vertices are interpolated and
passed on to the fragment shader, where each fragment can
be manipulated and written to its coordinate in the frame-
buffer. In the fragment shader the color values for each
fragment are determined. For the mapping part the re-
quired information consists of the current camera image
deployed as a texture, the coordinates of the fragment the
shader-program is processing, the panoramic image avail-
able as another texture and mathematical information of
the camera orientation (i.e. the rotation matrix calculated
by the tracker).

In general, every pixel of the panoramic image is
mapped separately in its own shader program run. This
means that for each pixel it is calculated if it lies in the
area where the camera image is projected or not. If the
pixel lies in this area, the color of the respective pixel of
the camera image will be stored at this location. Other-
wise the pixel of the input texture is copied to the output
texture.

Shader Data Preparation: To prepare the shader data,
as many of the required calculations as possible are cal-
culated before the information is passed to the fragment
shader. It is crucial to keep the number of calculations in
the shader to a minimum, since it will be executed for each
fragment and will amount to huge computational costs in
total. All the information that does not vary across the sep-
arate fragments is prepared outside the fragment shader.
This information contains the panoramic image resolution,
the camera image texture and camera image resolution, the
rotation matrix, ray direction, the projection matrix and
the angle resolution. Using this information the mapping
calculations can be efficiently performed in the fragment
shader.

To calculate the angular resolution, the model for the
parametrization of the surface needs to be known. As sug-
gested in [15] we chose a cylindrical model for the map-
ping procedure. The radius r of the cylinder is set to 1 and
the circumference C is therefore 2 ·π · r. The ratio of the
horizontal and vertical size can be arbitrarily chosen, but in
our case a 4 by 1 ratio is used. The height h of the cylinder
is therefore set to C/4.0. The angle resolution for the x-
coordinate a is composed by the circumference divided by
panoramic texture width W and for the y-coordinate b it is
composed by the cylinder height divided by the panoramic
texture height H as follows:

a =
C
W

b =
h
H

(1)

Every pixel of the panoramic map can be transformed
into a 3D-vector originating from the camera center of the
cylinder (0,0,0). The ray direction can be imagined as such
a vector pointing in the direction of the camera orientation.
To calculate the ray direction #»r the rotation matrix R is re-
quired. During the render cycles the rotation matrix will
be calculated externally in the tracking process. The direc-
tion vector

#»

d is constantly pointing along the z-axis and in
order to get the ray direction, the transpose of the rotation
matrix is multiplied with this vector:

#»r = RT #»

d (2)

For the calculation of the projection matrix the calibra-
tion matrix K (generated in an initialization step), the rota-
tion matrix R (calculated in the tracking process) and the
camera location #»t is required. Since the camera is located
in the center of the cylinder ( #»t (0, 0, 0)), calculating P can
be simplified by multiplying K by R.

Shader Calculations: After preparing this informa-
tion the data is sent to the fragment shader via uni-
forms. The coordinates of the input/output texture u and
v (framebuffer-switching) are acquired from the vertex
shader. In the fragment shader each fragment is mapped
into cylinder space and checked if it falls into the cam-
era image (backwards mapping). The cylinder coordinates
#»c (x, y, z) are calculated as follows:

cx = sin(u a) cy = v b cz = cos(u a) (3)
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a and b are the angle resolutions as given in Equation 1.
When projecting a camera image on the cylinder it is

projected twice (once on the front-side and once on the
back-side that is flipped). To avoid mapping the image
twice, a check whether the cylinder coordinates are in the
front of the camera or in the back is performed. The check
eliminates the back side of the cylinder.

The next step is to calculate the image coordinates
#»
i (x,y,z) in camera space. Therefore the projection matrix

P is multiplied with the 3D-vector transformed from the
cylinder coordinates. As mentioned above this is possi-
ble, because the camera center is positioned at (0,0,0) and
each coordinate of the cylinder can be transformed into a
3D-vector.

ix = P0,0 cx +P1,0 cy +P2,0 cz (4)

iy = P0,1 cx +P1,1 cy +P2,0 cz (5)

iz = P0,2 cx +P1,2 cy +P2,0 cz (6)

To get the image point the homogenous coordinates are
converted to image coordinates.

After rounding the result to integral numbers the coordi-
nates can be checked if they fall into the camera image. If
this test fails, the color of the corresponding input texture
coordinate will be copied to the current fragment again.
If the test succeeds the color of the corresponding camera
texture coordinate will be copied to the current fragment.

Without optimization this procedure is performed for all
the fragments of the output texture. For a 2048x512 pixels
texture resolution and therefore about 1 Mio. fragments
every operation done in the shader will be executed over
one million times. Even when discarding the shader pro-
gram as soon as it is known that the current fragment does
not fall into the camera image, a lot of redundancy orig-
inates, due to the values for the checks have to be calcu-
lated.

4.1 Shader Optimization

Since mapping a camera image onto a panoramic map
updates only a small region of the panoramic image, the
shader program should not be executed for every frag-
ment. Instead only the area where the camera image is
mapped needs to be passed to the shader. To reduce the
size of this area, the coordinates of the estimated camera
frame, calculated in the tracking process, are used to cre-
ate a bounding-box. The minimal and maximal coordi-
nates of the bounding-box are then forwarded to a scissor
test, where only the area that passes the test is passed to
the shader. This reduces the maximal number of shader
runs from about 1 Mio. to about 75,000 (320x240 pixels),
which is equivalent to a reduction in computational com-
plexity to about 7.5 % over a naive implementation.

A second optimization step is to focus only on newly
mapped fragments to further reduce the computing costs,
only mapping those that were not mapped before. Assum-
ing a panoramic image is tracked in real-time the frame

Figure 2: Red: mapped area; blue: current frame; green:
small update region that is cut by the scissor test and
passed to the shader. The additional optimization approach
saves comptation costs.

Figure 3: Red: mapped area; blue: current frame; green:
big update region that is cut by the scissor test and passed
to the shader. The additional optimization approach does
not save a lot of computation costs.

is mapped about 25 times per second. If the camera is
not moved too fast, only a very small area is new in the
current frame. To achieve this reduction, newly updated
cells that are already calculated by the tracker, are used.
Each cell consists of an area of 64x64 pixels. If the cell
is touched by the current tracking update, the coordinates
are used to calculate another bounding-box around those
cells. Then the intersecting area of the bounding-box of
the whole camera image and the cell-bounding-box is cut
again by the scissor test and passed to the shader as the
new mapping area (see Figure 2).

Employing this optimization step does not necessarily
reduce computational costs, because it directly depends on
the movement of the camera. The update area can grow
larger if the rotation of the camera results in a diagonal
movement within panoramic space. Similarly, the update
areas might become larger if the camera is rotated about
the z-Axis. If more update areas come up at different loca-
tions the bounding-box can stay nearly the same size as in
the approach described before, even if they are very small
as shown in Figure 3.

Nevertheless processing only the newly mapped areas
can reduce the number of shader runs significantly, since
in more frequent cases only one small update area ap-
pears. The second optimization step is an additional im-
provement to the one calculating a bounding-box around
the camera frame.

4.2 Wiping

Using a mapping approach running on the GPU allows us
to add new features, such as the possibility to wipe out
areas in the panoramic images in real-time. Panoramic
images happen to contain unwanted areas like persons or
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Figure 4: Circular white spots have been cleared while
taking the panoramic image

cars that cover an essential part of the scene. To remove
these unwanted spots the panoramic image can be edited
in real-time by wiping over the panoramic image preview
displayed on the mobile phone’s screen. For example, by
specifying an area in a preview image of the panoramic
map, the coordinates might be passed to the shader and
the region around that coordinate is cleared and marked as
unmapped. A new frame arriving can cover those cleared
areas and fill the empty spots with color information again.

A possible implementation of this feature is a simple
wipe operation on a touch screen. In such an implementa-
tion, the area around the coordinates that has been marked
to clear is defined to be circular with a radius of N pixels.
The program simply passes the coordinates to the fragment
shader. There the clearing area is calculated using the dot
product of the euclidean distance between the current frag-
ment coordinate #»t and the marked wiping coordinates #»w .

(
#»t − #»w) · ( #»t − #»w)< (N2) (7)

If the condition is true and the wiping coordinate lies
within the euclidean distance, the pixel that is currently
processed by the fragment shader can be cleared. This
approach can also be computed in a CPU-based mapping
process, but the advantage of the GPU-based wiping is that
it runs in real-time.

4.3 Image Refinement

A significant problem while taking panoramic images in
real-time is the changing exposure time of the camera,
which can usually not be fixed on current mobile phones.
When moving the camera towards a light source the ex-
posure is reduced, which significantly darkens the input
image. Moving the camera away from the light source
again brightens the input image in an unproportional way.
The artifacts that arise due to the diverging exposure time
are sharp edges between earlier mapped regions and newly
mapped camera images as seen in Figure 5.

Several approaches dealing with the exposure problem
do not map and track in real-time or need some pre- and
/ or post-processing to create a seamless panoramic im-
age. Additionally most of the other approaches require
a lot of memory since they use the taken images for post-
processing and therefore have to store them. Using a GPU-
based mapping approach however, we can directly employ
shading and blending effects right while the panoramic im-
age is recorded. No additional image information has to

Figure 5: Sharp edges in homogenous areas due to diverg-
ing exposure time

Figure 6: Brightness offset correction calculated from fea-
ture points [4]

be stored on the device. Using the attributes of a GPU,
the postprocessing steps therefore vanish and become an
active part of the real-time capturing of a panorama for
certain approaches.

Brightness Offset Correction: One way to manually
correct the differences in brightness values of the current
camera image is to find matching points in the panoramic
image and the camera image and calculate their brightness
difference from the color data. The average offset of these
differences is then forwarded to the shader and considered
in the mapping process.

To calculate the brightness offset of matching points the
approach implemented by Degendorfer [4] is revised. De-
gendorfer calculates the brightness offset for the feature
points found by the tracker (see Figure 6). This solu-
tion is not ideal, however, as the best areas for compar-
ing brightnesses are homogenous regions rather than cor-
ners. The advantage of this approach is that it can be per-
formed at almost no additional computational overhead,
since the tracker inherently provides the matches and the
actual pixel values are just compared.

Pixel Blending: Blending the camera image with the
panoramic image in the mapping process is a way to
smoothen sharp transitions of different brightness values.
To achieve smoother transitions several different blend-
ing approaches were investigated, however, a frame-based
blending approach turned out to achieve the best continu-
ously image.

Since the camera image does not cover 100 % of the
already mapped panoramic map, not every pixel can be
blended. The color values of newly mapped pixels have
to be drawn as they appear in the camera image or they
would be blended with the initial white background color.
To avoid having sharp edges at the border to the newly
mapped pixels, only a frame area represented by an inner
and an outer frame is blended as shown in Figure 7. Pix-
els at the image border (outer frame) are taken from the
panoramic map. A linear blending operation is used in the
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Figure 7: Linearly blending the camera image with the
panoramic image in the frame area (yellow) between the
outer (green) and the inner (purple) blending frame.

area between the frames along the direction of the normal
to the outer frame. The region inside the blending frame is
directly mapped from the camera image. To avoid blend-
ing the frame with unmapped white background color, new
pixels are mapped without blending directly from the cam-
era image.

The following pseudo code represents the blending al-
gorithm, where x and y are the camera image coordinates,
frameWidth is the width of the blending frame, camColor
and panoColor are the colors of the respective pixels of
the camera and panoramic image and alphaFactor is the
calculated blending factor:

Algorithm 1 Frame Blending
Require: fragment in camera frame

if fragment in blending frame) then
if alreadyMapped == TRUE) then

minX = x > frameWidth ? camWidth - x : x;
minY = y > frameWidth ? camHeight - y : y;
alphaFactor = minX < minY ? minX/frameWidth :
minY/frameWidth;
newColor.r = camColor.r*alphaFactor +
panoColor.r*(1.00-alphaFactor);
newColor.g = camColor.g*alphaFactor +
panoColor.g*(1.00-alphaFactor);
newColor.b = camColor.b*alphaFactor +
panoColor.b*(1.00-alphaFactor);

else
color = camColor;

end if
else

color = camColor;
end if

Blending two images using the fragment shader is a
computationally cheap operation and can easily be ap-
plied to the naive form of pixel mapping. However, the
pixel-blending requires the optimization method where the
whole camera image is updated in every frame, as the area
of the whole camera frame is required for the blending pro-
cess. Naturally, the blending operations can be combined
with the brightness offset correction.

4.4 Large panoramic images

Mapping a panoramic image on a CPU in real-time is pos-
sible for medium-size panoramic images only. Increas-
ing the panoramic map and the camera image resolution
for real-time CPU-based mapping it will quickly meet its
limits in computational power. The GPU-based mapping
approach can handle larger texture sizes with a negligi-
ble loss in render speed. Reducing the area passed to the
fragment shader in an optimization step, the size of the
panoramic map does not have much influence on the real-
time frame rates. The camera image size would have more
influence, however, the live preview feed of recent mo-
biles, which is about 640x480 pixels can still be rendered
in real-time. A limitation for the GPU-mapping is the lim-
ited texture size of a mobile phone’s GPU. This problem
can be avoided by splitting the panoramic texture into sev-
eral parts.

5 Experimental Results

The evaluation is divided into three main sections. In the
first section the image quality is tested by means of the im-
age refinement approaches discussed in the previous chap-
ter. The quality is determined from a perceptual point of
view for achieving continuous results without seams and
artifacts. The second test section compares the results of
the refinement approaches in terms of robustness of the
tracking process and in the third section the render speed
performed for every approach is tested. The experimental
results highlight which image refinement algorithm per-
forms best in terms of quality, robustness and speed. The
results are also compared with the CPU-side mapping ap-
proach by Wagner et al. [15].

5.1 Panoramic image refinement

When taking a panoramic image, the most difficult process
of seamlessly mapping the camera image in the panoramic
map is to cover the brightness differences. Having the sun
as a strong light source in the scene exacerbates this test
scenario. However distinctive shadow structures enable
the tracker to find corresponding points on otherwise ho-
mogenous regions.

Figure 8(a) is the reference image created by the orig-
inal application ([15]). Brightness differences are signifi-
cantly visible. Even seams between consecutively mapped
camera images are visible and artifacts appear in the lower
region of the panoramic image. Reducing the bright-
ness differences with a modified brightness correction ver-
sion as described by [4] slightly reduces the differences
in brightness between former mapped camera images and
later mapped images, but emphasizes the brightness seams
between consecutively mapped camera images as shown
in Figure 8(b).

In Figure 8(c) the seams as well as general differences
in brightness are smoothed by the blending approach com-
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(a) CPU-mapped image created by the application of Wagner et al. [15] (b) GPU-mapped image with brightness offset correction

(c) GPU-mapped image with blending and brightness offset correction

Figure 8: Panoramic images of a sunny scene

bined with the brightness offset correction. As a result of
the smoothing, the image gets a bit blurry. However it
emphasizes the impression of one continuous image. Ar-
tifacts like lens flares are visible since in this approach the
whole camera image is mapped every time. Approaches
that only map new pixels usually do not suffer from these
artifacts since lens flares do not appear at image borders
very often. The gray area in the left half of the image
originates from the brightening process of an almost black
region, due to brightness correction. The blending ap-
proaches are dependent of the movement of the camera,
which means that they create different results, concerning
the image quality, by moving the camera differently to-
wards or away from light sources. Since the test result was
generated from an image sequence of a taken video, still
visible artifacts could not be removed. In practical use the
user would have recognized the gray area and its seams,
due to the panoramic preview and remapped it by moving
the camera from a different direction over that region.

5.2 Robustness

The results of each test run are not only tested visually, but
also by forwarding the GPU-mapped images to the tracker
and calculating matching points for the current camera
image. Subsequently the amount of key points found is
compared with the number of key points found using the
CPU-mapped image. Getting a higher number of match-
ing points increases the tracking robustness and confirms
an improvement to the existing PanoMT-application.

Table 1 shows the tests listed with the results of the
found key points and the number of matches. For each
frame the key points and their matches are stored and the
average value of all found feature points and matches are
taken for comparison. An image refinement approach that

Approach � Matches � Key Points
CPU

Standard Mapping 80.00 1000.30
GPU

No Refinements 80.00 1050.18
Brightness Correction
from Feature Points

80.00 1053.41

Frame Blending 73.95 1028.54
Frame Blending +
Brightness Correction

78.03 1030.62

Table 1: Average of found key and matching points for the
respective refinement approach

reaches a higher score of averagely found key points and
reaches the maximum of 80 matches, is considered to be
more robust than approaches with a lower score.

For tracking the camera image in the panoramic map
using the FAST corner detection algorithm, the sharpness
of corners and edges are of most importance. Therefore
image refinement approaches that only map new pixels
achieve better results than the ones mapping the whole
camera image. Strong differences in brightness however
can force the tracker to loose its orientation and it needs
to relocate the orientation. This costs additional compu-
tation time and is disturbing in practical use. Since all
approaches achieve acceptable tracking results, the image
quality and render speed are used to decide which image
refinement approach is to prefer. In general approaches
that update only pixels that have not been mapped before
achieve a better tracking score than in the CPU-mapping.

5.3 Render Speed

The speed tests discussed in this section measure the av-
eragely rendered frames per second for each image refine-
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FPS: SGS2 FPS: LG FPS: SGS3
Approach (low/high) (low/high) (low/high)
No Refinements 27.50 / 25.67 27.55 / - 22.46 / 21.15
Brightness Correction
from Feature Points

27.20 / 25.08 26.55 / - 21.94 / 20.77

Frame Blending 27.27 / 24.61 23.30 / - 23.41 / 19.91
Frame Blending +
Brightness Correction

25.53 / 23.61 22.53 / - 23.48 / 19.34

Table 2: Render speed for the diverse image refinement
approaches on the SGS2 (1st column), LG (2nd column)
and SGS3 (3rd column) for resolutions of 2048x512 and
4096x1024 pixels. The maximum texture size of the LG is
2048x2048 pixels.

ment approach and for different panoramic mapping sizes.
For calculating the frame rate the first 50 frames are dis-
missed and then the average of the next 50 frames is taken
to determine the speed of the current image refinement ap-
proach. Each test is run three times for each refinement
approach and mobile phone. The average of the results is
taken as the render speed result. For testing the speed dif-
ferences for different panoramic mapping sizes, two reso-
lutions are chosen. A lower and standard texture resolu-
tion of 2048x515 pixels and a higher texture resolution of
4096x1024 pixels are realized for this test. The tests are
realized with three different testing devices:

• Samsung Galaxy S II (SGS2): 1.2GHz dual core; Mali-
400MP; Android 2.3.5

• LG Optimus 4x HD (LG): 1.5GHz quad core; Nvidia Tegra
3; Android 4.0.3

• Samsung Galaxy S III (SGS3): 1.4GHz quad core; Mali-
400MP; Android 4.0.3

Table 2 displays the render speed for the SGS2, the LG
and the SGS3 for lower and higher resolution panoramic
images.

Concerning the render speed for the standard resolu-
tion of 2048x512 pixels, all image refinement approaches
run fluently with a frame rate higher than 20 FPS. Simi-
lar to lower resolutions, when rendering a higher resolu-
tion panoramic image (4096x1024 pixels) the frame rate
is about 20 FPS or higher for all approaches. Despite of
the higher computational power of the SGS3, the results
cannot keep up with the SGS2. This is surprising, but the
reason for that seems to be the different Android versions
(Ice Cream Sandwich versus Gingerbread).

6 Conclusions

In this paper, a GPU-based approach for mapping
panoramic images is proposed. Investigating several meth-
ods that address the auto-exposure of cameras, artifacts
and brightness seams can be eliminated or strongly re-
duced. The mapping process implemented on the GPU
works very efficiently using shader programs, since pixel-
mapping is heavily parallelizable. This allows larger
panoramic images to be generated in real-time and addi-
tional functionality, such as wiping is added.

The proposed GPU-based mapping approach still re-
quires the mapping on the CPU-side for tracking, which
can be replaced by key-frame tracking as future work.
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Abstract

Proper recognition of mushrooms is one of the key safety
issues in mushroom picking activities widely spread in
Czech Republic, Slovak Republic, and other countries in
Central Europe. This contribution proposes a novel ap-
proach to support at recognition of the mushrooms through
mobile communication devices, such as cellphones. The
user - mushroom picker - is supposed to take a picture of a
mushroom in question through the mobile device which
then attempts to recognize the mushroom or to suggest
a set of possible similar mushrooms in order to simplify
their recognition by the users. The recognition process it-
self uses shape parametrization as well as texture and color
properties of the mushroom. The mushroom picking pro-
totype application runs on Android devices that are widely
spread and inexpensive enough to enable wide exploita-
tion by users. The contribution contains description of the
basic principles and presents the content of the future Bc.
thesis of the author.

Keywords: Object Recognition, Mushroom Recognition,
Mushroom Picking, Mobile Device, Android

1 Introduction

Mushrooming is very popular in Central European coun-
tries, specifically in Czech Republic, Slovak Republic and
few others. Although the mushrooming has a long his-
tory, even the experienced mushroom pickers can rec-
ognize only between 50 and 300 species of mushrooms.
Other mushrooms they search in atlases, which are often
only limited pocket versions. In order to minimize the
weight, this kind of atlases are focused only on the most
common mushrooms, whose count is at most hundreds.
Moreover, the most common mushrooms are often known
to the mushroom pickers. One way or another, the amount
of mushrooms that grow here quite commonly is more than
1500.

Nowadays, mobile devices are not supposed only to call
or text. There are still more and more statefull multime-

∗xsimon14@stud.fit.vutbr.cz
†zemcik@fit.vutbr.cz

dial devices that allow for example watch high resolution
video or play games. However, their real usable power is
much better. Operations such as image processing or im-
age recognition are no longer out of possibilities of these
devices. Furthermore, the mobility of these devices is for
operation such as image recognition - in this case mush-
room recognition - of a great benefit. This contribution
aims just this way.

The target platform is wide spread and powerful enough
mobileAndroiddevice. Such a device can contain an elec-
tronic atlas allowing user to search and filter among much
more samples than with the paper atlas. However, this
contribution is aimed at the recognition based on the im-
ages acquired by the device camera. To use the mobility of
these devices, the recognition does not depend on any in-
ternet or other connection which could be hardly reachable
deep in the forest.

The main purpose is to design and implement an appli-
cation running on a mobile Android device. This applica-
tion sets the goal to take a mushroom image directly in the
nature - it is a good habit to not pick any mushroom you
do not want to take with you but to leave it grow. The seg-
mentation is done on basis of the user interaction. Then the
mushroom is recognized and the results are presented as a
list of the most similar mushrooms. In an ideal case, the
application returns only one mushroom, the one correctly
identified.

It is obvious, from the previous paragraph, that the atlas
of mushrooms is a part of the proposed application. This
atlas consists mainly from brief description and an image
of a mushroom and the main purpose is to present results.
The results could be also the list, the subset of the original
atlas, so the description is quite important to user to find
the right mushroom. Of course, the user can browse in the
electronic atlas as well as in paper atlas.

Such an application can be quite dangerous if the user
fully trust its results. This application, especial;y the
recognition machine, should be always used with the
knowledge of its experimental character. Reckless rely-
ing on given results could cause injuries and in extreme
case even the death.

Section 1.1 describes materials and algorithms on which
this contribution is based. This section also includes an
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overview of the previous similar projects. The approach
itself is described in Section 2. That section is divided into
a subsection about a preprocessing (2.1) which includes
also a sensing and a segmentation, a subsection about fea-
ture extraction (2.2) and a subsection about classification
itself (2.3), where the classification is described as is used
in this contribution. Section 3 addresses design draft and
an implementation of the application as well as results pre-
sentation. At the end, in Section 4, a possible way to eval-
uate this contribution will be proposed with expected re-
sults.

1.1 Related work

The basic approach of this contribution is to help to recog-
nize a mushroom by its shape. For this purpose, the para-
metric model [12, 14] has been chosen. Since the shape of
a mushroom is often not reliable, this contribution reflects
also color histograms [13] of a cap and a stem as well as
few other specific mycological features, as describes Matti
[11], or some independently chosen ones.

Not many contributions have been published about this
issue despite the fact of widely spread mobile devices,
mushrooming in this region, and computer vision up-
swing. This contribution is mainly based on a master
semester project ofDamien Matti’s Mushroom recognition
at Ecole polytechnique federale de Lausanne1 from 2010
[11]. The approach of that project is to classify mush-
rooms with Android mobile telephone. One of the differ-
ences between mine and his solution is where the recog-
nition part is done. He uses a client-server solution, so he
uses the mobile device only as a client which performs just
the segmentation and then he sends the preprocessed im-
age to the server, where the recognition is actually done.
Another difference is that he does not aim to identify spe-
cific kind of mushroom, but wants only to find out if the
mushroom is edible or not.

For the segmentation part and an extracting mushroom
from its background, he uses the GraphCut method [3, 4]
based on a graph theory. After taking a photo, he asks the
user to mark a background and a foreground.

In the conclusion of that project, Matti proposes a way
where to go as well as methods which to use or not use. He
mentions mainly the necessity of a big enough database of
training data. For the purpose of this contribution, I con-
tacted the servernahuby.sk[1] which provided me for this
academic purposes a huge database2 of high quality im-
ages of mushrooms, which are safely marked with assis-
tance of specialists. He proposed also to use mushroom
specific features such as ring detection, white blob detec-
tion, gills and pores recognition, etc.

1The report from the project is available at <http:
//mmspg.epfl.ch/files/content/sites/mmspl/files/
shared/Semesterproject_mushroomrecognition.pdf>

2Over 600 of single mushroom species with minimal amount of 20
images for every kind - totally about 35 thousand of images - or over
1000 of single mushroom species with minimal amount of 10 images for
every mushroom kind - about 45 thousand of images

2 Recognition

The recognition of a mushroom based on taken image con-
sists from several parts. At the beginning, preprocessing is
described, including the sensing and the segmentation of
taken image. In this section, methods and ways how to
take an image are proposed with usage of possibilities of
mobile Android device. It also contains the extraction of
the mushroom from the background and creating the mask
of the cap, the stem and unused background. This mask
combined with the original sensed image are used in the
very next part.

The second part of this paper handles features extrac-
tion for classification itself. All the preprocessed parts
of sensed image are used there and the features are ex-
tracted to use in parametric model. Also color histograms
are computed. All of these parameters are then decorre-
lated using method calledPrincipal Component Analysis
(PCA)[2, 8] which helps to select only decorrelated values
and significantly decreases the amount of the dimensions
of the original vector. All of these changes are made with
only an unimportant loss of information.

Finally, the last part concerns the recognition itself. The
features obtained in the previous part are an input of the
Support Vector Machine (SVM)[2, 10, 14] classifier which
is used in this contribution. Actually, this contribution
does not include an implementation of SVM but only uses
an already implemented system.

2.1 Sensing, Preprocessing and Segmenta-
tion

Many of the features typical for mobile Android devices
are used for a preprocessing in general and also specifi-
cally for the recognized objects - mushrooms. The appli-
cation uses auto-focus feature which is built-in in the most
of nowadays mobile devices with camera. It uses a sta-
bility sensor which allows us to restrict the sensing angle,
too. This is done because the angle could be quite impor-
tant. Sensing under a correct angle (Figure 1) shows us the
top of the cap, the bottom of the cap as well as curves of
the stem or the cap. On the contrary, a wrong sensing an-
gle (Figure 2) could skew the curves of the edges or totally
hide for example the bottom of the cap.

Another important feature is to have the LED light con-
stantly on. That can help with unification of brightness of
sensed images. It also helps to eliminate shadows which
could eventually look like edges occuring where they are
not present. The profile of a mushroom is, in case of sim-
plification, drawn on device preview surface to help the
user to center the sensed mushroom (Figure 3).

Also, a line is supposed to divide the cap and the stem.
This line is not really used for the stem-cap split algo-
rithm, but with the requirement for the correct angle helps
to get the real, not skewed, shape parameters. To cen-
ter the mushroom, is quite important because the post-
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Figure 1: Illustration of the correct sensing angle with the
taken image. On the example picture you can see clearly
all parts of the mushroom body.

segmentation algorithm counts with the fact that the mid-
dle point belongs to the mushroom body.

The extraction of the mushroom from its background is
based on GraphCut, similarly to how Matti [11] performs
it. This contribution uses a library implemented byO. Vek-
sler [5, 7, 9, 16]. The user is asked to mark foreground -
the mushroom, and the background. These marked areas
are being hard constraints in the segmentation. The data
costs are set as negative log-likelihood of color histograms
of the hard constraints marked by the user. Then, the pri-
mary mask is created.

This mask is smoothed by an algorithm to reduce of iso-
lated fields - island. The intention is to have only one co-
herent area marked as the mushroom and the rest marked
as the background. The algorithm mentioned above is an
implementation of theUniform-cost searchwith the cost
set to theManhattan distancefrom the point to the point-
root. The aim is to search the path from the isolatedis-
land to the middle point if the island is marked as the fore-
ground, or the path to the [0,0] point, which is supposed to
be a part of the background, in case the island is marked as
a background. One way or another, if the path exists, the
island is not isolated. Otherwise, the island is isolated and
it should be re-marked.

This way, the smooth masks of the foreground and the
background are created. The next step is to split the mask
of the mushroom into two parts - the stem and the cap.
To achieve that, the border points between the cap and the
stem are found and the GraphCut algorithm is re-run on
the area given by these two points and corresponding in-

Figure 2: Illustration of the wrong sensing angle with the
taken image. On the example picture you can not see
clearly all parts of the mushroom body. E.g. the bottom of
the cap is not visible at all.

tersections of the top of the foreground mask and lines in
direction of y-axis and determined by these two points.
This GraphCut run does not have any hard constraints, is
fully automated and uses the rest of the mask to compute
histograms of the cap and the stem to set data costs (See
the Figure 4).

We have got the mask of the stem and the cap. Also, we
have the original color image of mushroom of the same
size as the mask. These two matrices are inputs of the
feature extraction part.

2.2 Feature extraction

The goal of this section is to show which features are used
and how they are extracted, so this section follows the pre-
vious one. After applying the mask, we have an array of
points that belong to the cap, or, alternatively, to the stem.
These two arrays are now used to extract and compute ap-
propriate features that can be inputs of the classifier.

The first feature what is extracted, is the shape infor-
mation. For this purpose, the left most and the right most
points of the cap are connected by a straight line, which
is divided into fifths. The lengths from this line to the top
border of the cap, or the bottom border of the cap, are the
shape parameters. These values are computed from the
line, so it should be rotational invariant (Figure 5).
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Figure 3: Illustration of taking photo of a mushroom with
a visual help

A very similar operation is done with a stem of a mush-
room. We have the top and the bottom point of the stem
and the length between them is divided into fifths, again.
Then the lengths from the left edge point to the right edge
point on every intersection are measured (Figure 6).

Another gathered features are the color histograms of
the stem and the cap. Also the color depth is reduced to
3-3-2 bit RGB fixed palette, which means 256 colors. The
reason for this color reduction is that we use the whole
histogram as a part of the multidimensional vector used in
the SVM classifier. As such, the information compression
is very desired. The advantages of this reduction are much
bigger than disadvantages, namely loss of information.

The reduction is done by ignoring the least significant
bits. We use only the 3 most significant bits from the
red value of the color, the 3 most significant bits from the
green value and only 2 most significant bits of the blue
value. These values are then concatenated in order RGB,
so the palette is 256 color length. All histograms com-
puted in case of this contribution, use this 3-3-2 bit color
palette.

The last but finally not the least important feature is
presence of gills or pores on the bottom side of a cap. Only
two classes exist, gills and pores, so it can be possible to
train the SVM classifier on the whole dataset and let it to
distinguish between them.

Figure 4: Split of the cap and the stem. Two mentioned
points are marked. Thered area is a stem, so it is used to
compute the stem color histogram. Theyellow areas are
parts of the cap, so there are analogically used to compute
the cap color histogram. The area marked by the question
mark is going to be segmented and divided into the cap
and the stem. The unused background in blue colored.

Figure 5: Illustration of the cap segmentation for parame-
ters extraction

2.3 Mushroom classification

All the features described in previous section combined to-
gether form a feature vector. Actually, the values obtained
from the histograms feature extraction, the shape feature
extraction, the ring detection and the gills or pores pres-
ence, are concatenated into one single multidimensional
vector. This vector is supposed to be an input of the SVM
classes. Unfortunately, this feature vector could be very
high dimensional and probably correlated. To decorre-
late this vector and decrease the dimensionality, the PCA
method is used. This can help us to find witch features
or what dimensions of the whole feature vector are really
important and where the classes are the most variant.

The classification itself is done using the SVM classifier
implemented inLIBSVM [6]. The input of this classifier,
as it is written above, is the whole feature vector consisting
of single features extracted from the widespread database
of marked mushroom images [1].
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Figure 6: Illustration of the stem segmentation for param-
eters extraction

The database consists of about 35 thousand of mush-
room images from many photographers. Although the fact
that all mushrooms in this database are safely identified,
not all images are suitable to the classifier training. The
recognition requires to take a photo under specific angle
and with the middle point on the mushroom body. All of
this is needed to not have skewed the real shape of the
mushroom. It is obvious that the very same requirement is
need to be requested to the training set.

Every mushroom image needs to be manually reviewed
for the proper sensing angle and mushroom centering, then
manually segmented using graph cut and after that, finally,
features can be extracted and used for the training.

3 Implementation

The mushroom recognition in images proposed in this con-
tribution is realized using mobile device on Android plat-
form. The aim is to design and implement an application
running on Android mobile device to support recognition
of mushroom in the nature. Individual parts of this task are
the following ones:

• Take an image of the mushroom.This part allows
the mushroom picker to take an image using built-in
camera in correct position and situation with unified
brightness and auto-focused to make the recognition
as much stable as possible. To achieve this purpose
this application uses the sensors so typical for such
devices as much as possible. The used sensors are the

motion sensor for sensing under correct angle, LED
light source for shadow elimination and color unifi-
cation and possible auto-focus aimed in the middle of
the sensing area to eliminate the foreground - mush-
room - blur. The draft of the sensing screen you can
see on Figure 3.

• Extract the mushroom from its background. The
application does not consider the background (even
though it might be also a feature useful for a recogni-
tion), so for the next steps of recognition, it is neces-
sary to extract the mushroom from its background.
The user is asked to mark the foreground and the
background and based on these seeds the segmenta-
tion is done and the mask is created. The second pass
of graph cut splits the cap and the stem.

• Feature extraction. From the original image of
the mushroom and the mask the earlier mentioned
features are extracted and computed to describe the
given mushroom as much as possible. These features
are concatenated into one multidimensional feature
vector.

• Classification. The feature vector is an input of the
already trained classifier. It determines classes, into
which the feature vector most probably fits.

• Show the most probable results. The results are
presented as a subset of the atlas. In the ideal case,
only one mushroom with maximum probability is
shown. The proposed design of result presentation
is shown in Figure 7 and Figure 8.

This section also includes a draft of user interface with
the aim to simplicity and usability including focus on few
important elements. Some aspects of the implementation
itself are mentioned, too.

3.1 User interface

The application ambition is to help a mushroom picker
with the classification of the found mushroom. To achieve
such a goal, it is also good to spend some time with the
design of the user interface and primarily the presentation
of the results.

The application itself is not only recognition machine,
but also the mushroom atlas with brief description, mainly
of the visual elements, information about an edibility,
eventually with what mushroom can be mistaken. The at-
las itself is designed as a list of mushrooms with names
and images (Figure 7). The list allows to search by name
and possibly filtering by features. If the classifier result is
a list of mushrooms and not the single one, the list will
be subset of this list. Some percentage or edibility sign
should be visible in this case, too.

The appearance of the mushroom screen (Figure 8) in-
cludes an image, name, brief description, edibility sign,
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Figure 7: Draft of design: List of mushrooms

and the list of the most similar mushrooms generated au-
tomatically after the classifier learning. Such list of mush-
rooms is very important because the classifier in ideal case
returns only one result but the user should know whether
there are any similar mushrooms, even though the classi-
fier excludes them for any reason.

The final important design element is a screen of a cam-
era where the user takes an image of mushroom and where
he is then informed about the recognition progress (Fig-
ure 9). In that case, the preview surface is spread to the
fullscreen for the reason of maximizing of feedback. Be-
fore the user takes a photo, he/she should be informed
about the correct sensing angle with signal icon and in the
middle of the screen should be a profile of mushroom to
help the user with centering the sensed mushroom. In this
screen, the user should be informed about status of recog-
nition parts. This is important in cases when the recogni-
tion takes more time and the user might think the device is
not responding.

3.2 Implementation

The implementation on mobile Android device must be in
this contribution with a knowledge of an implementation
on a system based on ARM instruction set. Of course, we
use the interface that the Android system give us, but it is
needed to know where the computation is really done.

To develop a successful application, it is good to follow
these specifics. On one hand, it is obvious that the com-
puting power can not be compared with powerful desktop
computers but on the other hand we can not say it is not
powerful enough. A similar situation occurs in the field of

Figure 8: Draft of design: Detail of the mushroom

memory possibilities of these devices. On one hand, the
size of these memory units is still quite limited and it is
not reasonable to waste it. On the other hand, the Moore’s
law is still valid.

One way or another, such devices have several limita-
tions which could ruin the whole experiment. The first
one can be the memory requirement. To overcome this, it
is good to realize that the application is not supposed to be
a mushroom gallery. Yes, the atlas without images is not
an atlas at all, but one bright image per every mushroom
kind is more than enough.

The second one could be the memory again, but this
time the operation memory. Thestaticmemory described
above could be solved with an external storage, but thisdy-
namicmemory could be much bigger problem. But even
in this case the problem is not unsolvable. For example,
in case of segmentation, we need to build a graph with
width× height of nodes. This can be a lot of allocated
memory, probably more than such devices can offer. But
this issue can be solved for example by resizing the origi-
nal image to lesser matrix, computing the mask and resiz-
ing the mask back. The borders should be preserved and
it is not a big deal that the borders are not so smooth. The
important fact is, that if we compute this mask in an image
of a half width and a half size, the count of nodes in the
graph will be(width×height)/4.

4 Testing procedure

The methods proposed in this contribution were chosen
on basis of studying and they have not been fully imple-
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Figure 9: Draft of design: Recognition screen

mented and verified yet. The implementation itself is a
part of future Bc. thesis of the author.

The main aim is to choose the most similar mushrooms
as the subset of the whole atlas. The one hundred percent
success is not expected and the application is not supposed
to recognize mushrooms instead of the mushroom picker.
It only offers the most similar mushrooms and expects and
active approach of the user. Very real scenario is that the
mushroom picker suspects that he found some kind of Bo-
letus, but he does not know which exactly. If the result of
the recognition in that model situation would be a subset of
ten different Boletus mushrooms, it would not be useless.
The user gets the subset which would have to complicat-
edly search in other case.

The user interface has been tested informally on an ad-
hoc sample of almost 20 people of my surrounding. This
sample consists mainly from amateur mushroom pickers,
but the age, technical skills or expectation has been spread
into whole spectrum.

The first determined result from the user interface test-
ing, is the time length of classification itself. Almost ev-
eryone said that the time longer than one minute is on the
edge of usability, because they are able to find the mush-
room in the atlas faster.

Other conclusions have been used in the implementation
design. It was namely the necessity of more significant vi-
sual help during the sensing (Figure 3) and an interest to be
more involved in the recognition. The last interest has two
reasons. The first reason is that in the recognition would
be more interactive, it can take more time and user will not
register that. The second reason is that the user know that
the segmentation is based on his interaction and is afraid

that he could do it wrong and make the recognition failed.
To solve this, one more screen is added just after the im-
age is segmented on basis of user interaction. The screen
is an easy feedback about the segmentation and allows to
the user to go a step back and do the segmentation once
more.

It is interesting to monitor the informative value of
single extracted features. Parametrization used to shape
recognition is one of the most interesting. Unfortunately,
the shape of mushroom seems not to be often determina-
tive at all. Mushrooms tend to be deformed or broken or
they grow askew, so the sensing angle often is incorrect
rather than correct. Despite that, I hope in its robustness.

The rest of the proposed features, such as gills and pores
recognition, or color histograms of cap and stem, are quite
distinguishable. Their success could be expected, but it is
not good to rely only on these features completely. The
greatest success is expected only after proper combination
of all the features.

The testing will be done in real environment. It is
planned to create a beta version of the application. The
user will be asked to send anonymous statistical data such
as sensed images and classification results. The evalua-
tion is going to reveal, whether it will be better to train
the classifier to distinguish among individual mushroom
species or only among their families, or what features are
really valuable and properly chosen.

There are some unmistakable species such as Amanita
Muscaria or Boletea family. The expected success of these
species is almost 100%. What is really important, is to
recognize correctly the lesser frequently occurring mush-
rooms. The expected success is to have the correct mush-
room among the top ten returned mushrooms. Otherwise,
it could be quite dangerous, especially in the case when
the sensed mushroom is poisonous and in the returned list
are only edible mushrooms.
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6 Conclusions and Future work

In this contribution, the approach of support of mush-
room machine recognition using mobile Android device
was proposed. The previous contributions and projects of
similar topic have been used as well as the mycological
knowledge in part of choosing proper features.

It was described that the mobile devices are quite power-
ful but they need another approach than desktop computers
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and the high level of optimization as well. The optimiza-
tion is the first part of what can be done better.

Another step how to improve results - and possibly quite
radical one - is to choose other features or choose more of
them. However, this could have a significant influence of
power and time requirements of such a recognition. For
now, it seems wise to choose computationally easier meth-
ods and focus properly on the optimization process. But
the computing power of such devices is still increasing.

There are many of features that could refine the classifi-
cation. It could be white blobs on the cap or ring presence
on the stem (as Matti propsed). These features are not re-
lated to the whole spectrum of the mushrooms, but only to
the narrow subset. As such they were not chosen to this
contribution. However, the smart set of such detectors fo-
cused to specific features could be really valuable.

The application could, in the future, involve the mush-
room picker to higher extent. In case when the classifier
returns a list of possible candidates, the application could
generate a decision tree and ask the user for a help.

Following the previous point, there is a possibility to de-
velop recognition on sequence of questions and return the
list of most probable candidates. This could be useful in
case of devices without a built-in camera. This method has
a nice side effect - it can spread more information about the
mushroom classification to the users and teach them how
to recognize them.

There are also some possible improvements that pro-
posed Matti already. It can be, e.g. seasons or weather
forecast. These informations can be easily available in
such a device.

References

[1] Roland Baranovic.Nahuby.sk, [online 19.2.2013],
A mycologic web with a lot of information and a
large atlas of mushrooms with a lot of photos of ev-
ery mushroom kind. Available at http://nahuby.sk/

[2] Christopher M. Bishop.Pattern recognition and ma-
chine learning. Springer Science Business Media,
New York, 2006.

[3] Y. Boykov and V. Kolmogorov. An experimen-
tal comparison of min-cut/max-flow algorithms for
energy minimization in vision. Pattern Analysis
and Machine Intelligence, IEEE Transactions on,
26(9):1124 – 1137, september 2004.

[4] Y. Boykov and M.-P. Jolly. Interactive graph cuts
for optimal boundary amp; region segmentation of
objects in n-d images. InComputer Vision, 2001.
ICCV 2001. Proceedings. Eighth IEEE International
Conference on, vol. 1, pages 105 – 112, 2001.

[5] Y. Boykov, O. Veksler, and R. Zahib. Efficient Ap-
proximate Energy Minimization via Graph Cuts. In
IEEE TPAMI, pages 1222–1239, 2001.

[6] Chih-Chung Chang and Chih-Jen Lin. LIBSVM:
A library for support vector machines. ACM
Transactions on Intelligent Systems and Technol-
ogy, 2:27:1–27:27, 2011. Software available at
http://www.csie.ntu.edu.tw/ cjlin/libsvm

[7] A. Delong, A. Osokin, H. N. Isack, and Y. Boykov.
Fast Approximate Energy Minimization with Label
Costs. InIEEE CVPR, pages 2173–2180, 2010.

[8] Richard O Duda.Pattern classification. Wiley, New
York, second edition, 2001.

[9] V. Kolmogorov and R. Zabin. What energy functions
can be minimized via graph cuts?Pattern Analy-
sis and Machine Intelligence, IEEE Transactions on,
26(2):147 – 159, february 2004.

[10] Y. Lee, Y.; Lin and G. Wahba. Multicategory support
vector machines. InComputing Science and Statis-
tics, 2001. Proceedings of the 33rd Symposium on
the Interface, june 2001.

[11] Damien Matti. Mushroom recognition. Master
semester project, Ecole polytechnique federale de
Lausanne, 2010.

[12] K. Mikolajczyk, B. Leibe, and B. Schiele. Multi-
ple object class detection with a generative model.
In Computer Vision and Pattern Recognition, 2006
IEEE Computer Society Conference on, pages 26 –
36, june 2006.

[13] C.L. Novak and S.A. Shafer. Anatomy of a color
histogram. InComputer Vision and Pattern Recog-
nition, 1992. Proceedings CVPR ’92., 1992 IEEE
Computer Society Conference on, pages 599 – 605,
june 1992.

[14] Konstantinos Koutroumbas and Sergios Theodoridis.
Pattern Recognition. Academic Press, Amsterdam,
second edition, 2003.

[15] Andrew N Sloss, Dominic Symes, and Chris Wright.
ARM system developers guide: designing and opti-
mizing system software. Elsevier, Amsterdam, 2004.

[16] Richard Szeliski.Computer Vision: Algorithms and
Applications. Texts in computer science. Springer,
London, 2010.

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)

176



Scarlet – Real Time Mobile Augmented Reality Library

Csaba Bolyós ∗

Supervised by: Zuzana Haladová†
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Abstract

Since the beginning of the new century, augmented real-
ity (AR) applications became very popular among smart
phone users. There is also an emerging trend of users be-
coming the producers of the visual content in the AR en-
vironments.

In this paper, we present Scarlet – a novel library for
Android developers of AR applications. The key problem
of AR is the registration of a virtual and the real world.
Scarlet can recognize different visual markers (images, lo-
gos, black-and-white markers) very fast using the state-
of-the-art local feature detection methods. Different lo-
cal features were tested and are presented in the paper.
Scarlet library also provides several functions for design-
ing AR application. The main advantage in comparison
to OpenCV4Android is that it is faster and the creation of
AR application is easier for the user. Scarlet is nearly 11.5
times faster then OpenCV4Android 2.3.1. Also, the num-
ber of the native calls is minimized.

Keywords: Local features, Visual marks, SIFT, SURF,
ORB, BRIEF, FAST, Augmented reality

1 Introduction

AR becomes more and more popular in a great variety of
different applications, including augmentations in sports
tournaments, AR games, cultural heritage AR applica-
tions, medical AR applications and many others. It has
been popularized in the last few years. Apart from AR
applications, there is also a strong trend of user becoming
the producer of the visual content on the internet and in the
AR environments.

Our aim was to create a user friendly AR library that
could help developers to create their AR application faster
and easier. Our solution is called Scarlet and it is based on
the mobile operation system Android and focuses mainly
on local features. It is able to recognize objects in the
frames of the mobile camera at interactive rates. Our li-
brary is of the small size and should offer the developers

∗bladeszasza@gmail.com
†zhaladova@gmail.com

both: the possibility of customization of the library and the
ability to produce results by single function calling.

This paper is organized as follows. The first section in-
troduces the reader to the selected previous work. Next,
properties of local feature descriptors are briefly stated.
The next section describes a simple sample application uti-
lizing our library. In the last two sections achievements are
summed up and future work is presented.

2 Previous work

We have examined three libraries for Android AR develop-
ers: openCV4Android [9], Vuforia [10] and Layar Vision
[6]. The Layar Vision is a commercial library which can
be purchased for more than two thousand dollars. It works
with geodata and provides image descriptor functions, but
the set up of these functions is not free either. Vuforia is a
free AR library developed by Qualcomm. It works best on
devices powered by Qualcomm processor or graphic card.
It works well with 2D markers and also supports texture
recognition. The third solution is the openCV4Android,
which is the port of openCV. OpenCV4Android is basi-
cally the wrapper of the OpenCV, and can be used sim-
ilarly to OpenCV. It implements many AR methods and
offers good and reliable results. The main problem of
this library is, that it does not operate in real time and in-
cludes wide range of redundant Computer vision, Image
and Video processing, Pattern recognition and other algo-
rithms - not only those needed for AR. It also has too many
native calls, resulting in slowing down the programs.

3 Local features

When performing object recognition (and later object reg-
istration), we usually want to correctly classify also in sit-
uations when the object is scaled, translated, rotated, oc-
cluded or only partially presented in the image. To achieve
this we need to describe the object using only features in-
variant under these transformations. The efficient solution
to this problem are local features. They mainly consists of
two methods, the detector and the descriptor. The detec-
tor seeks the interesting points in the image area and the
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descriptor describes the neighbourhood of the interesting
point via the feature vector.

We distinguish two types of the feature vectors created
via local feature descriptors: the integer and the binary
vectors. The integer vectors are usually compared using
the Euclidean distance:

d(p,q) = d(q, p) =
√
(q1− p1)2 + . . .+(qn− pn)2 =

=

√
n

∑
i=1

(qi− pi)2.

On the other hand, the binary vectors can be compared, us-
ing the Hamming distance whose computation is very effi-
cient. For example, the distance between the string ”0110”
and ”0000” is equal to two, and can be calculated using
following equation:

dh(p,q) =
n

∑
i=1

δ (pi,qi)/n

where

δ (p,q) =

{
0 if = (x < 0∧ y < 0)∨ (x = 0∧ y = 0)
1 if = otherwise

.

In this paper we examined and tested six local feature de-
scriptors. The results of comparison of different local fea-
ture methods can be seen in Table 3.

There not only the methods which are used as detector
and descriptor are mentioned, but also the type, size and
invariance under rotation, scale and noise of their result
vector.

3.1 Detectors

The traditional computer vision feature methods compute
the features uniformly from all the points in the image. Lo-
cal features however use only points which are somehow
interesting to us. An interesting point is the point of the
image in whose neighbourhood intensity varies. Compu-
tation of the features only for these points can speed up the
process considerably. Harris corner detector [5] is one of
the first detectors for interesting points (IP). The detection
is based on the responses of the Hessian matrix. The re-
sponses are calculated over a small region surrounding the
point.

The FAST (Features from the Accelerated Segment test)
is one of the algorithms implemented in our library. It ex-
amines every pixelś 9 point radius and compares the in-
tensity of the pixel with the pixels in the radius. If the
difference of at least 3 pixels in the radius with the central
pixel is over a threshold, the central pixel is considered the
key point. The FAST algorithm can work very fast, pro-
duces a lot of key-points but it is not invariant under scale
and rotation.

The detector of the classical local feature method SIFT
(Scale Invariant Feature Transform) [8] produces more ro-
bust points, but is remarkably slower. SIFT’s [8] detector

works in the scale space which ensures the invariance un-
der scaling (The example of scale space can be seen in
Figure 1). To remove the noise it filters images using the
Gaussian filter. The key-points are detected as the maxima
and minima in the 27-neighbourhood in the scale space.

A speed improvement of the SIFT’s [8] detector was in-
troduced in the SURF (Speeded Up Robust Features) [2].
It not only detects the key-points faster than SIFT, but also
maintains the invariance. As detector it uses scale space
as SIFT space, but it is created using an approximation of
second order derivatives of Gaussians in Y and XY direc-
tion with box filters on integral images. An example, of
the SURF’s [2] Box filters see Figure 2.

Integral images allow us to calculate rapidly the sum
over subregion of the image. Value of a pixel equal to the
sum of all values of the pixels above and on the left of it.
Second step is increasing the resolution of filters from 9*9
up to 27*27. Finally only the remaining points after a non-
maximum suppression in 3*3*3 scale space are selected.

All of the above methods give good results, but they
are a bit costly to be real-time even on high performance
mobile devices.

The ORB (Oriented FAST and Rotated BRIEF)
method[11] adds the rotation invariance to FAST. It can
be computed in real time even on mid-end smart phones.
ORB’s detector is called oFAST. It works similarly to
FAST, but extracts rotation using intensity of centroid. It
creates a vector with direction from IP to centroid. Vector
orientation could be easily gained.

The recent papers show that recent descriptors like
BRISK 3 and FREAK 4 calculate their detectors not on
the whole image but only on its part. BRISK calculates
the saliency first and then the key-points are extracted from
the region. FREAK [1] samples the image similarly to hu-
man eye, using a technique called retinal sampling. It uses
more samples at the center of the view focus and less sam-
ples at the edge of the focus. For our library, all of the
previously mentioned methods matter, as we want to offer
a large variety of algorithms.

3.2 Descriptors

Having the key-points extracted, we can sample informa-
tion from the region around them. We recognize two types
of descriptor, one is the n-dimensional numerical vector
and the other is the binary string. Numerical vectors are
created by SIFT [8] and SURF [2], giving a robust de-
scription of the region around a key point. They are both
invariant under noise, rotation and scale. But although
SURF methid is calculated faster, they are both too slow
on mobile devices. The SIFT descriptor calculates the
magnitude and the orientation of the gradient, which are
then weighted by a Gaussian window. The SURF method
is faster. To maintain fast filtering it uses integral images.
First it creates square regions around the key-point aligned
to it. Than each of these regions is subdivided into 4x4
smaller axial subregions. On all of the subregions, the
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detector descriptor vector type n dimensional vector invariance (R,S,N)
SIFT [8] scale space of DoG orientation of gradients integer 128 R,S,N
SURF [2] box filters responses from Haar wavelet integer 64 R,S,N
BRIEF [3] — binary tests binary based on patch size S(partial),N
ORB [11] oFAST rotation aware BRIEF binary based on patch size R,N
FREAK [1] retina sampling lighting intensity tests binary based on patch size R,S,N
BRISK [7] scale space FAST binary tests binary based on patch size R,S,N

Table 1: The comparison of local feature vectors. For each method their detector and descriptor are given and the type
of the resulting vector is presented. Also, the robustness of the results is given. In the invariance (R,S,N) column the ”R”
means the rotation, the ”S” the scale and the ”N” the noise

Figure 1: Scale space created and the difference of Gaus-
sian calculated [8].

Figure 2: The box filters which are used by SURF [2]

responses from Haar wavelets are calculated. To achieve
even more robustness towards geometric deformations, the
authors weighted these responses with Gaussian.

The other group of descriptors that utilize binary string
are BRIEF (Binary Robust Independent Elementary Fea-
ture) [3], ORB [11], BRISK (Binary Robust Invariant
Scalable Keypoints) [7] and FREAK (Fast Retina Key-
point) [1]. As mentioned before the distance between two
binary strings can be compared fast using the Hamming
distance. It speeds up to the final process of comparison.
The main advantage of these methods is that they can be
computed real-time, but lot of them lack of the robustness
of SIFT [8] or SURF [2].

BRIEF [3] lacks the rotation invariance, but it can be
computed in real-time. BRIEF calculates its descriptors
by sampling the image with binary tests. The responses of
these tests are stored in the binary string. Rotation invari-

ance can be achieved, for example using a bigger dataset
for one image. If at that dataset the chosen pattern is
slightly rotated and the descriptor is calculated from it, we
achieve similar descriptors and the pattern can be found
even if it is rotated. But our goal is to make development
faster and smoother, and therefore we do not want to use
big datasets.

ORB’s [11] description algorithm is based on BRIEF
[3] and it is called rBRIEF. The rBRIEF works similarly
to BRIEF but it has stored rotation which was gained from
oFAST at the key-point detection phase.

Figure 3: A sampling pattern used by BRISK. The red cir-
cles are regions smoothed with Gaussian kernel, the small
blue points are the sampling locations [7].

The BRISK descriptor produces binary strings that are
joined results of simple brightness comparison tests. The
algorithm works as follows: First, the characteristic direc-
tion is identified to achieve rotation invariance, next the
brightness comparisons are carefully chosen. These cho-
sen brightness comparison tests are evaluated at sampling
pattern which can be seen in Figure 3.

The last presented descriptor is FREAK [1]. FREAK
similarly to BRISK [7], ORB [11] and BRIEF [3] creates
a binary string. This binary string is achieved by concate-
nating results from binary intensity tests. Like BRISK,
FREAK uses the sampling pattern inspired by the human
vision system. It is called retinal sampling pattern (retinal
pattern can be seen in Figure 4).
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Figure 4: The retinal sampling pattern. Every circle repre-
sent a receptive region, smoothed by corresponding Gaus-
sian kernel. The circles are placed similarly like the retinal
ganglion cells at human eye [1].

4 Application

This section describes the simple production of an AR ap-
plication utilizing Scarlet. First, the work flow of image
recognition is presented in Figure 5. Our library supports
multiple local descriptors, but ORB seems to be the best
solution for our purpose. The recognition is acquired in
less than a tenth of a second. In preprocessing, we create
a database of precalculated descriptors. Therefore, at run-
time we do not need to calculate the descriptor repeatedly,
which saves us lots of computational time. Next we want
provide the user with the best experience possible. The ap-
plication runs on multiple threads, as can be seen in Figure
5. The main thread starts at least one thread, providing the
video output for the screen. The processing of the image
or the pattern recognition is done in separate threads. In
the Figure 5, we can see this ”computing” threads don’t
need to run long, they can be put to sleep after they return
the result.

One iteration consists of capturing the frame from the
video thread. After that the computing thread is started. It
calculates the key-points on that frame and runs the de-
scriptor algorithm. When the descriptor is acquired it
is compared to our database of precomputed descriptors.
Some threshold is needed to tell that the distance between
two descriptors is within the similarity tolerance, if the
distance is small, the two descriptors are probably describ-
ing the same region. If it is big the two descriptor are not
similar. If we detected which descriptors from database
are nearest we can classify the pattern on that frame.

If we need to draw virtual object fast on the screen, we
can measure the median of the inlier points. If we want to
determinate the precise position and square region of the
pattern in the image, we could use algorithms for computa-
tion of the homography matrix between the points. Using
this matrix, we can give every point on the image the exact
location on the captured video frame.

One of the algorithms which can be used to find the ho-

mography matrix is called RANSAC (Random sampling
consensus) [4] it suffices to use 4 points to create the ho-
mography matrix, but the homography is more stable if
we use more points. In the best case, RANSAC determi-
nates the homography only from the inlier points, the out-
lier points have no influence on the result, as far as we use
enough iteration and inliers. In most of the cases it is suf-
fices to have just the axial boundary of the found pattern,
and on that square our virtual content can be drawn.

The Scarlet library is written natively in C++, to gain
speed of the native language supported by Android. The
functions are designed for easy and quick creation of an
AR application. We also propose functions in Java which
aggregate some background processing and background
calculation. As an example, GiveSquareRegion(database,
image) returns the axial region where the closest pat-
tern is detected. Our library aggregates functionalities
which are supposed to be near each other, so it reduces
the unnecessary native calls. Those in comparison to
openCV4Android we gain increase in speed.

5 Future work

In the next phase of our development, Scarlet will be ex-
tended with more local descriptors. We plan to implement
GPU version of some algorithms, which will require high
computational power, especially for descriptors. We plan
to utilize another pattern recognition method, for example
the contour recognition. It will fasten up the development
of AR applications.

Currently our library enables adding only 2D images as
objects, but in the near future it should provide a way to
draw out simple 3D objects. Later it will provide func-
tionality extended to video stream, where any kind of 3D
objects stored in .obj format can be incorporated. For this
purpose we want to use some 3D libraries which provides
us with some of the mentioned functionalities.

6 Validation

The Scarlet was tested on high and mid-end mobile de-
vice’s(HTC Sensation XE, Samsung Galaxy Nexus). The
results were compared to openCV4Android (ver.: 2.3.1).
The results show us a significant gain of speed. Scar-
let is nearly 11.5 times faster than openCV4Android (ver.:
2.3.1). Table 4 gives also results from processing a higher
resolution image. We see that the computational speed
drops as the resolution of the image grows. Also it shows
that even with that lost of computational speed more than
five frames are processed and the matrix of homography is
computed in one second. With this computational speed,
the user can still produce quality AR application, with only
in-betweens interpolated smoothly between two results.
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Figure 5: The work-flow of the application, demonstrating how multi-threading can be used in AR application. The top
image shows how the image is processed in one iteration. The result of this iteration is either a point or the whole region
defined by the pattern. On the bottom image, the work-flow of the whole application is showed. The computing thread is
not running all the time, it is put asleep as soon as it returns the result
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800*480 frame with RANSAC 800*480 frame without RANSAC 480*320 frame
SCARLET 5,3 frame/sec 7,4 frame/sec 13,8 frame/sec
openCV4Android 2.3.1 — — 1,2 frame/sec

Table 2: The frame rate comparison of Scarlet and openCV4Android (ver.: 2.3.1) on video 480x320 frame.It also shows
that, the Scarlet computes real time not only the local features but the matrix of homography as well.

Conclusion

The presented solution is fast, reliable and light weight li-
brary suitable to produce Augmented reality application.
It is faster than openCV4Android (ver.: 2.3.1) nearly 11.5
times when using ORB for detection and description. As
default settings of the library, the ORB detector and de-
scriptor is used. Under these circumstances it provides
real time object recognition and gives good results. The
Table 4 shows how fast the ORB detector and descriptor
is computed and match with our database. We achieved
our goal to speed up the recognition time.
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Abstract

We present a new approach for editing string sculptures
in virtual environments. The string sculptures consist of a
set of rigid objects (hoops) connected by tightened strings.
The main aim of the newly created environment is to en-
able the artists to design and interactively modify the string
sculptures. This can be done by using features of virtual
environment where users can manipulate objects by using
their hands which control the whole scene as well as a set
of tools. Moreover, virtual environment enables to arrange
the final appearance of the sculpture in a more natural and
straightforward way.

Our environment was integrated into the VRECKO sys-
tem for virtual reality developed at the Human-Computer
Interaction Laboratory at Faculty of Informatics, Masaryk
University. This integration enhanced the whole manip-
ulation and perception of the virtual environment by us-
ing various devices, such as OptiTrack system for cap-
turing positions of objects in 3D space. In addition, our
environment enables to finally test the stability of the de-
signed sculpture by using the PhysX

TM
library[4] for phys-

ical simulation.

Keywords: string sculptures, virtual environment, Open-
SceneGraph, PhysX, VRECKO, OptiTrack, physical sim-
ulation

1 Introduction

The expansion of modern technologies in the last decades
introduced the virtual environment to a broader commu-
nity of users. Moreover, these users currently come from
diverse fields, such as medicine, flight industry, or art.
In the latter case, game and movie industry and modern
artists use these technologies to enhance their creativity
process. One of the very interesting areas are string sculp-
tures (see Figure 1). Generally they consist of two ba-
sic parts: rigid objects forming the skeleton of the whole
sculpture and a set of strings tightened between the rigid
objects. The greatest challenge of their construction is
their design which has to follow the physical rules in order

∗xbezdeka@fi.muni.cz
†sochor@fi.muni.cz

to maintain the sculpture stability. Thus a tool for design-
ing and testing the stability of string sculptures can serve
for verifying the feasibility of sculptor’s ideas.

We created a new environment for designing, model-
ing and testing the stability of string sculptures which uses
the modern features and devices in virtual environments.
The selection of virtual environment for this purpose is
straightforward because its features enable users to create
and manipulate objects in an almost natural way. More-
over, the new system integrates the simulation of physi-
cal forces which enables to verify the final stability of de-
signed sculpture. If an artist discovers that the result will
be unstable, the system will allow the sculpture to remake
and retest.

Figure 1: Example of 3D string sculpture.

Many thin strings with dense distribution can form visu-
ally appealing patterns which in connection with the rigid
geometrical objects take the form of resulting sculpture.
Press discusses in [5] the results of testing different types
of stringing and evaluation of their visual appearance.

String sculptures are also interesting from the mathe-
matical point of view. The basic idea is to maintain the
stability of the whole sculpture by utilizing sets of strings
only. Another restriction which the string sculptures must
fulfill is that the rigid parts cannot collide. This restriction
is called a tensegrity[2] and its principles will be described
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further.
When designing the string sculptures, it is complicated

to assess the final visual appearance and integrity in ad-
vance. Our system offers to minimize this problem by
introducing the virtual elements into the design process.
The author is then able to visually compare the modeled
sculpture with the initial ideas. Additionally, the sculp-
tor can easily test the stability of designed interconnec-
tions. The three-dimensional environment allows users
more deep view onto the object and in case of sculptur-
ing this plays even more important role.

The environment serves as a very helpful tool in a pro-
cess of designing string sculptures. Thanks to the intu-
itive user interface and involving many useful functions
the system provides sculptors with vast amount of possi-
bilities which would be very hard and expensive to achieve
when modeling with real materials. Moreover, thanks to
the possibility to create hand strokes of arbitrary shape and
complexity, users can design sculptures of various shapes
as well. This can consequently lead to designing, testing
and constructing sculptures of much more complex shapes
which would not be probably imaginable using traditional
approach.

2 Background

Firstly, we concentrate on the related work corresponding
to the field of our interest. Then we briefly describe the
technical background of our solution along with the frame-
works and devices utilized in the realization.

2.1 Related work

In the last decades many authors were interested in design-
ing and realization of different kinds of string sculptures.
However, their efforts led to construction of real statues
and only few of them revealed the possibilities which can
bring the computer science into this field. Some solu-
tions revealed, such as the string art application which is
included in the Antiprism package ([1]). However, this
application is designed only for two-dimensional environ-
ment.

This paper primarily concentrates on design of 3-
dimensional sculptures mainly because of the nature of the
environment in which they are designed - the virtual space.
Of course, this environment does not limit the user when
designing 2-dimensional sculptures. In such case simply
the third dimension is not taken into account. Designing
of 2D string sculptures (see Figure 2) is described for ex-
ample in [3].

2.2 Virtual environments

Virtual environment enables to utilize new interaction
techniques mainly via spatial input tracking and stereo-
scopic rendering. In order to utilize most of the already

Figure 2: Example of 2D string sculpture[1].

implemented and tested features, our new environment
was integrated into the VRECKO framework for virtual
reality[7]. It was initially developed for rapid prototyp-
ing of applications in virtual environment. It is a high
level programming framework using underlying toolkit
and graphics library for low level tasks such as rendering
3D primitives, texturing, scene culling, etc. It supports
several kinds of stereoscopic projection and it is able to
process data from various input devices. Except for the
traditional devices, such as mouse and keyboard, we can
use OptiTrack system enabling to capture position of ob-
jects in space, 3D mouse, Nintendo R© Wii

TM
Remote and

Microsoft R© Kinect
TM

. The whole system is modular and
can be extended by plugins, such as the environment for
string sculptures described in this article.

3 Generation of String Sculptures

This section contains the description of sweep surface gen-
eration which is utilized for construction of rigid parts of
the sculptures. Then we describe the process of genera-
tion of string patterns and finally we mention the physi-
cal simulation which should verify the stability of the final
sculpture.

3.1 Sweep surface generation

String sculptures consist of stringing and a set of rigid ob-
jects. In our case these objects can have a form of hoops
of different shape. In order to create such objects, we need
to create a general library for generating them. For this
purpose we designed and implemented the SweepSurface
library. One of the most important parts of this library
contains the computation of rotation of profile curve when
sweeping it around the main curve defining the general
shape of the rigid object. It ensures the natural appearance
of the result (see Figure 3). To ensure that the rotation of
the strokes along their centerline is natural, we utilize a ro-

Proceedings of CESCG 2013: The 17th Central European Seminar on Computer Graphics (non-peer-reviewed)
184



tation frame. It is defined by a set of ”points” defined by
three vectors - tangent t, normal r and binormal s (see Fig-
ure 4). These ”points” are situated around the main curve.

Figure 3: Left: Example of wrong (top row) and correct
(bottom row) rotation around the curve (taken from [8]).

Figure 4: Definition of rotation frame (taken from [8]).

In our system, we utilized the Rotation Minimiz-
ing Frame (RMF) algorithm for computation of rotation
frames. This algorithm ensures the minimal rotation of
the sweep surface created around the main curve. Thanks
to this property the algorithm is widely used in many ar-
eas of computer graphics. However, the RMF computation
depends on the solution of a complex differential equation
which does not have any analytical solution. This leads
to various approximations in real implementations. In our
case we decided to implement the discrete approximation
which is described in [8]. This method is suitable in cases
when the curve is constructed dynamically so we do not
have the information about all its points at the beginning.

The SweepSurface library contains a set of predefined
basic shapes, such as ellipse, rectangle or triangle. These
shapes can be utilized as parts of some sculptures consist-
ing of these shapes or can be used as reference objects for
non-skilled users of the system. The library also allows
the dynamic changes of curves in real time, such as modi-
fication of profile curve, interpolation, filleting etc.

3.2 Patterns generation

The appearance of the sculpture is determined by the cho-
sen type of stringing. It depends on the ordering of the
strings on the rigid object (hoop). Figure 5 shows the
different approaches to ordering of strings between two
rigid objects. The left part of the figure shows the ba-
sic bonding. Some patterns can be marked as reversible
or self-reversible. Reversible patterns form tuples of pat-
terns which are symmetric (see Figure 6), whereas self-
reversible patterns are formed by only one symmetric pat-
tern (Figure 7).

Figure 5: Different approaches to ordering of strings.

Figure 6: Examples of reversible patterns.

Figure 7: Example of a self-reversible patterns.

3.3 Physical simulation

Our environment enables to design also string sculptures
which cannot exist in real world. It is because the environ-
ment does not possess any constraints to mutual position
of the hoops, their interactions caused by gravitation and
the ability to maintain the sculpture in its desired shape.
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Press in [6] discusses the problem of tensegrity. Ac-
cording to [2], tensegrity is a structural principle based on
utilization of single isolated components connected by net
where the components cannot collide and are held in fixed
position defined by tightened elements (usually strings or
flexes).

In our case, the main task is to determine whether the
stringing pattern is capable to hold the string sculpture in
a desired position even after the hanging the sculpture and
taking gravitation into account. In other words, we want
to verify that the sculpture retains the fixed shape in real
world conditions.

For such verification we utilized physical simulations
taking into account the real environment. For the simu-
lations we use the PhysX

TM
library[4] from NVIDIA R©.

The library integrates the simulation only for several basic
shapes, such as sphere, box or cylinder, it is not applicable
to more complex shapes. A possible solution for complex
objects is to create an approximation of the object by com-
bining the basic shapes, e.g. spheres (see Figure 8). The
illustration of behavior of a string sculpture in physically
simulated environment is shown in Figure 9.

Figure 8: Approximation of an object using spheres in
PhysX

TM
.

4 Integration into the VRECKO
Framework

The system for editing string sculptures was integrated
into the VRECKO virtual reality framework. The long-
term project VRECKO has been developed at the Human-
Computer Interaction laboratory at the Faculty of Infor-
matics at Masaryk University. It is basically an educa-
tional tool which serves as the basis allowing an easy ex-
tension with a new functionality implemented as plugins.
It contains many features commonly used in standard vir-
tual environments.

In this section we describe the main features of the
VRECKO which are utilized for creating string sculptures.
Combination of these features is then able to control all
functions of sculpture editor.

As mentioned above, the VRECKO system integrates
various input devices. The less common input devices
which are used in our system, are listed below:

Figure 9: Example of using physical simulation to test
sculpture.

• OptiTrack - system consisting of a set of infrared
cameras covering the tracked space. These cameras
are able to capture reflection markers placed e.g. on
the user’s body. Positions of these markers then serve
for computation of position and orientation of corre-
sponding points in virtual space.

• WiiMote - it is the wireless remote control created
by Nintendo

TM
. In the VRECKO system, the device

is used in combination with the OptiTrack system.
Markers are placed on two WiiMotes which the user
holds in hands. Three markers are attached to each
WiiMote. Their mutual position enables to determine
the rotation of the WiiMote in hand. The positions
and rotations are then mapped to ”virtual hands” in
virtual environment. For further interaction with the
system, users can utilize buttons of WiiMote.

The equipment described above (namely the OptiTrack)
is usually present only in specialized laboratories. As we
did not intend to limit the number of potential users by
using only a special equipment for virtual reality systems,
we had also included traditional input devices. Our sys-
tem enables also to control artistic work using mouse and
keyboard. In VRECKO system, input devices are used in
a unified way and the control of the scene using OptiTrack
or mouse and keyboard can lead to very similar results.

In order to enhance the design of string sculptures,
we implemented advanced editing tools which were inte-
grated into the VRECKO system. Now we concentrate on
the most important novel tools (see Figure 10).

• Selector. The most important tool serving for cre-
ation of so called sectors. Sector is defined as a part
of a hoop where the stringing is subsequently created.
This tool enables to create as well as further modify
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Figure 10: Icons of tools designed for string sculptures in
VRECKO system.

existing sectors. Context menu of each sector enables
to edit the parameters of stringing. Example of this
tool is depicted in Figure 11.

• Paint. This tool enables to create hoops and other ob-
jects of arbitrary shapes. This broadens the possibili-
ties of the system because the number and shapes of
predefined hoops are very limited. All objects created
using this tool possess the same physical properties as
the predefined hoops.

• Tongs. This tool serves for manipulation with the
string sculpture in the virtual space. Using this tool
users can change position and rotate with the sculp-
ture or with its rigid parts. When combined with Op-
tiTrack device, the manipulation is straightforward.
The user has to grasp the sculpture or its hoop by
pressing given button on WiiMote and by simple
waving with hand holding the WiiMote the grasped
object changes its position and orientation. When
using mouse and keyboard instead of OptiTrack, the
manipulation is more complicated. Changing the po-
sition in three-dimensional space cannot be reached
using a traditional mouse so the keyboard arrows
have to be utilized. However, this process is not suit-
able for fine corrections of position. To overcome this
problem, we designed another tool - Rotation.

• Rotation. This tools serves for controlling of fine
rotation of hoops in their local coordinate system.
When this tool is activated, there appears the graphi-
cal representation of local coordinates near each hoop
(see Figure 12). The Rotation tool has also its context
menu and basically serves for rotation directed by a
mouse.

• Eraser. Enables to delete selected hoops. When a
hoop is deleted, all its sectors are also removed. Sec-
tors of other hoops are automatically connected to the
remaining hoops according to their order in which
they were added into the scene.

• Hook. When the string sculpture is designed and
modeled, we can verify its stability using physical
simulation. Basically it simulates the gravitation so
when the simulation is launched, the sculpture ”falls”
to the ground of the scene. However, our system
enables to hitch up the sculpture by the Hook tool.
Users can create, edit or remove an arbitrary number
of hooks. When the user deletes a hoop, it causes
removing of all its hooks.

Figure 11: Selector tool.

Figure 12: Activation of Rotation tool activates the dis-
playing of local coordinate system for each hoop.

Figure 13 shows an example of a string sculpture cre-
ated using our editor integrated into the VRECKO frame-
work. In the bottom of the figure you can see the shadow
casted by the sculpture so the user can immediately see the
ground of the scene. Some other examples are depicted in
Figure 14.

Figure 13: Example of a string sculpture in VRECKO
framework.

5 Conclusion

In this paper we described newly created environment for
designing string sculptures which offers new tools and
possibilities to artists. It was integrated to the virtual en-
vironment providing users with several advanced features
for exploration and manipulation with models. The re-
sulting system enables to create basic shapes of hoops as
well as freehand-made rigid objects. This enables users to
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Figure 14: Examples of string sculptures created by our system. The right figure emphasizes the sectors on the hoops.

test the feasibility of sculptures consisting of a large set
of geometric representation. The system also implements
a set of basic stringing patterns and is prepared for ap-
pending more patterns. Thanks to the integration into the
VRECKO framework, the resulting string sculptures can
be loaded from or exported to various file formats, such
as .3ds, .obj and others. Users are allowed to change vi-
sual parameters of sculptures, such as the color of hoops
and stringing or the shape of hoops. The system also in-
tegrates the physical simulation which enables to verify
the stability of a given model by simulating the real world
conditions.

The second important part of the system is the Sweep-
Surface library which is primarily used for generation of
hoops. Its goal is to provide users with general tool for
creating sweep surfaces of arbitrary shapes.

The system was primarily designed for artists but thanks
to the integration of physical simulation it can also be uti-
lized for teaching purposes or as a basis for simple logical
games. In the future, the system can be enhanced with
other features, such as designing more complex stringing
patterns, advanced hanging of hoops simulating the move-
ments of a rope or more precise simulations of string be-
havior.
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Abstract

Drawing three dimensional models of geological phenom-
ena is today a process requiring training in specific pro-
grams and can be very time consuming. For illustra-
tion and communication of geological concepts, geologists
therefore often limit themselves to drawing on paper or to
two dimensional drawing applications.

We propose an approach for making rapid geologic il-
lustrations in 3D. The novel idea for the approach consists
of sketch based input on a cube in order to create a layered
geological structure. Details can be added to the layers by
sketching geological concepts such as rivers, mountains
and valleys. Sedimentary deposits can be created through
a procedural modeling approach. Awareness of the ge-
ologic domain enables a sparse amount of input strokes
to be interpreted into geological structures. Results from
user-studies show that the proposed approach can be used
with success to model geological scenarios.

Keywords: Rapid modeling, Sketch based input and
modeling, Geology

1 Introduction

Among geologists a common practice is to make sketched
models by hand on either paper or computer. These
sketches are used in both professional and educational
settings, and facilitate communication and understanding.
Geologic phenomena are four dimensional in nature since
they occur over time in the three spatial dimensions. There
are many techniques and standards for illustrating these
phenomena in a two dimensional drawing. One can for
example sketch three dimensional phenomena by using
perspective drawing techniques, but the model is still con-
fined to the 2D nature of the medium. These techniques
and standards can also be limiting as they require signif-
icant time and training to master and understand. Before
we started working on this project a problem was identi-
fied; there did not exist any tools aimed at helping geol-
ogists sketch 3D models for illustration purposes. On the
computer it is already possible to make 3D models in tra-
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Figure 1: A typical sketch made with the proposed approach.

ditional modeling approaches. However, existing tools are
often complex, aimed at creating advanced and detailed
models, and usually requires training to understand and
use. It is from this background that the goal of this project
was formed.

The goal is to enable the rapid creation of 3D models
of geologic structures by creating an approach that lets ge-
ologists quickly specify input in an intuitive way that is
easy to learn. The model will be used for illustrative pur-
poses to facilitate communication between geologists by
letting them create sketched models quicker, help lecturers
explain concepts to students by creating models that can
be changed interactively, and reduce the need for artistic
skills and long training for students to master illustration
techniques. The study of sedimentary layer structures and
the processes that deform such layers are perhaps the fields
of study that has resulted in the most knowledge about the
history of the Earth. We concentrate most effort around
the creation of rapid modeling techniques for geological
layer structures. The aim is to create an approach for the
creation of such structures.

2 Related work

The geologic understanding for this project was gained
from reading the book “Geologi, stein, mineraler, fossiler
og olje”, by Haakon Fossen [11]. For reference and techni-
cal background in the field of computer graphics the book
“Real Time Rendering” [17] has been used. The book
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“Curves and surfaces for CAGD: a practical guide” [10]
was used to understand curve and surface theory.

Geology is a complex science with many subfields. Ge-
omorphology is the study of landforms and the processes
that shape the surface of the Earth. Sedimentology is about
how particles are transported, where they are deposited
and how they are compressed into rock. Structural geology
is the study of how the rock layers and crust is deformed by
various movements. Tectonics is closely related to Struc-
tural geology and describes the movement of Earth plates
and how that causes the formation of mountain ranges and
basins. There are many other fields, but these are the ones
of most relevance to my research.

In geology, models are used for understanding and com-
municating about phenomena relating to the structure of
the Earth and how it changes over time. A realistic geo-
logical scenario will follow certain constraints. Caumron
et al. [7] give rules for modeling that define boundaries be-
tween layers. Traditional CAD systems have several prob-
lems when used to make geological models (Turner et al.
[28], Kelk and Challen [14]). The gOcad tool described by
Mallet [16], however, has been developed to make a CAD
approach for geomodeling, by basing the modeling on a
new interpolation method called “Discrete Smooth Inter-
polation”. The geometry is defined by bridging together
a set of nodes with a location is 3D space and with phys-
ical properties attached to these nodes. Petrel [25] is an
example of a commercial program for geologic modeling
that is in use. Most of such existing tools rely on an in-
tensive work flow, and up to a year is spent on developing
such models. Recently a need for rapid developments of
geologic prospects have been identified.

Natali et al. explores different modeling techniques in
their recent survey paper [18]. They show how geological
modeling trends are approaching modeling methods that
have been developed in computer graphics and give an in-
depth description of selected methods that can be applied
for geological modeling.

Approaches that aim at making geologic interpretation
processes easier and quicker have emerged in recent years.
Patel et al. describe techniques for rapid horizon extraction
from seismic data in both 2D [22] and 3D [21]. Amorim
et al. [1] have an interesting approach that allows sketch-
ing directly over the raw seismic reflection volume and its
derived data to help build the structural model of the sub-
surface.

Procedural generation is often utilized to generate ter-
rains. Before Olsen [20] fractal noise was mostly used to
create terrain surfaces, because of computer limitations on
simulating erosion processes. Olsen proposed a synthe-
sized fractal terrain and applies an erosion algorithm on
that. The representation is a 2D height-map. Hnaidi et al.
[13] generate terrain that is constrained by a set of curves
that characterize the features of the landscape. A method
for eroding terrain is described by Benes et al. [3] where
a concise voxel representation is created and then eroded
by thermal weathering simulation. The representation al-

Figure 2: The proposed interface by Natali et al. [19].

lows for caves and hole structures. The same authors also
propose a method for procedural modeling of terrain by
hydraulic erosion [4]. Stava et al. [26] employ an interac-
tive physics based hydraulic erosion.

Peytavie et al. [24] propose a way to model and render
rock piles and stones which are found in most landscapes
without any computationally demanding physically-based
simulation. Peytavie et al. also have proposed a frame-
work for representing complex terrains with such features
as overhangs, arches and caves and including different ma-
terials such as sand and rocks [23].

Tasse et al. [27] propose a texture-based terrain synthe-
sis framework controllable by a terrain sketching interface.
They enhance the realism of the generated landscapes by
using a novel patch merging method that reduces boundary
artifacts caused by overlapping terrain patches.

Natali et al. [19] describe an approach where the user
sketches the boundaries of geological layers. Then the user
can sketch folding and faulting operations, and thus create
many different scenarios. The input in this approach is
restricted to making conceptually 2D sketches, although
the visualization is in 3D. Projecting drawings on the 3D
structure can however give more information and context
to the 3D geometry. As far as we know, this is the only
sketch based approach to modeling subsurface geological
layers in 3D without measured data other than the one de-
scribed in this paper. However, Lidal et al. [15] present
Geological Storytelling, an approach for rapid and expres-
sive geomodeling of a multitude of model variations in 2D
over time.

Harold is an early example of a sketch based system
that incorporates methods for sketching terrain, made by
Cohen et al. [8]. In Harold, the user can sketch hills on
the terrain by simple strokes that start and end on the ter-
rain. The terrain is then warped to try and match the stroke.
Watanabe et al. [29] made a further development of this,
where the shape of the stroke also influences the width of
hills that are generated, making for more natural looking
hills. They also incorporated noise on top of the generated
terrain to make the visualization more realistic. Gain et al.
[12] later improved further on this by allowing the user to
sketch the width of the hill and change the baseline along
which this hill runs.

To achieve real-time terrain creation Bernhardt et al. [5]
combine CPU and GPU processing in their sketch-based
approach for generating and displaying complex and high-
resolution terrains. The user can see the terrain changing
as she is sketching. De Carpentier combines brushing and
procedural terrain creation [9]. Applegate et al. [2] have
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a sketch based system for highway design. Their tool is
guided by input sketches and a combination of prioritized
constraints, including the curvature of roads, their inclina-
tion, and the volume of underlying terrain that is displaced.
The rivers in my proposed solution are sketched in a simi-
lar way to this highway sketching method.

3 Methodology

We employ a sketch-based input that is projected onto a
transparent cube. Layered geological structures are often
sketched in a cube, and we therefore propose to mimic this
technique for the sketching interface. The user can rotate
around the cube and sketch on the four vertical faces of
the cube. On the faces the user sketches the outlines of
a surface (called a horizon) that will be the top boundary
of one of the layer volumes. The horizon is then interpo-
lated between the sketched outline. The top horizons of
previously drawn layers become the bottom boundary of
new layers. The user can thus create a stack of layers by
adding the layers from bottom to top.

In order to change and model details on the layers,
we propose methods for drawing further structure features
such as mountains, rivers, valleys and deposits. The user
can create ridges, rivers and valleys by sketching on the
layers. Separate algorithms for each of the features will
then modify the layer surface on which it was drawn. The
features the user sketches are positioned on the 2D mani-
fold of the surface it was sketched on, such that a change in
the underlying layers representation can be made without
having to redraw or manually reposition all the features
that exist on that layer. Deposits are created by a proce-
dure that distributes material from the point where the river
meets the sea. The material is distributed by a volume pre-
serving diffusion algorithm that considers the topology of
the underlying layer surface to create a plausible flow of
material from the river.

For changing input a simple oversketching procedure is

Raw Input

Layer

Ridge

River

Layer

Cube

Layer

Ridge River

Layer

Representation

Geometry
synthesis

Image

Visualization

Geometry

Conceptual data

Comparison with intent, 
refinement of input

Interpretation

Figure 3: Conceptual overview.

Figure 4: The initial state is the empty cube.

used. This works by letting the user change parts of an
already defined curve by drawing that part over. This new
part is then inserted into the curve at the nearest points,
and the new curve is smoothed.

A conceptual overview of the approach is illustrated in
Figure 3. The arrows represent processes, either in the
computer or performed by the user. The rectangles repre-
sent a form of data. The user starts with an idea in her mind
of a scenario to model. Through input using the mouse,
she then indicates the different features of this scenario.
The raw input date goes trough an initial interpretation re-
sulting in the conceptual data. The program interprets the
conceptual data, and for each feature recognized, creates
a representation of it in the scene graph. The represen-
tation is then used by the geometry synthesis code, to cre-
ate new geometry and alter the shape of existing geometry.
This procedure is executed at interactive frame rates. Once
the scene geometry is ready, it is used by the visualization
code for creating an image that is given back to the user
on the computer display. The user then compares what she
sees with what she had in mind. She can then perform
further refinement of the model by either changing some
of what she already drew, or adding new modifications by
drawing on the existing geometry.

The initial state for input is the empty cube (Figure 4).
At this stage the input consists of the user rotating the
camera around the cube and drawing on the cube to cre-
ate layers. The users input is projected from the screen
space coordinates onto the geometrical model ( see Fig-
ure 5 ).There is a structure for each object in the scene
that contains all the triangles that it consists of. Each of
the vertices of the triangles are stored together with a two
points that serve as the parameters that uniquely represent
the point on the 2D manifold of the object.

When drawing on a screen you are limited to the reso-
lution of the screen. This means that the input points that
are gathered will also be limited to this resolution How-
ever, because the actual surface where you are interested
in drawing exists in a point in space farther away and not
on screen, moving from one pixel to the next, means you
will move a much greater distance on that surface than on
screen, creating jaggedness. The input is smoothed by re-
garding the n points of the input as the control points of
a n-dimensional Bezier curve. The Bezier curve will ap-
proximate the control points, but will lie somewhere be-
tween them. Most of the points will lie on either side of
the intended line, while a Bezier curve will lie somewhere
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(0,1)

Figure 5: Illustration of intersection. Left: the view of the user
with a black cross representing the mouse cursor. Right: The
point of the mouse cursor is projected onto the objects by creat-
ing a ray from the camera through the cursor and checking for
intersections with objects in the scene. The numbers indicate the
parametric space values of the vertices of the surface.

between.
The different features that can be drawn are represented

in an internal representation before creating the structure
that can be visualized. The representation is also visual-
ized to the user, so she can make changes. Most of the
features that can be drawn are built by using the curves the
user drew in different combinations and using different in-
terpretations. In many cases the curves are augmented by
additional information, such as the height of ridges. With
the deposits however, the representation does not include
lines at all but the shape is rather defined by a procedural
method.

All the features relate to each other in a child-parent re-
lationship creating a tree structure. The cube is the top
node in this tree. All layers are children of the cube. All
the other features are then the children of a layer. This
structure together with the parametric representation is
useful to enable incremental refinement of features, mean-
ing that any part of the whole structure can be modified at
any time, without the user having to redraw every part that
relates to that change.

Features have algorithms for creating geometry when-
ever the representation changes. These algorithms create
triangles that are drawn on the screen by simple OpenGl
functions. In order to achieve the transparency effect,
features with geometry must be drawn in the correct or-
der. Layers are drawn first, sketched curves second, rivers
third, the sea fourth, and the cube last. This ensures that
transparent objects are drawn last and from back to front.

The cubes geometry is generated based on width, depth
and height. It is created by six surfaces, representing the
faces of the cube. The user sketches input for layers on
the front, back, left, and right hand surfaces. A sugges-
tion algorithm will add lines on the other faces, so that
minimal input is needed if the user is satisfied with the
suggestion. If further changes are made another algorithm
makes sure the four curves are always aligning at the cor-
ner points, by modifying any previously drawn lines to
align with the new one. The cube will also maintain a
hidden set of curves that represent the top of all previously
drawn layers. This eases the creation of new layers.

A layer gets these four sketched curves as input, plus
the hidden curves. The top horizon of the layer is created
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Cl(1)
Cr(1)

Cr(0)

start

frontBack
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Cl(0)
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Cr(0)

leftRight
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Figure 6: The calculation of a point in the layer grid. First, find
the starting point by interpolating the four corners for the current
position in the grid. Second, interpolate the front and back curves
at the current position, and calculate the difference from the start-
ing point. Third, interpolate the left and right curve at the current
position, and finally add the previously calculated difference to
this point, yielding the final point.

by a custom interpolation algorithm (see Figure 6). The al-
gorithm starts by doing a bilinear interpolation of the four
corner values at the point of consideration. Then a lin-
ear interpolation of the two points of the front and back
curves currently being considered. The difference, Di f f ,
between the points of these first two interpolations is then
calculated. Another linear interpolation is done between
the two points of the left and right curves. To this last
point Di f f is added. The effect of this algorithm is that
of a profile being dragged across the left and right curves
while the profile is being interpolated between the front
and back curves. The result is the same no matter if viewed
as if dragging the front and back interpolated curves across
the left and right curve or vice versa.

If a new layer overlaps with a previous one, only the vol-
ume above the preexisting layers is defined. This is done
by drawing the surfaces with z-buffering enabled. For the
side geometry of the layers, between the new set of curves
and the hidden set of curves that represent the top of previ-
ous layers, polygons delimited by these curves are drawn
only if they are above the previous layers.

Layers can also be changed by editing the curves that
were drawn. This happens by oversketching the lines, ei-
ther in their entirety or partially, thus modifying the shape
of the curve. When the layer has changed, it will trigger
a recalculation of its children’s geometry and layers that
were drawn on top of it. The Layers geometry will also
need to update when child features are added or changed.
Because the child feature is always defined by the 2D point
in the manifold of the parent, it is easy to make changes in-
crementally to layers.

Rivers can be drawn on top of the surfaces by indicating
its path with a curve. An algorithm then creates a river as
shown in Figure 7. The initial curve is interpreted as the
center of the riverbed. Each of the two sides is then com-
puted by extending a new point in both directions from the
center point along the rivers path. At the ends of the river
a logarithmic function is used to create a smooth falloff
towards zero, to make the two sides meet, in order to sim-
plify visualization. The initial line is discarded. The two
sides of the river become the representation of the river,
and they are the lines that can now be further modified by
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Figure 7: Sketching of rivers by indicating where it should run
(top), and oversketching of the sides (bottom).

Figure 8: Sketching of a ridge by indicating where its base goes
(top), and changing it by sketching the height (bottom).

the user by oversketching.
The oversketching is done on one side of the river at a

time. The user also has the choice of replacing the entire
side of the river if that will let her more easily make the
changes she wants. When oversketching or changing the
sides of the river, the layer geometry as it was before the
river made any changes is used for the intersection tests.
This is because it gets difficult to draw a new side of the
river outline on the surface, if that side goes inside the river
itself, as the terrain in that area is deformed by the river.

A valley functions almost identical to a river, only it
does not create a geometry for any water and is initially
wider and deeper than the river. It is, like the river, made
by first drawing a line and then it can be changed by the
same mechanism as the river. We will therefore not go into
more details about the valleys.

Ridges are also drawn by a line on the layer surface.
Once a line has been drawn and the user indicates that
she wants a ridge, a generic shape of a ridge is created
automatically as seen in Figure 8. The user then has the
choice to change the height profile along the ridge’s base-
line. This is done by sketching on a temporary sketching
surface that is constructed along the ridges baseline.

Input for the ridges is first drawn on a layer as a curve.
A ridge is represented by this curve and a height associated
with each point in the curve. The curve is the base line that
the user drew on the layer where she wants the ridge to fol-
low along. The heights are the height of the ridge at each
point of the curve. Initially the height list is just a smooth
function from side to side of the ridge, with a peak in the
middle. The height can be changed if the user indicates so.
This new height line is input on a temporary sketch wall
constructed for this purpose. The input procedure is simi-
lar to other lines, but in the end it is not actually stored as

regular curve. When the user is done inputing the height
line, the height along the entire wall is stored in a list, one
for each point on the base line.

The ridge object itself is visualized only by a contour
along the top of the ridge. This is constructed by iterat-
ing along the points of the base line. For each point in the
base line, the corresponding 3D point is found by looking
up this point on the layer the ridge belongs to, that is its
parent. Afterwards, the height of this point is simply in-
creased based on the relevant height in the list. This yields
a new list of points which can then be used to draw a line
on screen. When the height of the ridge is being changed,
the sketch wall is also shown. The sketch wall is transpar-
ent to let the user see other structures that lie behind, so
that it is easier to judge how high to sketch.

The sea level can be enabled at any time and moved up
or down as the user specifies. In addition to being used
in scenes to illustrate the sea, the sea level is used as an
input parameter for creating deposits. The sea level is im-
plemented simply by creating a layer with straight outline
curves. Each time any layer changes the sea level layer is
recomputed. The input is made on the cube by dragging it
up and down with the mouse until satisfied. It is visualized
with a transparent blue color.

Sedimentary depositions can thus be modeled where a
river meets the sea. The user indicates which river is to
start depositing, and the rest is done procedurally by a
simple simulation. The procedure continues until the user
stops it. The user can indicate more than one deposit to be
made for a single river. This will make the deposits build
outward on top of each other in the direction of the river
while also following the terrain.

In order to visualize the creation of a deposit as it builds
over time, it needs an additional step to generate an in-
termediate representation of the deposit before generating
the geometry. This step consists of simulating the flow of
matter across the surface underneath. For the simulation
a simple volume preserving diffusion algorithm is used,
that is a modified version of the one by Boeschs [6]. An
illustration of the approach by Boesch is given in 9.

The diffusion algorithm assumes a regular height grid,
and all the underlying layers must be taken into account.
The layers are represented as a irregular grid and thus a
sampling must be performed for each cell in the grid. A
cell represents the height of the terrain and the amount of
deposit in one area of the grid. For each cell in the grid,
a ray is cast directly down into the cube, doing intersec-
tion tests for each layer, updating the cells terrain height.
The algorithm works by considering one cell at a time, and
comparing the heights of the neighboring cells height from
the previous iteration. Half of the difference, clamped by
the available amount of water, will be added to the current
cell. This is first done for each cell considering its neigh-
bors along the x-axis. Then the process is repeated, but
this time considering the cells neighbors along the y-axis.

In my version of the algorithm, even less than half
of the difference is added according to how far from
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Figure 9: Recreation of figure from approach by Boesch [6].

the rivers mouth the cell is. This modification of the
flow-rate is introduced to simulate the loss of energy
of particles and eventually making them deposit. The
distance is calculated by updating the shortest flow path
from the mouth of the river to the current cell at each
update, and storing it in a separate grid. This distance
value is then used to modify the flow rate by changing the
divisor so the final height modifying function becomes:
clamp(di f f erence/(2 + distance2),−height1/(2 +
distance2),height2/(2 + distance2))higher than the cur-
rent value. After the grid heights are found the simulation
begins.

The simulation runs until the user is satisfied and stops it
or if the deposit is a preexisting one, until the target deposit
amount has been reached. The total amount of deposited
matter is stored in the target variable when the user stops
the simulation. Geometry is generated based on the height
of the deposits and underlying terrain. When generating
geometry special care needs to be given to the orientation
of the triangles to give a uniform and smooth look to the
visualization.

To decide where to add triangles, and in which orien-
tation, for the space in between each of the grid cells, the
four surrounding points are considered. If both the lower
right and upper left cell has deposited material, then tri-
angles will be created between these two cells and one
triangle for the two other cells if they have material de-
posited to. Otherwise, if both the upper right and lower
left cell has material deposited, then triangles are created
using these two points and creating one triangle extending
to each of the other two points as illustrated in Figure 10.

When creating a deposit, the layer object will check for
previous deposits, and if such exists, the grid data will be
reused for the next deposit. It is reused by copying the
terrain height grid and then adding the height of deposits
at the points of the grid. This gives speed improvement,
and also enables deposits to stack on top of each other.

Figure 10: Triangle orientation. Left; the grid points that have
matter deposits above the threshold. Middle; the first, nave ap-
proach where all triangles are oriented the same direction. Right;
the more sophisticated approach, where the triangle orientation
depends on which surrounding points have deposited matter. As
seen on this illustration, the second approach gives a more uni-
form look on each side of the structure, while the first approach
gives more jagged edges and non-uniform look.

Figure 11: Imaginary terrain sketched, and a rendering made by
ray-tracing the exported geometry.

4 Results

Figure 11 shows the same scene as reproduced by the au-
thor of the program along with a ray-traced image made in
the program Blender. This sketch is made by drawing two
layers and setting a color for them. Then mountain ridges
are added. A valley is created between the ridges, and in
it a rivers path is sketched. After the sea level has been
indicated, deposits are created at the point where the river
meets the sea.

Figure 12 shows the process of how a glacier erodes
the landscape. The first sketch is made by drawing the
outline of the rock with valley from the first illustration,
then simply adding ridges and rivers. The second sketch
is then made by editing the layer to create the valley that
is carved by the glacier and deleting the rivers. Then the
glacier is created by drawing the end lines on the front
and back of the glacier as the contours of a new layer. On
the other two sides, the slope of the glacier is indicated.
The third sketch is then made by deleting the glacier layer,
adding new rivers and valleys, setting the sea level, and
creating a small deposit.

Figure 13 shows the process of how the oceanic part
of a plate is submerged underneath a continent on another
plate where they collide. The structures have to be build
from bottom to top, or rather any layer that intersects an-
other must be drawn last. The mantle must be drawn even
though it does not appear in the sketch. It is shown in gray
here for illustration, but it could be made invisible. Then
the oceanic lithosphere is drawn, the oceanic crust follows.
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Figure 12: Glacier illustration and attempt at reproduction.

Figure 13: Illustration of subduction of oceanic lithosphere un-
derneath continental lithosphere and attempt at reproduction.

Then the continental lithosphere and the continental crust
is drawn such that the sketched curves intersect the oceanic
crust at the subduction point. The last layer is the accre-
tionary prism, which represents sediments scraped of from
the subducting oceanic plate and gathered at the wedge be-
tween the plates. Finally, the sea level is indicated, ridges
of mountains are added and an inland sea is created by
drawing a river and widening it. The melting rock, rising
magma and other volcanic features can not be modeled at
this point.

4.1 User study

Evaluating the usability of a modeling approach is not
easy. The study was conducted to gather feedback from
four geology students. The study consisted of the users
giving ratings of different aspects and features of the ap-
proach. The answers had to be given by indicating on a
scale from 1 (worst) to 10 (best) according to how much
the user liked or disliked a feature. Average scores for fea-
tures and aspects of the approach can be seen in Table 1.
In addition the subjects were given the opportunity to ex-
plain their choices and give comments for each aspect. A
summary of what the subjects responded follows.

Aspect rated Average
User experience 7
Ease of learning and using 6.5
Potential of approach 8.25
Ease of making changes 6.25
Concept of cube as starting point 9.5
Drawing of layers 8.5
Drawing of ridges 6.75
Drawing of rivers/valleys 7.5
Creation of deposits 7

Table 1: Avarage scores given in user study

The subjects found the tool useful for making illustra-
tions and found the look pleasing. However, the menu
items were reported to be confusing. The ease of use was
praised as the most significant advantage of the approach.
The approach was described to give the ability to play with
the different ideas and thoughts around geological scenar-
ios. One user said the approach gives the possibility to
create simple illustrations quickly and easily compared to
other methods. The approach was described as easy to un-
derstand, and in particular one user was impressed with
the ability to make changes to the illustration after having
made a basic version of the scene.

There was also a suggestion to make a list for selecting
the different objects in the scene, as that could sometimes
pose difficulties. One subject said that the tool can in its
current form be useful for illustrating simple geological
scenes, but that it would require more development for it
to be useful for depicting more complex scenes. Sugges-
tions for improvements was a feature for creating faults,
the ability to alter the width of mountains and the depth of
valleys.

One subject indicated a belief that if the features sug-
gested could be implemented, the program could become
useful for geology students. Another said that the way they
make illustrations today is usually by hand, which is time
consuming. This approach helps creating quick illustra-
tions. One user remarked that it was easy to make changes
to layers, and that the methods of changing all the terrain
features and rivers was excellent. This user also said it
was important to not complicate this too much, since the
strength of the approach lies in its simplicity.

5 Conclusion & Further Work

A goal was stated in the introduction: to create an ap-
proach for rapid and easy sketching of geologic structures
in 3D. The approach explained is mostly based on sketch
input, but also incorporates a procedural method to explore
the possibility of combination of these two rapid modeling
metaphors.

Result screenshots and user study shows that such a
tool is indeed highly interesting for creating geological
sketches. The subjects of the study indicated their belief
that the approach has potential. The input methods were
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described as easy to use, giving improvements in speed
over sketching on paper, particularly as it allows incremen-
tal changes. Even in the state the implemented solution is
in now, users expressed a possibility for applying the solu-
tion in educational settings, although further research has
the potential to increase the number of possibilities in the
approach.

Particularly fault structures are a feature that occurs in
many geological illustrations and would be the natural
next step we would like to research. Giving the possibil-
ity to extend the sketch into multiple cubes would allow
bigger scenarios to be sketched. Also, improvements that
give the user more control over ridge and river width, and
similar would be a good improvement. When developing
new features, focus should be given to what potential users
are comfortable with and to preserving the ease of use that
the approach already has, as this was indicated by users to
be the strength of the approach. If implementing any new
features it is therefore important to focus on the usability
and ease of use.

We expect that when this approach or a similar alter-
native gains maturity, it could become a standard way to
illustrate geological phenomena by students, teachers and
researchers, based on the initial impressions from illus-
trated results and user study. Although further research
and development is still needed to enable more geological
scenarios to be illustrated, the user feedback indicated that
the approach is intuitive to use and enables rapid illustra-
tion of certain geological scenarios. The goal of the work,
to create an approach that can be used for making rapid 3D
illustrations for geologic uses, has thus been reached.
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Michael May
Design and Implementation of a Shader Infrastructure and Abstraction Layer

pp. 57–64

Example scene with shader trees for procedural texturing, animated vertex displacement for normal mapping,
particle system with instancing and multi texturing.

Morten Bendiksen
Rapid Modeling of Geology

pp. 189–196

Some selected examples created in the program. Left: An example scenery. Middle: Model of a subduction zone.
Right: Model of a glacier and valley.
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Working at VRVis   

VRVis is always looking for students, junior and 
senior researchers who want to join the VRVis 
team. VRVis is offering internships, diploma the- 
ses and PhD theses in cooperation with the TU 
Wien and regular positions. For more information 
visit our webpage at www.vrvis.at. 

 

 
 

 
 
 
 
 
 
 
 
 

VRVis Zentrum für Virtual Reality und Visualisierung 
Forschungs-GmbH 

The VRVis Research Center is a joint venture in research 
and development for virtual reality and visualization. VRVis 
was founded in 2000 as part of the Austrian Kplus pro- 
gram to bridge the gap between academic research and 
commercial development as well as to supply the necessary 
transfer of knowledge between the academic community 
and industry. The competence center VRVis is funded by 
BMVIT, BMWFJ, and ZIT - The Technology Agency of the 
City of Vienna within the scope of COMET – Competence 
Centers for Excellent Technologies. The program COMET is 
managed by FFG. 
This mission is mirrored in a variety of academic and indus- 
trial partners.  The research center is currently conducted 
by five academic institutes and numerous industrial part- 
ners. Leading-edge innovations and down-to-earth busi- 
ness style characterizes VRVis as a valued partner for 
high-level research. 
The company's headquarter is located in Vienna, Austria. 
Today, around 60 researchers together with about 20 stu- 
dents do high-level applied and basic research in three 
different areas. 

Selection of Partners 
 

Scientific Partners: 
• Vienna University of Technology 
• Graz University of Technology 

Industrial Partners: 
• AVL List GmbH 
• AGFA Healthcare GesmbH 
• Austria Power Grid AG 
• Geodata Ziviltechniker GmbH 
• Imagination Computer Services GesmbH 
• ÖBB-Infrastruktur AG 
• Zumtobel Lighting GmbH 
• and many more 

Currently, VRVis is again extending its industrial 
base with new partners from several new fields. 

 

The Team 

VRVis consists of internationally experienced researchers in 
the areas of visualization, rendering and visual analysis. 
Their outstanding experience and knowledge in these topics 
qualify them for the innovative research they are performing. 
The research areas are headed by key researchers who 
manage these areas, define goals and projects for this area, 
and conduct the defined research together with their staff. 
All members of the research team are young researchers, 
whose creativity and ingenuity is the key to the success. 
VRVis is always looking for young, talented, and motivated 
researches in the fields of research to extend its research 
work or to support partner companies. 

 
Research Program 

The scientific research program consists of three research 
areas (Visualization, Rendering and Visual Analysis) in 
which thematically matching research projects are 
conducted. Each research area realizes application projects 
on the one hand and basic research for these application 
projects on the other hand. 

 
 
 
 
 
 
 
 
 
 
 
 
 
Additional Information and Contact 
For detailed information about the research program, 
current projects and job opportunities please visit our 
webpage at http://www.VRVis.at/. 
If you need additional information or search for 
job opportunities in the field of Visual 
Computing, please feel free to contact us at 
office@vrvis.at or +43 (1) 20501 / 30100; 
Donau-City-Straße 1, 1220 Wien, Austria. 
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